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Generative Adversarial Networks (GANs) are a method for producing

a distribution µ that one can sample which approximates a distribution

ν of real data. Wasserstein GANs with Gradient Penalty (WGAN-GP)

[GAA+
17] were designed to update µ by computing and then minimizing

the Wasserstein 1 distance between µ and ν. In the first part of this thesis

we show that in fact, WGAN-GP do not compute this distance. Instead,

they compute the minimum of a different optimal transport problem, the

so-called congested transport [CJS08]. We then use this result to offer ex-

planations of the observed performance of WGAN-GP. Our discovery also

elucidates the role of the gradient penalty sampling strategy in WGAN-GP,

and we show that by modifying this distribution one can ameliorate a

transient form of mode collapse in the optimal mass flows.

The second part of this thesis presents new algorithms for generative

modelling based on insights from optimal transport theory. The basic idea

is to transform one distribution into another via iterated descent with

an adaptive step size on learned Kantorovich potentials computed with

ii



WGAN-GP. We provide an initial convergence theory for this technique, as

well as guarantees of convergence for an extension of this procedure when

the target distribution is supported on a submanifold of Euclidean space

with codimension at least two. As a proof of concept, we demonstrate via

experiments that this provides a flexible and effective approach for several

generative modelling problems, including image generation, translation,

and denoising.

Further analysis of this algorithm reveals that it is connected to image

restoration techniques via learned regularizers, which generalize the clas-

sical total variation denoising technique of Rudin-Osher-Fatemi (ROF)

[ROF92]. We provide analogues of the results of [Mey01] on ROF to the

learned regularizer setting. Leveraging this connection, we provide opti-

mal transport versions of the iterated denoising [AXR+
15] and multiscale

image decompositions [TNV04] associated with ROF.

iii



A C K N O W L E D G E M E N T S

First, I am tremendously grateful to my advisor, Adrian Nachman, for his
guidance over the course of my PhD. His patient and affable mentorship
has contributed greatly to helping me on this journey and to enjoying
myself along the way. More concretely, it was his suggestion to focus my
research on deep learning and optimal transport, and I am very happy
to work in such an exciting field. His indefatigable commitment to doing
good work will serve as a personal source of inspiration throughout my
life. It has been a pleasure working with you Adrian!

Thanks also to my friends, colleagues, and the professors of the math
department at the University of Toronto. In particular, thanks to Étienne
Bilocq and Matt Olechnowicz. My experience has been greatly enriched
by being around such smart and kind people.

To my family, I am grateful for their support over the years. Thanks
to my dad for his advice on giving good presentations, and to my mom
for lending a supportive ear. Thanks to both my parents (and Ross and
Gail) for patiently listening to my often long-winded math talks at family
gatherings. To my brothers, Andrew, Alec, and Duncan, thank you for
your friendship and guidance. I am especially grateful for your arranging
to capture me presenting my papers at conferences. It means a lot to have
your support even when you won’t understand much of what I have to
say. And to my grandma, Yvonne, for her constant support throughout
this. Your confidence in me is infectious.

Finally, I reserve my deepest gratitude for the love and support of my
partner Shauna. A large amount of the credit for this document goes to
her, as she’s picked up the slack in our lives while I’ve been focusing
on writing it. She has also provided technical help by using her eye for
design to improve my figures and presentations, as well as constructively
criticizing my often complicated metaphors for describing my work (“A
team of dogs is delivering bread to cafés.... the dogs are also blind”). To
say nothing of being able to finish my PhD, my life would be thin gruel
without you.

iv



P U B L I C AT I O N S

Parts of this thesis appear in publications by the author. Here are the
details:

1. Chapter 2 is essentially [MN22]. The difference is that in [MN22]
we related the critic learning problem in WGAN-GP, which uses
the specific gradient penalty sampling strategy from [GAA+

17], to
congested transport. Here we provide a more general result studying
variants of WGAN-GP which are obtained by modifications to this
sampling strategy.

2. The material in Chapter 4, except Section 4.6.1 and Section 4.7, is
contained in [MBN21]. This work was done in collaboration with
Étienne Bilocq under the supervision of Adrian Nachman. Specifi-
cally, Étienne Bilocq conducted the experiments in Section 4.3, the
experiments titled TTC-2 in Section 4.6.2, and did a considerable
amount of work in editing the code for the final release on GitHub.
The remaining experiments, as well as the theoretical results, were
completed by the author, and all three authors collaborated to write
the final paper. An improved version of this paper, with a focus on
obtaining state of the art imaging experiments, is in preparation.
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1
I N T R O D U C T I O N

In this thesis we will provide novel theoretical insights into existing gener-
ative modelling techniques and introduce new algorithms based on ideas
from optimal transport. We start by discussing the aspect of generative
modelling that we focus on. We then describe the main technique that we
analyse, which is known as Wasserstein Generative Adversarial Networks
with Gradient Penalty (WGAN-GP). A summary of the contributions of
this thesis is given at the end of this chapter.

1.1 approximating probability measures with neural net-
works

Suppose that ν is a probability distribution on a subset Ω of Euclidean
space Rd that we would like to sample from. Although the distribution
ν is assumed unknown to us, we will take it as given that we have a
large but limited set of samples {yj}M

j=1 from ν. An important problem in
applications is to obtain an approximation for ν from which additional
samples can be easily drawn. For example,

1. Techniques from deep learning such as classification or segmentation
usually benefit from the availability of an enormous number of
training samples. If ν governs a class of medical images however,
the total number of well-annotated images is limited. In addition, if
certain medical conditions are more rare in the available data, this
class imbalance can lead to biases towards over-represented groups.
Generation of additional samples can relieve these problems.1

2. The method by which samples from ν are obtained may be computa-
tionally expensive. This arises when samples from ν are computer
generated images, which may be rendered from three dimensional
models with complicated physics and lighting effects (e.g. ray trac-
ing). This can require significant computational expense which may
be prohibitive on, for example, mobile devices. It is therefore de-

1 See [CMV+
21] for a review article on medical imaging data augmentation techniques for

deep learning applications.
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1.1 approximating probability measures with neural networks 2

sirable to obtain an approximation of ν which can be sampled at a
lower computational cost.2

In recent years, neural networks have provided a very successful approach
to such problems. The general framework is the following. Suppose that we
have a parametrized function Gw : Rm → Rd, where w are the parameters.
Take ξ ∈ Rm distributed according to ζ = N (0, Im), the standard normal
distribution on Rm. Then x = Gw(ξ) is itself a random variable which
we can sample. Its distribution is µ = (Gw)#ζ, where (Gw)# denotes the
pushforward. Given its role in creating these samples, the function Gw is
often called the “generator”. For now we will not be specific about how
exactly Gw is parametrized, other than to say that a neural network is
used.

We then wish to tune w so that (Gw)#ζ and ν are close in some sense;
provided our definition of closeness is a good one, this will mean that we
can produce samples that could be reasonably considered as drawn from ν

by sampling (Gw)#ζ. The problem we have described here is fundamental
in generative modelling, and its connections to optimal transport will be
the focus of this thesis.

1.1.1 (Wasserstein) Generative Adversarial Networks

A key component of this approach is the choice of how to measure the
discrepancy between the probability distributions µ and ν. The Jensen-
Shannon divergence was proposed as one such measure in the seminal
paper [GPAM+

14], which also coined the term “Generative Adversarial
Networks” (GANs) for the type of generative models we describe here.
Despite some initial success, this divergence has deficiencies which were
described in [AB17]; for example, it is constant whenever µ and ν have
disjoint supports, and so does not provide a very sensitive notion of
how far apart the distributions are. Further, for such µ and ν the Jensen-
Shannon divergence provides no information on how to modify µ locally
to move it closer to ν.

2 See [ZCL+
20] for an application of GANs to automatic rendering of three dimensional

scenes.



1.1 approximating probability measures with neural networks 3

A very successful resolution to these issues was suggested in [ACB17],
which proposed to use the Wasserstein 1 distance as an alternative measure
of discrepancy. For µ, ν ∈ P(Ω),3 this is given by

W1(µ, ν) := inf
γ∈Π(µ,ν)

∫
Ω×Ω
|x− y|dγ(x, y), (1.1)

Π(µ, ν) := {γ ∈ P(Ω×Ω) | (πx)#γ = µ, (πy)#γ = ν}.

Here πx(x, y) = x, and πy(x, y) = y are the projection maps, and Π(µ, ν)

is the set of admissible transport plans. An element γ ∈ Π(µ, ν) is called a
transport plan because it can be viewed as transporting mass distributed
according to µ to mass distributed according to ν; for Borel sets E1, E2 ⊂ Ω,
γ(E1× E2) can be thought of as the amount of mass γ transports out of E1

and into E2. When an optimal transport plan is of the form (I, T0)#µ for
T0 a Borel map, one says that T0 is an optimal transport map.

In practice, for large scale problems (1.1) can be difficult to solve directly.
It can be more convenient to use the Kantorovich-Rubinstein formula
(Equation 5.11, [Vil09]), which specifies that W1(µ, ν) can be expressed in
terms of a dual problem,

W1(µ, ν) = sup
u∈1-Lip(Ω)

∫
Ω

u(x)dµ(x)−
∫

Ω
u(y)dν(y), (1.2)

where 1-Lip(Ω) is the set of 1-Lipschitz real valued functions on Ω. A
solution u0 to this problem is called a Kantorovich potential.

The Wasserstein 1 distance in particular was chosen in [ACB17] because
it resolves many of the issues with the Jensen-Shannon divergence. For
example, it is descriptive of the distance between data points sampled from
µ and ν even when these distributions have disjoint support. Moreover,
it provides information on how to modify µ locally to reduce W1(µ, ν)

through a Kantorovich potential u0. Indeed, it is a standard result that if
γ0 is optimal in (1.1), (x, y) ∈ spt(γ0) (i.e. γ0 transports some mass from x
to y) with x ̸= y, and ∇u0(x) exists, then

−∇u0(x) =
y− x
|y− x| . (1.3)

In other words, the gradient of u0 provides the direction of optimal trans-
port from µ to ν (see Section 4.4 and Section 4.5.1 for more background).

The authors of [ACB17] proposed to solve (1.2) by parametrizing the
function u as a neural network uw̃ with parameters w̃. Provided this
neural network is constructed in such a way that it is constrained to

3 We denote by P(X ) the set of Borel probability distributions on a set X ⊂ Rd



1.1 approximating probability measures with neural networks 4

satisfy uw̃ ∈ 1-Lip(Ω), one can attempt to approximately solve (1.2) by,
for example, gradient ascent on the parameters w̃, a process known as
“training the network”. The form of (1.2) is such that uw̃ should be large
on the synthetic data µ and small on the real data ν. Roughly speaking,
this means that uw̃ is trained to tell the difference between real and fake
data, and is thus dubbed the “critic”.

With the measure of the discrepancy between probability distributions
given by the Wasserstein 1 distance, one can then train the generator
Gw by performing a gradient descent procedure on W1(µ, ν) over the
parameters w. It is shown in [ACB17] (Theorem 3) that this is possible
using a Kantorovich potential u0 solving (1.2); specifically,

∇wW1((Gw)#ζ, ν) =
∫

Rm
∇wu0(Gw(ξ))dζ(ξ). (1.4)

A procedure for training the generator Gw emerges from this formula;
Given w fixed, train uw̃ to approximately solve (1.2) with µ = (Gw)#ζ.
Then, update Gw based on (1.4), and repeat this cycle until Gw stops chang-
ing. Generators trained in this way were dubbed Wasserstein Generative
Adversarial Networks (WGANs) in [ACB17].

1.1.2 Wasserstein GANs with Gradient Penalty (WGAN-GP)

In describing the algorithm for training Wasserstein GANs we have not
addressed how the neural networks which make up the generator Gw

or the critic uw̃ are constructed. The design of these networks is itself a
rich research area. We will only describe them very briefly here; for more
background, see, for example, [GBCB16]. In general, these networks are ob-
tained by composing several affine maps interleaved with componentwise
non-linear functions. The parameters w and w̃ are then the amalgamation
of all the matrices and biases which specify these affine maps, and it is
possible to show in certain settings that the set of such functions is dense
in the space of continuous functions (see, for example, [LLPS93]).

Given this structure, the authors of [ACB17] proposed to enforce uw̃ ∈
1-Lip(Ω) by placing hard bounds on the parameters of the affine maps
which constitute uw̃, a process known as weight clipping. Although this
can guarantee that uw̃ is 1-Lipschitz, the performance of WGANs in terms
of the visual quality of generated images and training stability was greatly
improved in [GAA+

17], wherein weight clipping was discarded in favour
of solving the optimization problem,

sup
w̃

∫
Ω

uw̃(x)dµ(x)−
∫

Ω
uw̃(y)dν(y)− λ

∫
Ω
(|∇uw̃(z)| − 1)2dσ(z), (1.5)
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or its variant, concave in uw̃,

sup
w̃

∫
Ω

uw̃(x)dµ(x)−
∫

Ω
uw̃(y)dν(y)− λ

∫
Ω
(|∇uw̃(z)| − 1)2

+dσ(z), (1.6)

where a+ := max(a, 0) for a ∈ R. Here the hard constraint in (1.2) that
uw̃ be 1-Lipschitz is replaced with a term which penalizes |∇uw̃| being
different from (respectively, greater than) 1. The probability distribution σ

in [GAA+
17] is defined by the following procedure: independently sample

x ∼ µ, y ∼ ν, and t from the uniform distribution on [0, 1] to obtain the
point z ∼ σ given by the formula

z = (1− t)x + ty. (1.7)

Generative models trained with critics that optimize the loss function (1.5)
or (1.6) are called WGAN-GP (GP for gradient penalty). The original paper
[GAA+

17] on WGAN-GP is highly cited, and the algorithm it pioneered
has obtained spectacular success for stably training generative models to
produce high-quality synthetic images [KALL18, KLZ+

19]4.
Researchers have mostly focused on modifying neural network design

for improving the performance of WGAN-GP in practice, and the ques-
tion of whether they are actually computing the Wasserstein 1 distance
has only recently been considered (see, e.g., [MMG19, PSP19, SEKS21]).
Most interestingly, [SEKS21] provided empirical evidence that this does
not occur, and argued that WGAN-GP perform well not in spite of this
issue, but because of it. One of the main contributions of this thesis is to
identify, for the first time, the quantity that WGAN-GP actually compute;
in particular, we prove that it is not the Wasserstein 1 distance. We also
provide a theoretical understanding of the advantages and disadvantages
of this quantity relative to W1(µ, ν). Based on this and other insights from
the theory of optimal transport, we also devise, analyse, and test new
algorithms for generative modelling. A deeper analysis of these algorithms
leads to a new variational problem using Wasserstein distances that is also
motivated by image restoration with learned regularizers.

1.2 chapter summaries

This section provides a summary of the major contributions of each chapter
of this dissertation.

4 To see the results of a related technique on the task of automatically generating photo
realistic images of imaginary people, see https://thispersondoesnotexist.com/; this
page can be refreshed to generate additional examples.

https://thispersondoesnotexist.com/
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1.2.1 Chapter 2: Wasserstein GANs with gradient penalty compute a congested
transport cost

In this chapter we include results (see Corollary 2.2 or Corollary 2.4)
showing that WGAN-GP trained with (1.6) compute the minimum of an
optimal transport problem known as congested transport [CJS08]. Con-
gested transport determines the cost of moving µ to ν under a transport
model that penalizes congestion. For WGAN-GP, we find that the con-
gestion penalty has a spatially varying component determined by the
sampling strategy used in [GAA+

17] which acts like a local speed limit,
making congestion cost less in some regions than others. This aspect of the
congested transport problem is new, in that the congestion penalty turns
out to be unbounded and depends on the distributions to be transported,
and so we provide the necessary mathematical proofs for this setting. One
facet of our discovery is a formula connecting the gradient of solutions to
the optimization problem in WGAN-GP to the time averaged momentum
of the optimal mass flow (see (2.15)). This is in contrast to the gradient of
Kantorovich potentials for the Wasserstein 1 distance, which is just the
normalized direction of flow (see, e.g., (1.3)). We also obtain an approxi-
mate version of this formula for approximate solutions (see (2.12)), which
is significant in practice since numerical algorithms for solving (1.6) will
only produce approximate solutions.

Based on this and other considerations, we speculate on how our results
explain the observed performance of WGAN-GP. Beyond applications
to GANs, the theorems of this chapter also point to the possibility of
approximately solving large scale congested transport problems using
neural network techniques.

1.2.2 Chapter 3: Reducing concentration with new gradient penalty sampling
strategies

In this chapter we study some implications of our finding that WGAN-GP
compute a congested transport cost. In particular, the influence of the
sampling strategy σ is considered. Since σ acts like a speed limit, it affects
traffic patterns by making the optimal mass flow concentrate in areas that
are sampled frequently, while reducing travel in areas that are not. This
can lead to a transient form of mode collapse, where data concentrates in
“high-speed” regions while flowing from µ to ν. This concentration can
slow the convergence to ν, as the variance of the data is artificially reduced
in transit.

We establish that this concentration occurs in general for critics trained
with the specific sampling strategy from [GAA+

17], as well as the de-
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pendence of this phenomenon on the ambient dimension d (see Propo-
sition 3.1). This motivates us to investigate alternative gradient penalty
sampling strategies for alleviating it. We argue that concentration can
be reduced by maximizing the squared or unsquared distance between
sampled points. We then show that an improved σ can be obtained by
choosing line segments between points x ∼ µ and y ∼ ν which are paired
by solving an optimal transport problem for a corresponding cost (see
Proposition 3.5 and Lemma 3.18 respectively). For maximizing the squared
distance between sampled points we also determine how to sample on the
segments themselves, returning a definitive answer depending only on the
variance and mean of µ and ν (Theorem 3.9). We demonstrate for several
two dimensional examples that our proposed method for selecting line
segments reduces congestion of the optimal mass flows, and speculate on
the impacts of these sampling strategies for various applications, including
generator training.

1.2.3 Chapter 4: Trust the Critics

For both the standard Wasserstein 1 distance and the congested trans-
port distance, the negative gradient of a corresponding optimal potential
provides the directions of optimal mass flow (see (1.3) or (2.15)). We
demonstrate experimentally that for WGAN-GP there is a high degree of
misalignment between these optimal transport directions and the direc-
tions in which data points actually move when parametrized by a trainable
generator. This misalignment inspires a new generative modelling tech-
nique which we dub Trust the Critics (TTC). In this technique we eliminate
the trainable generator from WGAN-GP. Instead, we iteratively modify
the source data using gradient descent on a sequence of trained critics
obtained by solving (1.6) with large λ. The flow of data thus approximates
the optimal transport directions at each step, and we choose large λ so that
the resulting critic is closer to a Kantorovich potential for the Wasserstein
1 distance. This is advantageous since the integral curves for gradient
descent on this potential are straight lines, which reduces the number of
steps required in the resulting numerical algorithm.

Optimal transport theory motivates the choice of an adaptive step size
which greatly accelerates convergence compared to a constant one. Specifi-
cally, we choose θW1(µ, ν) as our step size, where θ ∈ (0, 1) is a parameter.
This choice requires no extra computational cost, as our results from Chap-
ter 2 indicate that by choosing large λ in (1.6) it is possible to approximate
W1(µ, ν) with the value of (1.6), which comes as a byproduct of training
the critic uw̃.
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Using this step size rule, we prove an initial geometric convergence
rate in the case of source distributions with densities (see Theorem 4.3).
These convergence rates cease to apply only when a non-negligible set of
generated data is essentially indistinguishable from real data. Resolving
the misalignment issue improves performance, which we demonstrate in
experiments that show that given a fixed number of training epochs, TTC
produces higher quality images than a comparable WGAN-GP, albeit at
increased memory requirements. In addition, TTC provides an iterative for-
mula for the transformed density (Proposition 4.16), which is not available
for WGAN-GP. Since TTC also provides high quality samples, this helps
to reconcile a trade-off between density estimation and quality of samples
which is often highlighted in the literature [GDE17, TvdOB16]. Finally,
TTC is application-agnostic; we demonstrate through “proof of concept”
experiments that TTC can obtain good performance in image generation,
translation, and denoising without the dedicated network architectures
which are typically required.

To extend our convergence results for TTC, we also propose a modi-
fication that we dub TTC-DS (DS for “discriminative stopping”). In this
approach gradient descent iterations are halted for points that would
overshoot their targets under the Wasserstein 1 optimal transport map. It
is possible to detect when overshooting will occur from the Kantorovich
potential alone under the assumption that the source data distribution
is absolutely continuous and the target data is supported on a manifold
of codimension at least 2, a setting which is common in computer vision
applications. This modification allows us to prove convergence of TTC-DS
(Theorem 4.23); we also obtain a geometric rate of convergence when a
modified step size selection rule is used. Part of this work includes a
proof of uniqueness of the Wasserstein 1 optimal transport map under
the assumptions that µ is absolutely continuous and ν is supported on a
manifold of codimension at least 2 (Proposition 4.28), which may be of
independent interest. This result may be known to experts, but we could
not find it in the literature. It is a generalization of the uniqueness result of
the recent paper [HS20], which applies only when d ≥ 2 and ν is finitely
atomic.
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1.2.4 Chapter 5: An optimal transport analogue of the Rudin-Osher-Fatemi
model

A deeper analysis of the measure µ̃ produced by one step of TTC reveals
that it is connected to the problem

inf
ρ∈P(Ω)

1
2

W2
2 (µ, ρ) + ηW1(ρ, ν), (1.8)

where η > 0 is the step size parameter, and W2
2 (µ, ρ) is the squared

Wasserstein 2 distance, given by

W2
2 (µ, ρ) := inf

γ∈Π(µ,ρ)

∫
Ω×Ω
|x− y|2dγ(x, y).

Indeed, we will show that under the assumptions of our convergence
results from Chapter 4, the solution ρη to (1.8) and µ̃ coincide (Proposi-
tion 5.10). This connection means that iterations of (1.8) allow us to obtain
proofs of convergence of an extension of TTC beyond the restrictions of
Chapter 4. Our initial motivation for studying (1.8) came from a com-
pletely different direction however, which is the restoration of images
using learned regularizers.

A classical approach to image restoration is the total variation denoising
of Rudin-Osher-Fatemi (ROF) [ROF92], where a noisy image f ∈ L2(R2)

is restored by solving the problem

min
u∈L2(R2)

1
2
∥u− f ∥2

L2(R2) + η∥u∥TV . (1.9)

Here, ∥u∥TV is the total variation norm of u, a regularizer known for
promoting smoothness while preserving edges. Improved performance has
been obtained by learned regularizers, where this handcrafted functional is
replaced by one learned from the data. In [LÖS18], a prime example of this
technique5, this takes the form of a Kantorovich potential u0 for W1(µ, ν)

where µ and ν are distributions of noisy and clean data, respectively. In
fact, (1.8) is closely related to [LÖS18]; if one denoises each image in
µ using the method from [LÖS18], we show (see Lemma 5.7) that the
resulting distribution of images solves the problem

inf
ρ∈P(Ω)

1
2

W2
2 (µ, ρ) + η⟨u0, ρ⟩.

5 [LÖS18] solves several types of inverse problems using learned regularizers. We will focus
on their denoising method here.
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Since u0 is a sub-gradient of the convex functional W1(·, ν) at µ, this can
be viewed as a forward Euler discretization of a gradient flow on this
functional in probability space. Our approach, (1.8), is the corresponding
backward Euler discretization. We refer the reader to Section 5.1, where
this is explained in more detail. Let us also note that (1.8) is related to
the Jordan-Kinderleherer-Otto (JKO) discretization scheme [JKO98] for
minimizing the functional F(ρ) = W1(ρ, ν) (see Section 5.6).

A breakthrough analysis of the ROF method was given in [Mey01]. It
provides a beautiful characterization of the solution uη of (1.9): it is the
projection of 0 onto a certain norm ball of radius η centred at f . More-
over, the wavelet coefficients of the residual f − uη satisfy an ℓ∞ bound
in terms of η, and an approximate solution to (1.9) can be obtained via
soft thresholding of the wavelet coefficients of f . In this chapter we pro-
vide analogous results (Theorem 5.2) for a specific learned regularization
method by studying (1.8). In particular, we show that the solution ρη to
(1.8) is a projection of ν with respect to a certain divergence Dη on a set
of measures centred at µ. Further, one can reach ρη from µ with a trans-
port plan that satisfies an L∞ bound in terms of η, and ρη is obtained by
applying a soft thresholding to a certain transport map from ν to µ (Propo-
sition 5.39). We clarify this remarkable analogy between (1.9) and (1.8) by
showing that both problems can be written as examples of a general class
of convex optimization problems; analysis of this class of problems (see
Theorem 5.15) produces both the main theorems of [Mey01] on ROF and
our results for (1.8) as corollaries. Given this analogy, we refer to (1.8) as
Wasserstein-ROF, or WROF, for short.

It is noteworthy that the divergence Dη that appears in the analysis
of (1.8) has an interesting economic interpretation. In short, assuming
that goods are sold to consumers with distribution ν and purchased from
a manufacturer with distribution ρ, Dη(ν, ρ) represents the total loss of
value in a supply chain when the transport cost has an economy of scale
and consumers adopt a “buy local” policy.

We then move on to iterative versions of (1.8) in two different direc-
tions. The first is in correspondence with the “iterative regularization”
technique associated with ROF (e.g. [AXR+

15] or Section 7.1 of [SGG+
09]).

Specifically, we iteratively solve (1.8) by replacing µ at each stage by the
previous solution; this provides our extension of TTC. We obtain a proof
of convergence for this procedure in the setting where both µ and ν are
absolutely continuous with respect to Lebesgue measure (Proposition 5.3).
This can be viewed as a complementary setting to TTC-DS, where ν was
assumed to be supported on a manifold of codimension at least 2.

In the other direction, by analogy with the non-linear Plancherel formula
of [TNV04] we obtain a multiscale decomposition of W2

2 (µ, ν) as a sum
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of non-negative terms (see (5.16)). We establish this by iteratively solving
(1.8), replacing at each stage the measure ν with the previous iterate νn.
Interestingly, at each stage we decompose a transport map moving νn to
µ into “features” and “details”, where the two are distinguished by the
scale of their displacement relative to the current step size ηn. “Details” in
the transport map are ignored (i.e. the mass is untouched), to be resolved
at future steps. The rest of the transport is partially completed, until
the remainder becomes a “detail”. The measure νn+1 can therefore be
considered as a sketch of µ, as these two measures are indistinguishable
up to transport at scale ηn. By decreasing the scale parameter ηn we obtain
convergence of νn to µ.



2
WA S S E R S T E I N G A N S W I T H
G R A D I E N T P E N A LT Y
C O M P U T E A C O N G E S T E D
T R A N S P O RT C O S T

2.1 introduction

Wasserstein GANs (WGANs) were first proposed in [ACB17] as a means
of training generative models using the Wasserstein 1 distance to measure
the dissimilarity of the real and generated distributions. Recall that the
Wasserstein 1 distance (or Earth Mover’s Distance) between two probability
distributions µ and ν on a subset Ω of Rd can be calculated via duality as

W1(µ, ν) = sup
u∈1-Lip(Ω)

∫
Ω

u(x)dµ(x)−
∫

Ω
u(y)dν(y), (2.1)

where 1-Lip(Ω) is the set of 1-Lipschitz real valued functions on Ω. The
authors of [ACB17] showed that W1(µ, ν) has better theoretical properties
than the Jenson-Shannon divergence used in the original GAN paper
[GPAM+

14], and proposed to solve (2.1) by parametrizing u as a neural
network uw with parameters w. This network, dubbed the “critic”, replaced
the discriminator of the original GAN. However, designing critics uw which
are 1-Lipschitz and sufficiently expressive is a non-trivial task which has
only more recently seen some progress [ALG19].

As an initial resolution to this issue, the authors of [ACB17] used weight-
clipping, but the performance of WGANs in terms of the visual quality of
generated images and training stability was greatly improved by using a
gradient penalty in WGAN-GP [GAA+

17]. This is a method for training
generators with a critic that approximately solves the optimization problem

sup
u

∫
Ω

u(x)dµ(x)−
∫

Ω
u(y)dν(y)− λ

∫
Ω
(|∇u(z)| − 1)2dσ(z), (2.2)

12
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or its concave variant

sup
u

∫
Ω

u(x)dµ(x)−
∫

Ω
u(y)dν(y)− λ

∫
Ω
(|∇u(z)| − 1)2

+dσ(z), (2.3)

which uses a one-sided gradient penalty (a+ := max(a, 0) for a ∈ R).
Recall that the probability distribution σ is obtained by taking random
convex combinations of points sampled independently from µ and ν. That
is, sample x ∼ µ, y ∼ ν, and t from the uniform distribution on [0, 1] to
obtain the point z ∼ σ given by the formula

z = (1− t)x + ty. (2.4)

As we explained in Section 1.1.1, the hard constraint in (2.1) that u be
1-Lipschitz is replaced here with a penalty term which penalizes |∇u|
being different from (or greater than, respectively) 1. The problem in (2.3)
is the version of WGAN-GP studied in this chapter. This is because it is
a more natural penalty term than the two-sided penalty for encouraging
functions to be 1-Lipschitz, since it only penalizes gradients larger than
one in norm. Further, it has the important advantage of being concave in u.
Finally, studies (e.g. [GAA+

17, PFL18]) have shown that it obtains equal
or better performance than the two-sided penalty in (2.2), and it has seen
repeated use (see, for example, [LÖS18, MBN21, PFL18]).

It was observed in [GAA+
17] that the removal of the hard constraint

enforced by weight-clipping allowed for a much more expressive class
of functions at the cost of sacrificing guarantees of the functions being
1-Lipschitz. Since their inception, WGAN-GP have emerged as a popular
method for stably training generative models to produce high-quality
synthetic images [KALL18, KLZ+

19].
While WGAN-GP have enjoyed spectacular success, the question of

whether they are actually computing the Wasserstein 1 distance has
only been studied more recently in, for example, [MMG19], [PSP19], and
[SEKS21]. In particular we were intrigued by [SEKS21], which offers empir-
ical evidence that WGAN-GP do not compute W1(µ, ν), and, due to some
issues with the Wasserstein 1 distance, argues that this might be the reason
for their success. In this chapter we analyse this further by establishing
the quantity that WGAN-GP with one-sided penalty do compute: it is a
congested transport distance.

We will explain precisely what this means in Section 2.3, but vaguely,
congested transport is a branch of optimal transport theory that seeks to
model the optimal flow of mass under the effects of congestion. That is,
like moving through a busy city, the concentration of mass in a region
affects the minimal time required to move through that region. This is
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distinguished from the typical optimal transport model, where the cost of
moving mass from some point x to another y does not take into account the
traffic along the way. The theory of congested transport for the continuous
case (as opposed to the discrete one) was developed in [BCS10] and [CJS08];
see also Chapter 4 of [San15].

The contributions of this chapter are as follows:

(i) Under mild assumptions on µ and ν, we establish that the optimal
value (2.3) of WGAN-GP is equal to the minimal cost of moving µ to
ν as determined by a congested transport model.

(ii) We establish that the value of this minimal cost is not equal to
W1(µ, ν) if µ ̸= ν. More precisely, it is strictly larger for all λ > 0,
and at best it converges to W1(µ, ν) like λ−1 as λ→ ∞, if it converges
at all.

(iii) Under slightly stronger assumptions on µ and ν, we prove the exis-
tence of a solution u0 to (2.3) in an appropriate function space.

(iv) Further, we obtain a formula (see (2.15)) relating ∇u0(x) to the time
averaged momentum (i.e. mass times velocity) at x of the optimal
mass flow for the congested transport problem. This is in contrast
to the standard Wasserstein 1 framework, where the gradient of a
solution to (2.1) is just the direction of optimal mass transport, and
does not encode the speed of that transport or the amount of mass
transported.

(v) Finally, we show in (2.12) that the statement in (iv) also holds ap-
proximately for approximate solutions of (2.3), which is significant
in practice since numerical algorithms for solving (2.3) will only
produce approximate solutions.

The plan for this chapter is as follows. In Section 2.2 we provide the basic
background on congested transport needed to state our main theorems.
These are given in Section 2.3. We discuss related work in Section 2.4. The
proofs of our main results are presented in Section 2.5. We provide in
Section 2.6.1 some intuition for how our results may explain the observed
performance of WGAN-GP, and summarize the chapter in Section 2.6.2.

2.2 background on congested transport

In this section we will highlight the aspects of congested transport required
to present our results. For more background see [BCS10] and [CJS08], or
Chapter 4 of [San15].
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The standard optimal transport problem for probability distributions µ

and ν on a subset Ω of Euclidean space Rd with cost c is given by

inf{
∫

Ω×Ω
c(x, y)dγ | γ ∈ P(Ω×Ω), (πx)#γ = µ, (πy)#γ = ν}. (2.5)

Here P(Ω×Ω) is the set of probability distributions on Ω×Ω, so that γ

can be thought of as a joint probability distribution of random variables X
and Y taking values in Ω. The maps πx, πy : Ω×Ω→ Ω are the standard
projections

πx(x, y) = x, πy(x, y) = y,

and the pushforward measures (πx)#γ, (πy)#γ are the marginals of γ.
As alluded to above, the cost of moving one unit of mass from x to y
is c(x, y), which depends only on the initial and final position and not
on the path taken between those points, nor on the presence or absence
of other mass on that path. Based on this insight, and on earlier work
for discrete problems [War52], the theory of congested transport was
developed in [CJS08] to account for possible congestion effects. In this
theory, the so-called “transport plan” γ ∈ P(Ω×Ω) of (2.5) is replaced
with a probability distribution Q (called a “traffic plan”) on the space
of absolutely continuous curves in Ω parametrized on [0, 1], a space we
denote by C. It is helpful to introduce for each t ∈ [0, 1] the “evaluation
at time t” map et : C → Ω, which sends a curve ω ∈ C to its position at
time t, ω(t). The curve of measures (et)#Q is then a flow of mass in time,
and compatibility of Q with the source and target distributions µ and ν is
enforced by requiring

(e0)#Q = µ, (e1)#Q = ν, (2.6)

which means that the flow (et)#Q starts at µ and ends at ν. The set of
traffic plans satisfying (2.6) will be denoted by Q(µ, ν).

A result in [CJS08] helps to gain intuition on such traffic plans. Define
Cx,y as the subset of C consisting of curves that start at x and end at y. It
is shown in [CJS08] that for any Q ∈ Q(µ, ν) there is a transport plan γ

admissible in (2.5) and for each x, y ∈ Ω a distribution Qx,y on Cx,y such
that Q decomposes as dQ = dQx,ydγ. More precisely, for any continuous
test function ϕ mapping C to R,∫

C
ϕ(ω)dQ(ω) =

∫
Ω×Ω

∫
Cx,y

ϕ(ω)dQx,y(ω)dγ(x, y).

In this way, traffic plans Q not only select the initial and final positions of
mass with γ, but also the paths taken between x and y with Qx,y.
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To each traffic plan Q one associates a scalar measure iQ, called the
traffic intensity, and a vector measure wQ, called the traffic flow. For
ϕ ∈ C(Ω) and ξ ∈ C(Ω; Rn) scalar and vector test functions, respectively,
these measures are defined by the equalities∫

Ω
ϕdiQ =

∫
C

∫ 1

0
ϕ(ω(t))|ω′(t)|dtdQ, (2.7)∫

Ω
ξ · dwQ =

∫
C

∫ 1

0
ξ(ω(t)) ·ω′(t)dtdQ. (2.8)

Heuristically, for a measurable set E ⊂ Ω, iQ(E) represents the total mass
passing through E according to Q, weighted by the length of each curve
in E; in this sense iQ is a measure of the intensity of mass flow. It is a
generalization of the transport density that appears in the analysis of the
Wasserstein 1 distance (see (3.19)). The value wQ(E) also has a physical
interpretation. After dividing by the total elapsed time, we can think of it
as the time averaged momentum (since it has units of velocity multiplied
by mass) of curves, according to Q, which pass through E.

We can now define the important notion of the cost of congested trans-
port. To each traffic plan Q that has a traffic intensity iQ with a density
with respect to Lebesgue measure (which we will denote by iQ(x)), one
associates a cost given by the formula,∫

Ω
H(x, iQ(x))dx,

where H : Ω×R→ R is the cost function. In general, H has a non-trivial
dependency on the spatial variable x (and in our case this is important)
but the example often studied (e.g. in [BCS10]) is

H(x, z) = H(z) =
1

2λ
z2 + |z|. (2.9)

With this choice of cost, the incremental cost at congestion level iQ(x) is
H′(iQ(x)) = 1

λ iQ(x) + 1. As such, when congestion (i.e. iQ(x)) is large, the
incremental cost of adding more mass at x is very high. Conversely, when
there is no traffic (i.e. iQ(x) = 0), there is still a non-zero incremental cost;
this is often phrased as “cars cannot travel at infinite speeds on empty
roads”.

The standard congested transport problem is then to minimize the
cost given by H among all traffic plans Q ∈ Q(µ, ν) with iQ absolutely
continuous with respect to Lebesgue measure; that is

inf{
∫

Ω
H(x, iQ(x))dx | Q ∈ Q(µ, ν), iQ ≪ Ld}.
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See [CJS08] for proofs of existence of solutions to this problem, and [BCS10]
for the relationship between solutions and minimal flows.

2.3 main results

2.3.1 Definition of the optimization problems

Here we will define more precisely the optimization problems involved
in WGAN-GP. Throughout we will assume that µ and ν have densities
f (x) and g(x) with respect to Lebesgue measure; we will see later in Sec-
tion 2.5.3 that this implies that the sampling distribution σ from [GAA+

17]
also has a density, which we will denote by σ(x). Throughout this section,
however, we will take σ as a generic probability distribution with a density
σ(x), and later we will specialize our results to the sampling strategy from
[GAA+

17].
We need to specify the space over which we are minimizing in (2.3). The

simplest choice is H1(Ω), the Sobolev space of functions u : Ω→ R with
u and its weak derivative ∇u satisfying∫

Ω
(u2(x) + |∇u|2(x))dx < ∞.

With this set of admissible functions, the problem, which we denote as
(GPλ), is as follows:

sup{⟨u, f − g⟩ − λ

2

∫
Ω
(|∇u| − 1)2

+σ(x)dx | u ∈ H1(Ω)}, (GPλ)

where ⟨u, f − g⟩ denotes the L2(Ω) inner product. The functional in (GPλ)
is exactly that of (2.3) up to a rescaling of λ, and the choice of sampling
distribution σ. The value of the supremum will be denoted as sup (GPλ),
and throughout we will use max (or min, as appropriate) rather than sup
(or inf) when the optimization problem has a solution. We use the space
H1(Ω) as it is the simplest space over which we can guarantee that the
functional is finite if, say, f , g ∈ L2(Ω) and σ ∈ L∞(Ω).

A slightly more complicated but also more natural space, in view of the
penalty term, is the weighted Sobolev space H1(Ω, σ). This is the space of
functions u with weak derivatives ∇u having finite norm according to the
weight σ, i.e.

∥u∥H1(Ω,σ) :=
(∫

Ω
(u2(x) + |∇u|2(x))σ(x)dx

)1/2

< ∞.
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As we will see later we have sharper results for the case of optimizing (2.3)
over this space. A priori it is not clear that the measure σ from [GAA+

17]
is non-degenerate almost everywhere in Ω and so it may not serve as a
reasonable weight, but in Section 2.5.3 we will provide conditions on f
and g which guarantee this. Proceeding under the assumption that σ is a
reasonable weight, we write our second problem, denoted (G̃Pλ), as

sup{⟨u, f − g⟩ − λ

2

∫
Ω
(|∇u| − 1)2

+σ(x)dx | u ∈ H1(Ω, σ)}. (G̃Pλ)

In both (G̃Pλ) and (GPλ) it will be useful to assume that there exists C > 0
such that

|⟨u, f − g⟩| ≤ C
(∫

Ω
|∇u|2(x)σ(x)dx

)1/2

, ∀u ∈ C∞(Ω). (2.10)

Indeed, this inequality will guarantee finiteness of the supremum in
both problems, and also that ⟨·, f − g⟩ is a continuous linear operator on
H1(Ω, σ), even though it may be that H1(Ω, σ) ̸⊂ L2(Ω). As we will see
in Section 2.5.3 (specifically, Lemma 2.21), (2.10) holds for σ as determined
by [GAA+

17]; this will rely on the dependence of σ on the distributions µ

and ν.
We emphasize that the only difference between (GPλ) and (G̃Pλ) is the

space over which we optimize; H1(Ω, σ) is a natural choice given the
structure of the gradient penalty term. However, for the σ from [GAA+

17]
to be a reasonable weight we require some additional assumptions on f
and g, so we include results for (GPλ), valid even when these assumptions
fail. We will denote the value of (G̃Pλ) as sup (G̃Pλ). For background on
weighted Sobolev spaces, see for instance [Kuf85] or [KO84].

We are now ready to state our congested transport problem, denoted
(CPλ):

inf{
∫

Ω
H(x, iQ(x))dx | Q ∈ Q(µ, ν), iQ ≪ Ld, iQ ∈ L2(Ω)}, (CPλ)

where H : Ω×R→ R is given by

H(x, z) =


1

2λσ(x)z2 + |z| σ(x) > 0,

0 σ(x) = 0, z = 0,

+∞ σ(x) = 0, z ̸= 0.

(2.11)

Remarkably, the cost H that appears in our congested transport problem
is very close to the one given in (2.9), which is the prototypical example
in the congested transport literature. The only difference is that our H
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contains a spatially varying component depending on σ, which in the case
of [GAA+

17] depends on µ and ν in turn. One can think of σ as a local
speed limit, in the sense that where σ is large the cost for a certain amount
of mass flow is less, and vice versa.

2.3.2 Statement of the main results

The following theorem is a general result relating (GPλ) to (CPλ) for σ

satisfying certain conditions. Later, in Corollary 2.2, we apply this theorem
to prove results about WGAN-GP, thus providing a formal statement of
our contributions (i), (ii), and (v) as listed in Section 2.1

Theorem 2.1. Suppose that Ω is an open, bounded, convex set, with Lipschitz
boundary. Let µ = f (x)dx, ν = g(x)dx, with f − g ∈ L2(Ω). If the gradient
penalty sampling distribution σ of (GPλ) is a probability distribution with density
in L∞(Ω), and (2.10) holds, then

1. sup (GPλ) = inf (CPλ) < +∞.

2. There exists a C > 0, such that for all λ > 0,

sup (GPλ) ≥W1(µ, ν)

(
1 +

C
λ

W1(µ, ν)

)
.

In particular, sup (GPλ) > W1(µ, ν) for all λ > 0 whenever W1(µ, ν) is
non-zero.

3. There is a traffic plan Q0 that solves (CPλ). Moreover, any two solutions
Q0, Q1 have the same traffic flow and traffic intensity, which are related by
the equations

wQ0 = wQ1 , iQ0 = |wQ0 | = |wQ1 | = iQ1 .

4. If Q0 is a solution to (CPλ) and if u0 ∈ H1(Ω) is an approximate solution
to (GPλ) in the sense that for some ϵ > 0,

⟨u0, f − g⟩ − λ

2

∫
Ω
(|∇u0| − 1)2

+σdx ≥ sup (GPλ)− ϵ,

then the vector density wQ0 for the traffic flow satisfies, for some constant
C, ∥∥∥∥wQ0 + λσ(|∇u0| − 1)+

∇u0

|∇u0|

∥∥∥∥2

L2(Ω;Rd)

≤ Cϵ. (2.12)

We now specialize this general theorem to the case of [GAA+
17].
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Corollary 2.2. Suppose that Ω is an open, bounded, convex set with Lips-
chitz boundary. Let σ be the sampling distribution from [GAA+17]. If µ =

f (x)dx, ν = g(x)dx, then σ ≪ Ld and (2.10) holds. Denote the density of σ

also by σ. If f , g ∈ L∞(Ω), then σ ∈ L∞(Ω) as well. Thus, the conclusions of
Theorem 2.1 hold for WGAN-GP.

By assuming that a generic σ(x) is comparable to the distance to the
boundary function

dist(x, ∂Ω) := inf
y∈∂Ω
|x− y|,

we are able to obtain the existence of a solution u0 ∈ H1(Ω, σ) to (G̃Pλ)
and make (2.12) an identity.

Theorem 2.3. In addition to the assumptions of Theorem 2.1, assume that there
exists C > 0 such that for almost all x,

1
C

dist(x, ∂Ω) ≤ σ(x) ≤ C dist(x, ∂Ω). (2.13)

Then

1. All of the claims of Theorem 2.1 hold,

2. (G̃Pλ) has a solution,

3. sup (GPλ) = max (G̃Pλ), and

4. If u0 solves (G̃Pλ) and Q0 solves (CPλ), then

wQ0 = −λσ(|∇u0| − 1)+
∇u0

|∇u0|
, (2.14)

∇u0(x) = −
(

1
λσ(x)

+
1

|wQ0(x)|

)
wQ0(x), (2.15)

the latter formula holding for almost all x such that wQ0(x) ̸= 0.

The following corollary provides assumptions on µ and ν so that we
can apply Theorem 2.3 to the sampling strategy from [GAA+

17], and
addresses contributions (iii) and (iv) from Section 2.1.

Corollary 2.4. In addition to the assumption of Corollary 2.2, assume that g = 0
in a neighbourhood of the boundary of Ω, and that infx∈Ω f (x) > 0. Then the
sampling distribution σ from [GAA+17] satisfies (2.13). Thus, the conclusions of
Theorem 2.3 hold for WGAN-GP.
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2.4 related work

Since the results of this chapter connect two previously disconnected fields
(i.e. congested transport and generative modelling with WGANs), we will
briefly review related works from both areas here.

To our knowledge, ours are the first results in the WGAN literature
determining precisely the optimal value of the objective function from
[GAA+

17] with one-sided penalty. More generally, several papers (e.g.
[MMG19, PSP19, SEKS21]) have provided empirical evidence that WGAN-
GP do not compute W1(µ, ν), but do not offer a precise notion of what
they do compute. In particular, [MMG19] shows that for simple discrete
problems WGAN-GP tend to over-estimate the Wasserstein 1 distance. A
similar observation is noted in [PSP19], who also provide evidence that the
optimal value computed by WGAN-GP tends to converge to W1(µ, ν) only
as λ→ ∞. Statement 2 of Theorem 2.1 provides a theoretical explanation
for both of these observations.

The subject of one versus two-sided penalties for WGAN-GP is studied
in depth in [PFL18], which shows empirically that the former results in
more stable training of WGANs with less dependence on the λ parameter.
Despite this, it seems that the two-sided penalty is the default for many
practitioners (e.g. [KLZ+

19]). Our results only apply directly to the one-
sided penalty, but they are useful for bounding the optimal value of
the two-sided penalty using the bounds provided in [PFL18]; a more
precise analysis for the two-sided penalty may be obtainable through a
convexification argument.

An interesting recent work is [BST21], which deals with some of the
issues that arise when approximating a Kantorovich potential with neural
networks, though does not consider the functional used in WGAN-GP.
Since our work leaves such approximation issues unexamined, we view
[BST21] as an important and complementary perspective.

On the congested transport side, we note that our proof of the equiva-
lence of sup (GPλ) and inf (CPλ) is inspired by [BCS10], as well as further
results in [BP14] and [San14]. Indeed, arguments in [BCS10] show this
equivalence for the case of σ(x) = 1 almost everywhere. However, existing
results in the literature do not apply to the σ from [GAA+

17]: [BCS10]
works with the case of σ = 1, and [BP14] includes generalizations of
these results to the case of inhomogeneous (i.e. x dependent) cost H(x, z)
under the assumption that H is bounded above for fixed z, which is not
the case for WGAN-GP (see (2.11)). Thus one can view our results as
extending some of the work in both [BCS10] and [BP14] to a new class
of problems where the cost function H(x, z) appearing in the congested
transport problem is unbounded in x and depends on the distributions µ
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and ν; we obtain this extension by exploiting this dependence and using
the monotonicity argument from [San14].

Let us also note that there are variants of congested transport which are
not isotropic, in the sense that the cost function depends on the direction
of traffic flow (e.g. [BC13]). We speculate that this might lead to interesting
generalizations of WGAN-GP, but leave this for future work.

2.5 proof of the main theorems

In this section we will provide the proofs of Theorem 2.1 and Theorem 2.3.
The proof of Theorem 2.1 is analogous to the approach from congested
transport theory (i.e. [BP14] and [BCS10]). We consider a dual problem
given by the following Beckmann type problem:

inf{
∫

Ω
H(x, |w|(x))dx | w ∈ L2(Ω; Rd),∇ ·w = f − g}, (BPλ)

where H is given in (2.11), and as is usual for Beckmann problems the
equation ∇ ·w = f − g holds in the weak sense. In other words, w is
admissible in (BPλ) only if, for all u ∈ H1(Ω),∫

Ω
−∇u ·wdx =

∫
Ω

u( f − g)dx.

Note that since we do not impose conditions on the behaviour of u at the
boundary of Ω, this imposes a no-flux condition on w. We then prove that
sup (GPλ) equals inf (BPλ), and that the latter is equal to inf (CPλ). The
relationship (2.12) between approximate solutions of (GPλ) and (CPλ) is
then established using properties of the Legendre dual of the function
H(x, z) defined in (2.11).

The assumption in Theorem 2.3 that σ(x) is comparable to the dis-
tance to the boundary function establishes some properties of H1(Ω, σ)

which we need for the proof, such as a Poincaré inequality and density
of smooth functions up to the boundary. The former is used to establish
the existence of a minimizer to (G̃Pλ), and the latter is used to estab-
lish sup (GPλ) = max (G̃Pλ). Finally, the equalities in (2.14) and (2.15) are
obtained, essentially, by evaluating (2.12) at a solution to (G̃Pλ).
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2.5.1 Proof of Theorem 2.1

For convenience, we denote the functional arising in (GPλ) as J : H1(Ω)×
L2(Ω; Rd)→ R,

J(u, p) = ⟨u, g− f ⟩+ λ

2

∫
Ω
(|p| − 1)2

+σ(x)dx. (2.16)

We note that since σ ∈ L∞(Ω) by assumption, J does indeed take finite
values. The problem (GPλ) can then be written as

− inf
u∈H1(Ω)

J(u,∇u).

To invoke the duality results required to prove Theorem 2.1 we will need
that sup (GPλ) is finite. This is proven in the following lemma.

Lemma 2.5. Under the assumptions of Theorem 2.1, infu∈H1(Ω) J(u,∇u) (and
hence sup (GPλ)) is finite.

Proof. Since Ω has a Lipschitz boundary, C∞(Ω) is dense in H1(Ω). Thus,
together with the assumption that f − g ∈ L2(Ω), we obtain that (2.10)
holds for all u ∈ H1(Ω). Hence, for u ∈ H1(Ω),

J(u,∇u) ≥ −C
(∫

Ω
|∇u|2(x)σ(x)dx

)1/2

+
λ

2

∫
Ω
(|∇u| − 1)2

+σ(x)dx.

(2.17)
As such, for u ∈ H1(Ω),

J(u,∇u) ≥ −C
(∫

Ω
|∇u|2σ(x)dx

)1/2

+
λ

2

∫
Ω
(|∇u| − 1)2

+σ(x)dx,

≥ −C
(∫

Ω
(|∇u| − 1)2

+σ(x)dx
)1/2

+
λ

2

∫
Ω
(|∇u| − 1)2

+σ(x)dx− C,

=
λ

2

((∫
Ω
(|∇u| − 1)2

+σ(x)dx
)1/2

− C
λ

)2

− C,

> −C,

which proves that inf
u∈H1(Ω)

J(u,∇u) is finite.
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Equality of sup (GPλ) and inf (BPλ)

Here we address the equality of sup (GPλ) and inf (BPλ). The proof also
establishes the existence of a unique solution to (BPλ).

Proposition 2.6. Under the assumptions of Theorem 2.1,

sup (GPλ) = inf (BPλ). (2.18)

Furthermore, (BPλ) has a unique minimizer.

The proof consists of verifying the conditions needed for strong du-
ality in convex analysis (see, for example, [ET99]). To do so, we rely on
Lemma 2.5, as well as convexity and continuity of J, which we prove here.

Lemma 2.7. The functional J defined in (2.16) is convex and continuous.

Proof. Define F : H1(Ω)→ R and G : L2(Ω; Rd)→ R as

F(u) = ⟨u, g− f ⟩, G(p) =
λ

2

∫
Ω
(|p| − 1)2

+σ(x)dx,

so that J(u, p) = F(u) + G(p). To see that J is convex and continuous, we
claim that F and G are both convex and continuous on their respective
domains. For F these claims are immediate since F is linear and because
we assume f − g ∈ L2(Ω). For G they require proof. Note that G can be
written

G(p) =
∫

Ω
h(x, p(x))dx,

where h : Ω×Rd → R is given by

h(x, ξ) =
λ

2
(|ξ| − 1)2

+σ(x). (2.19)

Note that for fixed x, h is convex in ξ because it is the composition
of a convex function (ξ 7→ |ξ|) with a non-decreasing convex function
(z 7→ λ

2 (z− 1)2
+σ(x)). Convexity of h then implies convexity of G.
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To show continuity of G, observe that for p1, p2 ∈ L2(Ω; Rn),

G(p1)− G(p2) =
λ

2

∫
Ω
(|p1| − 1)2

+ − (|p2| − 1)2
+)σ(x)dx,

≤ λ

2
∥σ∥L∞(Ω)(∥p1∥L2(Ω;Rd) + ∥p2∥L2(Ω;Rd))

×
(∫

Ω
((|p1| − 1)+ − (|p2| − 1)+)

2 dx
)1/2

,

≤ λ

2
∥σ∥L∞(Ω)(∥p1∥L2(Ω;Rd) + ∥p2∥L2(Ω;Rd))

× ∥p1 − p2∥L2(Ω;Rd),

where in the second line we have used a difference of squares, and in the
last line we have used the fact that ξ 7→ (|ξ| − 1)+ is 1-Lipschitz. Swapping
the roles of p1 and p2, we obtain that G is continuous.

The same proof, with minor modifications, establishes the following
related result, which we will need later for the proof of Theorem 2.3.

Lemma 2.8. The map G̃ : L2(Ω, σ; Rd)→ R given by

G̃(p) =
λ

2

∫
Ω
(|p| − 1)2

+σ(x)dx (2.20)

is continuous and convex.

Proof of Proposition 2.6. We apply Theorem 4.1 of Chapter 3 of [ET99],
which states that if

(i) J is convex,
(ii) infu∈H1(Ω) J(u,∇u) is finite, and

(iii) there exists u0 ∈ H1(Ω) such that J(u0,∇u0) < ∞ with the function
p 7→ J(u0, p) being continuous at ∇u0,

then with J∗ as the Legendre dual of J,

sup
w∈L2(Ω;Rd)

−J∗(∇∗w,−w) = inf
u∈H1(Ω)

J(u,∇u),

and the problem on the left hand side has at least one solution. By
Lemma 2.9, this is equivalent to (2.18) and existence of a solution to
(BPλ). Note that this solution must be unique by strict convexity of the
functional in (BPλ). Thus if we can verify points i - iii we are done, and
these are shown in Lemma 2.5 and Lemma 2.7.
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Lemma 2.9. Identifying L2(Ω; Rd) as its own dual space, we have that

J∗(∇∗w,−w) =

{∫
Ω H(x, |w|(x))dx if ∇ ·w = f − g,

+∞ else.

Proof. We have
J∗(u∗, p∗) = F∗(u∗) + G∗(p∗).

Since F is linear, the definition of the Legendre dual gives that

F∗(u∗) =

{
0 u∗ = ⟨·, g− f ⟩,
+∞ else,

= 1g− f (u∗).

To calculate G∗(p∗), we use Proposition 2.1 from Chapter 9 of [ET99],
which relies on the measurable selection theorem. In this context we write

G(p) =
∫

Ω
h(x, p(x))dx,

where h is as in (2.19). We verify the hypotheses of this proposition, which
are

(i) that Ω is a bounded open subset of Rd,
(ii) that h is a normal integrand (see Definition 1.1, Chapter 8, [ET99]),

and
(iii) that there exists p ∈ L∞(Ω; Rd) with G(p) < +∞.

The third point is clear for p = 0. The second point follows because h is
a Carathéodory function, which are proven to be normal integrands in
Proposition 1.1, Chapter 8, [ET99]; recall that a function h : Ω×Rd → R

is said to be a Carathéodory function if

• for almost all x ∈ Ω, h(x, ·) is continuous on Rd, and

• for almost all ξ ∈ Rd, h(·, ξ) is measurable on Ω.

Both of these clearly hold for h given in (2.19). The conclusion of Proposi-
tion 2.1 from Chapter 9 of [ET99] is that

G∗(p∗) =
∫

Ω
h∗(x, p∗(x))dx,

for h∗ the partial dual

h∗(x, ξ∗) = sup
ξ∈Rd

ξ∗ · ξ − h(x, ξ).
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An elementary calculation gives that

h∗(x, ξ∗) = H(x, |ξ∗|),

where H is as in (2.11). Relabelling the variable as w for consistency, we
have

J∗(∇∗w,−w) = 1g− f (∇∗w) +
∫

Ω
H(x, |w|(x))dx.

An infinite value is obtained for the first term unless w is such that∫
Ω

w · ∇udx =
∫

Ω
u(g− f )dx

for all u ∈ H1(Ω). Writing this requirement as ∇ ·w = f − g, the proof is
complete.

Equivalence of (BPλ) and (CPλ)

The following result, with Proposition 2.6, will complete the proof of
statements 1 and 3 of Theorem 2.1. After using the existence of a solution
to (BPλ), proved in Proposition 2.6, the proof for unbounded H(x, z) is
essentially the same as in [BP14] or [San14] and relies on the monotonicity
of H(x, z) in |z|.

Proposition 2.10. Under the assumptions of Theorem 2.1,

min (BPλ) = inf (CPλ). (2.21)

Moreover, (CPλ) has a solution, and any solution Q0 to (CPλ) is related to the
unique solution w0 to (BPλ) through the equations

wQ0 = w0, iQ0 = |w0|. (2.22)

Proof. Let Q be admissible for (CPλ); we will show that the traffic flow
wQ is admissible in (BPλ), and obtains a value no larger than that of Q in
(CPλ). It is known (see [San15], Section 4.2.3) that

|wQ| ≤ iQ, (2.23)
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where |wQ| is the total variation measure of wQ. Then by (2.23) and the
definition of (CPλ) we know that |wQ| ≪ Ld and wQ ∈ L2(Ω; Rd). Take
u ∈ C∞(Ω), and observe that∫

Ω
∇u ·wQdx =

∫
C

∫ 1

0
∇u(ω(t)) ·ω′(t)dtdQ,

=
∫
C

u(ω(1))− u(ω(0))dQ,

=
∫

Ω
u(g− f )dx,

where in the last line we have used the definition of Q(µ, ν). Thus, by
density of C∞(Ω) in H1(Ω), we have that for all u ∈ H1(Ω),∫

Ω
∇u ·wQdx = ⟨u, g− f ⟩.

Hence wQ is admissible in (BPλ). Moreover, (2.23) together with the mono-
tonicity of the integrand in (CPλ) gives∫

Ω
H(x, iQ(x))dx ≥

∫
Ω

H(x, |wQ|(x))dx.

This establishes inf (CPλ) ≥ min (BPλ). Now let w0 be a solution to (BPλ),
which exists via Proposition 2.6. By definition, we have∫

Ω
∇u ·w0dx =

∫
Ω

u(g− f )dx

for all u ∈ C∞(Ω), which is the hypothesis for Theorem 4.10 of [San15]
(see also [San14]). As such, there exists Q0 ∈ P(C) such that (e0)#Q0 =

µ, (e1)#Q0 = ν, and
iQ0 = |wQ0 | ≤ |w0|. (2.24)

Hence iQ0 ≪ Ld and iQ0 ∈ L2(Ω), so Q0 is admissible for (CPλ). Further,
(2.24) implies that∫

Ω
H(x, iQ0(x))dx ≤

∫
Ω

H(x, |w0|(x))dx,

and thus inf (CPλ) ≤ min (BPλ), establishing (2.21) and that Q0 is a solution
to (CPλ).

To prove the final claim, let Q0 be optimal in (CPλ). Then the inequality
(2.23), together with (2.21), shows that wQ0 is optimal for (BPλ). Recalling
from Proposition 2.6 that (BPλ) has a unique minimizer, we get the first
equality of (2.22). To get the second equality we note that it is implied by
optimality of wQ0 together with (2.21) and (2.23).
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Having verified statements 1 and 3 of Theorem 2.1, we now turn to
statements 2 and 4.

Inequality between sup (GPλ) and W1(µ, ν)

Here we will establish, using Proposition 2.6, that the value computed
by solving (GPλ) is strictly larger than W1(µ, ν) for all λ > 0 if µ ̸= ν,
and that at best sup (GPλ) decays to W1(µ, ν) like λ−1 as λ→ +∞. This is
statement 2 of Theorem 2.1.

Lemma 2.11. Under the assumptions of Theorem 2.1, there exists a constant
C > 0 depending on ∥σ∥L∞(Ω) such that

sup (GPλ) ≥W1(µ, ν)

(
1 +

C
λ

W1(µ, ν)

)
.

Proof. By Proposition 2.6 and since σ ∈ L∞(Ω) it is clear that

sup(GPλ)

≥ inf{
∫

Ω

1
2λ∥σ∥L∞(Ω)

|w|2(x)dx | w ∈ L2(Ω; Rd),∇ ·w = µ− ν}

+ inf{
∫

Ω
|w|(x)dx | w ∈ L2(Ω; Rd),∇ ·w = µ− ν}. (2.25)

Let us analyse the second problem. Following Chapter 4 of [San15], write
Md

div(Ω) as the set of vector measures with divergence which is a scalar
measure. It is clear that

inf{
∫

Ω
|w|(x)dx |w ∈ L2(Ω; Rn),∇ ·w = µ− ν}

≥ inf{|w|(Ω) | w ∈ Md
div(Ω),∇ ·w = µ− ν},

where |w| is the total variation measure of w, and it is well known (see
Chapter 4 of [San15] again) that the right hand side is W1(µ, ν). We use
Cauchy-Schwarz in (2.25) to get

sup (GPλ) ≥ 1
2λ∥σ∥L∞(Ω)Ld(Ω)

W1(µ, ν)2 + W1(µ, ν),

whence the conclusion follows immediately.

Relationship between approximate solutions of (GPλ) and solutions of (CPλ)

Statement 4 of Theorem 2.1 is an immediate consequence of the following
proposition.
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Proposition 2.12. Under the assumptions of Theorem 2.1, we have

sup (GPλ) + J(u,∇u) ≥ 1
2λ∥σ∥L∞(Ω)

∥∥∥∥w0 + λσ(|∇u| − 1)+
∇u
|∇u|

∥∥∥∥2

L2(Ω)

,

(2.26)
for all u ∈ H1(Ω).

The proof of Proposition 2.12 will follow from Lemma 2.13, which comes
from estimates on H and its Legendre dual which ultimately stem from
strict convexity of H.

Lemma 2.13. Define φ : Ω×Rd ×Rd → R∪ {+∞} by

φ(x, ξ, ξ∗) = ξ∗ · ξ + λσ(x)
2

(|ξ| − 1)2
+ + H(x, |ξ∗|).

For all (x, ξ, ξ∗) ∈ Ω×Rd we have

φ(x, ξ, ξ∗) ≥ ϕ(x, ξ, ξ∗), (2.27)

where
ϕ(x, ξ, ξ∗) =

1
2λ∥σ∥L∞(Ω)

|ξ∗ + λσ(x)(|ξ| − 1)+
ξ

|ξ| |
2

Proof. Note that if σ(x) = 0 and ξ∗ ̸= 0, φ(x) = +∞, and so (2.27) holds.
Further, if σ(x) = 0 and ξ∗ = 0, φ(x, ξ, ξ∗) = ϕ(x, ξ, ξ∗) = 0, so (2.27)
holds. We therefore proceed assuming that σ(x) ̸= 0. Suppose |ξ| ≥ 1.
Through elementary manipulations one can show that

φ(x, ξ, ξ∗) =
λσ(x)

2
|ξ − ξ

|ξ| +
ξ∗

λσ(x)
|2 + ξ∗ · ξ

|ξ| + |ξ
∗|.

Applying the Cauchy-Schwarz inequality,

φ(x, ξ, ξ∗) ≥ 1
2λσ(x)

|ξ∗ + λσ(x)(|ξ| − 1)+
ξ

|ξ| |
2 ≥ ϕ(x, ξ, ξ∗)

For |ξ| ≤ 1,

φ(x, ξ, ξ∗) = ξ∗ · ξ + 1
2λσ(x)

|ξ∗|2 + |ξ∗|,

≥ 1
2λσ(x)

|ξ∗|2,

=
1

2λσ(x)
|ξ∗ + λσ(x)(|ξ| − 1)+

ξ

|ξ| |
2,

≥ ϕ(x, ξ, ξ∗).
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This proves (2.27) in all cases.

Proof of Proposition 2.12. For ξ∗ = w0(x), ξ = ∇u(x), the inequality

φ(x,∇u(x), w0(x)) ≥ ϕ(x,∇u(x), w0(x))

can be integrated over Ω to give

⟨w0,∇u⟩+ λ

2

∫
Ω
(|∇u| − 1)2

+σ(x)dx + inf (BPλ)

≥
∫

Ω
ϕ(x,∇u(x), w0(x))dx.

Using the equality (2.18) together with ∇ ·w0 = f − g, we get

J(u,∇u)+ sup (GPλ)

≥
∫

Ω

1
2λ∥σ∥L∞(Ω)

|w0(x) + λσ(x)(|∇u(x)| − 1)+
∇u(x)
|∇u(x)| |

2dx.

which is (2.26).

2.5.2 Proof of Theorem 2.3

We begin by recording some properties of H1(Ω, σ) that are necessary for
the proof of Theorem 2.3. The following properties follow from fact that σ

is comparable to dist(x, ∂Ω).

Lemma 2.14. Under the assumptions of Theorem 2.3, H1(Ω, σ) has a Poincaré
inequality. That is, for all u ∈ H1(Ω, σ),∫

Ω
(u(x)− (u)σ)

2σ(x)dx ≤ C
∫

Ω
|∇u(x)|2σ(x)dx, (2.28)

where
(u)σ =

∫
Ω

u(x)σ(x)dx.

Further, C∞(Ω) is dense in H1(Ω, σ) in the H1(Ω, σ) norm.

Proof. Take ρ(x) = dist(x, ∂Ω). Then Remark 5.3 of [EO93] gives that the
space H1(Ω, ρ) has a Poincaré inequality. Note that (2.13) guarantees that
H1(Ω, σ) = H1(Ω, ρ) as sets, and hence we have∫

Ω
(u(x)− (u)ρ)

2ρ(x)dx ≤ C
∫

Ω
|∇u(x)|2ρ(x)dx (2.29)
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for all u ∈ H1(Ω, σ), where (u)ρ =
∫

Ω u(x)ρ(x)dx∫
Ω ρ(x)dx . Now observe that

∥u− (u)σ∥L2(Ω,σ) = min
c∈R
∥u− c∥L2(Ω,σ).

Indeed, the right hand side is a 1-D optimization problem with optimality
condition

c =
∫

Ω
u(x)σ(x)dx,

since σ(x) is a probability distribution. As such,

∥u− (u)σ∥2
L2(Ω,σ) ≤

∥∥u− (u)ρ

∥∥2
L2(Ω,σ),

≤ C
∥∥u− (u)ρ

∥∥2
L2(Ω,ρ),

≤ C∥∇u∥2
L2(Ω,ρ;Rn),

≤ C∥∇u∥2
L2(Ω,σ;Rn).

In the second line we used (2.13), in the third we used the Poincaré
inequality for H1(Ω, ρ), and in the fourth we used (2.13) again.

Density of C∞(Ω) in H1(Ω, ρ), for ρ(x) := dist(x, ∂Ω) and Ω having a
Lipschitz boundary is shown, for example, in Theorem 7.2 of [Kuf85].
By (2.13), σ is comparable to ρ, and hence density of C∞(Ω) in H1(Ω, ρ)

carries over to H1(Ω, σ).

Note that since inequality (2.10) holds for all u ∈ C∞(Ω), density of this
space in H1(Ω, σ) makes ⟨u, g− f ⟩ well defined for all u ∈ H1(Ω, σ).

To prove Theorem 2.3 we will need some properties of the corresponding
functional. Observing that the functional in (G̃Pλ) is invariant under the
map u 7→ u + c, we may restrict without loss of generality to the Hilbert
space

H̄1(Ω, σ) = {u ∈ H1(Ω, σ) |
∫

Ω
u(x)σ(x)dx = 0},

where the norm is the same as the one for H1(Ω, σ). Define J̃ : H̄1(Ω, σ)→
R as

J̃(u) = ⟨u, g− f ⟩+ λ

2

∫
Ω
(|∇u| − 1)2

+σ(x)dx. (2.30)

It is clear that sup (G̃Pλ) = − inf
u∈H̄1(Ω,σ)

J̃(u,∇u).

Lemma 2.15. Under the assumptions of Theorem 2.3, J̃ is coercive on H̄1(Ω, σ)

(i.e. J̃(u) → +∞ if ∥u∥H1(Ω,σ) → +∞). Moreover, J̃ is convex, proper, and
continuous, and hence also weakly lower semi-continuous.
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Proof. Let G̃ be as given in (2.20). For u ∈ H̄1(Ω, σ),

2
λ

G̃(∇u) =
∫

Ω
(|∇u|2 − 2|∇u|+ 1)σ(x)dx,

−
∫
{|∇u|<1}

(|∇u|2 − 2|∇u|+ 1)σ(x)dx,

≥
∫

Ω
|∇u|2σ(x)dx− 2

(∫
Ω
|∇u|2σ(x)dx

)1/2

− 1.

Since H1(Ω, σ) has a Poincaré inequality, we obtain that for all u ∈
H̄1(Ω, σ),

G̃(∇u) ≥ C∥u∥2
H1(Ω,σ) − λ∥u∥H1(Ω,σ) −

λ

2
.

Since u 7→ ⟨u, g− f ⟩ is a continuous linear functional on H1(Ω, σ), we
therefore obtain

J̃(u) ≥ C∥u∥2
H1(Ω,σ) − (λ + C)∥u∥H1(Ω,σ) −

λ

2
.

Thus, J̃ is coercive on H̄1(Ω, σ).
J̃ is obviously proper. It is convex and continuous by Lemma 2.8. Weak

lower semi-continuity then follows since J̃ is convex and continuous.

Finally, we can leverage the properties of H1(Ω, σ) to prove Theorem 2.3.
Let us note that the hypotheses of Theorem 2.1 are subsumed by those
of Theorem 2.3. Thus, for clarity of presentation we have separated the
portion of Theorem 2.3 not implied by Theorem 2.1 into Lemma 2.16,
Lemma 2.17, and Lemma 2.18; these correspond to statements 2, 3, and 4

of Theorem 2.3, respectively.

Lemma 2.16. Under the assumptions of Theorem 2.3, (G̃Pλ) has a solution.

Proof. Since J̃ (defined in (2.30)) is proper and coercive (by Lemma 2.15),
the infimum in question is finite. Let (un)∞

n=1 ⊂ H̄1(Ω, σ) be a minimizing
sequence, i.e.

lim
n→∞

J̃(un) = inf
u∈H̄1(Ω,σ)

J̃(un).

Since this infimum is finite, coercivity of J̃ implies that (un)∞
n=1 is bounded

in H̄1(Ω, σ). By Banach-Alaoglu there exists a weakly convergent sub-
sequence converging to some u0 ∈ H̄1(Ω, σ), and by weak lower semi-
continuity of J̃, u0 must be a minimizer of J̃(u,∇u) over H1(Ω, σ). Thus,
u0 is a solution to (G̃Pλ).

Lemma 2.17. Under the assumptions of Theorem 2.3,

sup (GPλ) = max (G̃Pλ). (2.31)
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Proof. Note that the functionals in (GPλ) and (G̃Pλ) agree on C∞(Ω) and
are continuous on both H1(Ω) and H1(Ω, σ), respectively. Since C∞(Ω) is
dense in both spaces, (2.31) then follows.

Lemma 2.18. Under the assumptions of Theorem 2.3, if u0 solves (G̃Pλ) and Q0

solves (CPλ), then (2.14) and (2.15) hold.

Proof. Evaluating inequality (2.26) at ξ∗ = wQ0(x), and ξ = ∇u0(x) and
integrating, we get

0 ≥
∫

Ω

1
2λ∥σ∥L∞(Ω)

|wQ0 + λσ(x)(|∇u0(x)| − 1)+
∇u0(x)
|∇u0(x)| |

2dx,

whence (2.14) follows. To obtain (2.15), note that for almost all x with
wQ0(x) ̸= 0, (2.14) implies that

∇u0(x) = −α(x)wQ0(x)

for some α(x) > 0. Taking the magnitude of both sides of (2.14) gives

α(x) =
1

λσ(x)
+

1
|wQ0(x)| ,

as desired.

2.5.3 Properties of the sampling distribution σ from WGAN-GP

In this section we will prove that the sampling distribution σ for WGAN-
GP from [GAA+

17] satisfies the assumptions of Theorem 2.1 or Theo-
rem 2.3 under appropriate hypotheses. This will prove Corollary 2.2 and
Corollary 2.4. Recall that the sampling distribution σ from [GAA+

17]
is obtained as follows; if x ∼ µ, y ∼ ν, and t ∼ U([0, 1])1 are sampled
independently, z ∼ σ is given by

z = (1− t)x + ty.

In other words, σ is the probability distribution defined by the formula

σ = π#(U[0, 1]⊗ µ⊗ ν), (2.32)

where U[0, 1]⊗ µ⊗ ν is the product measure, and π : [0, 1]×Ω×Ω→ Ω
is the map

π(t, x, y) = (1− t)x + ty.

1 U[0, 1] is the uniform measure on [0, 1].
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Throughout this section, σ will to refer to the probability distribution
specified in (2.32).

The following lemma guarantees that if µ and ν have densities with
respect to Lebesgue measure on Rd then σ also has a density. We also
provide a formula for this density.

Lemma 2.19. If µ = f (x)dx and ν = g(x)dx then σ has a density given by the
formula

σ(z) =
∫ 1

0

∫
Ω

f
(

z− ty
1− t

)
g(y)(1− t)−ddydt. (2.33)

Proof. The measure σ from [GAA+
17] assigns to a measurable set E the

value

σ(E) =
∫ 1

0

∫
Rd

∫
Rd

1E((1− t)x + ty) f (x)g(y)dxdydt.

Here we have extended the densities f and g by zero to Rd. For y and t
fixed with t ̸= 1, we set z = (1− t)x + ty. Applying this change of variable
to the integral with respect to x, we obtain

σ(E) =
∫ 1

0

∫
Rd

∫
Rd

1E(z) f
(

z− ty
1− t

)
g(y)(1− t)−ddzdydt,

=
∫

E

∫ 1

0

∫
Ω

f
(

z− ty
1− t

)
g(y)(1− t)−ddydtdz,

the second line being obtained by an application of Fubini’s theorem and
recalling that g is supported in Ω. This proves (2.33).

We next establish that σ is bounded when f and g are bounded.

Lemma 2.20. If f and g are probability density functions in L∞(Ω), then
σ ∈ L∞(Ω) as well.

Proof. We write

σ(z) =
∫ 1

2

0

∫
Ω

f
(

z− ty
1− t

)
g(y)(1− t)−ddydt

+
∫ 1

1
2

∫
Ω

f
(

z− ty
1− t

)
g(y)(1− t)−ddydt.
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For fixed z and t ̸= 1, apply the change of variable y′ = z−ty
1−t to the second

integral. This gives∫ 1

1
2

∫
Ω

f
(

z− ty
1− t

)
g(y)(1− t)−ddydt

=
∫ 1

1
2

∫
Ω

f (y′)g
(

z− (1− t)y′

t

)
t−ddy′dt.

As such,

σ(z) ≤
∫ 1

2

0

∫
Ω
∥ f ∥L∞(Ω)g(y)(1− t)−ddydt +

∫ 1

1
2

∫
Ω
∥g∥L∞(Ω) f (y′)t−ddy′dt,

= C(∥ f ∥L∞(Ω) + ∥g∥L∞(Ω)),

which proves the claim.

Finally, the following lemma proves that (2.10) holds for the sampling
distribution from [GAA+

17].

Lemma 2.21. If σ is the density given in (2.33), then for all u ∈ C∞(Ω) we have

|⟨u, g− f ⟩| ≤ diam(Ω)

(∫
Ω
|∇u|2σ(x)dx

)1/2

, (2.34)

where diam(Ω) = sup{|x− y| | x, y ∈ Ω}.

Proof. For u ∈ C∞(Ω), we have

|⟨u, g− f ⟩| = |
∫

Ω
u(x)(g(x)− f (x))dx|,

= |
∫

Ω

∫
Ω

∫ 1

0
∇u((1− t)x + ty) · (y− x)dt f (x)g(y)dxdy|,

≤ diam(Ω)
∫

Ω

∫
Ω

∫ 1

0
|∇u((1− t)x + ty)| f (x)g(y)dtdxdy,

= diam(Ω)
∫

Ω
|∇u(x)|σ(x)dx.

Thus, via Cauchy-Schwarz,

|⟨u, g− f ⟩| ≤ diam(Ω)

(∫
Ω
|∇u|2σ(x)dx

)1/2

.

We can now prove Corollary 2.2.
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Proof of Corollary 2.2. Under the assumptions of Corollary 2.2, Lemma 2.19

confirms that σ≪ Ld, Lemma 2.20 shows that σ ∈ L∞(Ω), and Lemma 2.21

guarantees (2.10). Thus we may apply Theorem 2.1 to the sampling distri-
bution from [GAA+

17].

We now establish that under the assumptions of Corollary 2.4, σ is
comparable to dist(x, ∂Ω). This proves Corollary 2.4.

Proposition 2.22. Assume that f and g are probability density functions in
L∞(Ω), that g = 0 in a neighbourhood of ∂Ω, and that infx∈Ω f (x) > 0. Take σ

given by (2.33). Then there exists a constant C such that for all x ∈ Ω,

1
C

dist(x, ∂Ω) ≤ σ(x) ≤ C dist(x, ∂Ω).

Proposition 2.22 is proved in Lemma 2.23, Lemma 2.24 and Lemma 2.25.
The lower bound on f is sufficient for the lower bound on σ, while
convexity of Ω and having g vanish in a neighbourhood of ∂Ω is sufficient
for the upper bound. Note that in this case σ vanishes on ∂Ω, and hence
the cost H(x, z) is unbounded as x approaches the boundary.

Lemma 2.23. Suppose that infx∈Ω f (x) = ϵ > 0. Then there exists C, depending
only on Ω, such that

σ(x) ≥ Cϵ dist(x, ∂Ω). (2.35)

Proof. Let x ∈ Ω with dist(x, ∂Ω) > 0. Then for t ∈ [0, 1) and y ∈ Ω,

|x− x− ty
1− t

| = t
1− t

|x− y| ≤ t
1− t

diam(Ω),

and t
1−t diam(Ω) ≤ dist(x, ∂Ω) if and only if

t ≤ dist(x, ∂Ω)

diam(Ω) + dist(x, ∂Ω)
=: t0.

As such, for all t ∈ [0, t0] and y ∈ Ω, x−ty
1−t ∈ Ω, and hence the lower bound

on f applies. Thus,

σ(x) =
∫ 1

0

∫
Ω

f
(

x− ty
1− t

)
g(y)(1− t)−ddydt,

≥
∫ t0

0

∫
Ω

ϵg(y)(1− t)−ddydt,

= ϵ
∫ t0

0
(1− t)−ddt,

≥ ϵt0,
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where the last line follows from noting that (1− t)−d ≥ 1 for all t ∈ [0, 1).
Hence

σ(x) ≥ ϵt0,

= ϵ
dist(x, ∂Ω)

diam(Ω) + dist(x, ∂Ω)
,

≥ Cϵ dist(x, ∂Ω),

for
C =

1
diam(Ω) + supx∈Ω dist(x, ∂Ω)

.

To establish an upper bound on σ in terms of dist(x, ∂Ω) we need a
basic lemma about convex sets. This result is standard, but we include it
here for the convenience of the reader.

Lemma 2.24. If Ω is convex, x ∈ Ω and y ∈ ∂Ω satisfying

|x− y| = dist(x, ∂Ω),

then
⟨y− x, y⟩ = sup

z∈Ω
⟨y− x, z⟩. (2.36)

Proof. Since y ∈ ∂Ω we immediately have

⟨y− x, y⟩ ≤ sup
z∈Ω
⟨y− x, z⟩.

Now suppose that y does not obtain the supremum in (2.36). Then there
exists z ∈ Ω such that

⟨y− x, y⟩ < ⟨y− x, z⟩.

Observe that for all t > 1, the point (1− t)z + ty ̸∈ Ωo (here Ωo is the
interior of Ω), since otherwise we would have y ∈ Ωo by virtue of Ω being
convex.

Next we assert that for all t > 1 and small enough, the point (1− t)z+ ty
is strictly closer to x than y is. Indeed,

|(1− t)z + ty− x|2 = |(1− t)z− (1− t)y− (x− y)|2,

= (1− t)2|z− y|2 + 2(1− t)⟨z− y, y− x⟩+ |x− y|2,

= (t− 1)((t− 1)|z− y|2 − 2⟨z− y, y− x⟩) + |x− y|2.
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Since ⟨z − y, y − x⟩ > 0, the assertion is proven. For t > 1 and small
enough there must therefore exist a point on the segment connecting x
and (1− t)z + ty which is in ∂Ω (since (1− t)z + ty ̸∈ Ωo) and is closer to
x than y, contradicting the assumption that y is the closest point to x in
∂Ω.

We can now establish the desired upper bound provided Ω is convex
and g is zero in a neighbourhood of the boundary of Ω.

Lemma 2.25. If Ω is convex and open, f , g ∈ L∞(Ω), and g = 0 in a neigh-
bourhood of the boundary of Ω, then there exists a constant C such that for all
x ∈ Ω,

σ(x) ≤ C dist(x, ∂Ω).

The idea of the proof is to partition Ω into two sets by a certain half-
plane, one set in which g is zero, and another set in which the time integral
in (2.33) can be restricted to a sub-interval [0, t0] where t0 is related to
dist(x, ∂Ω).

Proof. Let x ∈ Ω, and let y ∈ ∂Ω such that

|x− y| = dist(x, ∂Ω).

Set θ =: ⟨y− x, y⟩ and note that by Lemma 2.24, the inequality ⟨y− x, z⟩ >
θ implies that z ∈ Ωc. For δ > 0 to be determined, set

H−(x) = {z ∈ Ω | ⟨y− x, z⟩ ≤ θ − δ},
H+(x) = {z ∈ Ω | ⟨y− x, z⟩ > θ − δ}.

Since H+(x) and H−(x) partition Ω, we can write

σ(x) =
∫

H−(x)

∫ 1

0
f
(

x− tz
1− t

)
g(z)(1− t)−ddtdz,

+
∫

H+(x)

∫ 1

0
f
(

x− tz
1− t

)
g(z)(1− t)−ddtdz.

Since g = 0 in a neighbourhood of ∂Ω, there exists a constant δ0 such
that if g(z) > 0, then dist(z, ∂Ω) > δ0. We assert that the condition δ ≤
δ0 dist(x, ∂Ω) then implies that g(z) = 0 on H+(x). Indeed, if z ∈ H+(x)
then

⟨z + δ

dist(x, ∂Ω)2 (y− x), y− x⟩ > θ − δ + δ = θ.
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Hence z + δ
dist(x,∂Ω)2 (y− x) ∈ Ωc, indicating that

dist(z, ∂Ω) ≤ δ

dist(x, ∂Ω)
≤ δ0,

and hence g(z) = 0, proving the assertion. Therefore, if δ ≤ δ0 dist(x, ∂Ω),
we have

σ(x) =
∫

H−(x)

∫ 1

0
f
(

x− tz
1− t

)
g(z)(1− t)−ddtdz.

We next determine, given z ∈ H−(x), for what range of t ∈ [0, 1] we have

x− tz
1− t

∈ Ω.

Again we use Lemma 2.24. For z ∈ H−(x) we compute

⟨ x− tz
1− t

, y− x⟩ = 1
1− t

⟨x, y− x⟩ − t
1− t

⟨z, y− x⟩,

≥ 1
1− t

(θ − dist(x, ∂Ω)2)− t
1− t

(θ − δ),

= θ +
1

1− t
(tδ− dist(x, ∂Ω)2).

Thus, if t ∈ (dist(x,∂Ω)2

δ , 1] and z ∈ H−(x), we have x−tz
1−t ∈ Ωc.

Under the assumption that dist(x, ∂Ω) ≤ δ0
2 , we now select

δ := δ0 dist(x, ∂Ω).

With this choice, the interval (dist(x,∂Ω)2

δ , 1] is non-empty since dist(x,∂Ω)2

δ =
dist(x,∂Ω)

δ0
≤ 1

2 . Since δ ≤ δ0 dist(x, ∂Ω), we use our work above to conclude
that

σ(x) =
∫

H−(x)

∫ dist(x,∂Ω)
δ0

0
f
(

x− tz
1− t

)
g(z)(1− t)−ddtdz,

≤ ∥ f ∥L∞(Ω)

∫
H−(x)

∫ dist(x,∂Ω)
δ0

0
(1− t)−dg(z)dtdz.

Noting that (1− t)−d is an increasing function on [0, 1) and dist(x,∂Ω)
δ0

≤ 1
2 ,

we get

σ(x) ≤ ∥ f ∥L∞(Ω)

2d

δ0
dist(x, ∂Ω).
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For x with dist(x, ∂Ω) > δ0
2 we use Lemma 2.20 to conclude

σ(x) ≤ ∥σ∥L∞(Ω),

≤
2∥σ∥L∞(Ω)

δ0
dist(x, ∂Ω).

Hence, for all x ∈ Ω,

σ(x) ≤ max
(

2
δ0
∥σ∥L∞(Ω),

2d

δ0
∥ f ∥L∞(Ω)

)
dist(x, ∂Ω).

2.6 discussion and conclusion

2.6.1 Discussion

In this section we provide some intuition on how Corollary 2.2 and Corol-
lary 2.4 might explain the performance of WGAN-GP. We also discuss
how our work could be used to create new methods for approximately
solving large scale congested transport problems.

We first observe that in congested transport concentration of data is
penalized, thus encouraging diverse generated distributions. This may ex-
plain how WGAN-GP avoid the strong averaging effect of the Wasserstein
1 distance which was observed experimentally in [SEKS21]. This effect
was elucidated in [SEKS21] by an inequality which shows that the average
Wasserstein 1 distance between minibatches of a given dataset is larger
than the average distance between a minibatch and the global mean of the
dataset. We expect that under congested transport this inequality would
no longer hold, as the transport to the global mean would be expensive
since all mass converges to a single point, thus inducing congestion.

Second, our formula (2.14) may explain why generators trained with
WGAN-GP converge faster than those trained with weight clipping, as
observed in [GAA+

17]. In the case of weight clipping, the gradient of
the critic is bounded by a fixed constant. On the other hand, formula
(2.14) shows that the gradient of the optimal critic for WGAN-GP depends
not only on the direction of optimal flow, but also on the momentum
via its dependency on wQ0 (see (2.8)). Thus, data points with a long
distance to travel under the optimal traffic flow would have a high speed
under gradient descent on u0. We expect that this would lead to faster
convergence of generators trained with WGAN-GP.
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We emphasize that the intuition given here is based on our results but
is not rigorously proven. However, it points to the possibility for future
analysis of WGAN-GP based on congested transport theory.

We leave unexamined some important problems in this area, including
how our results interact with issues that arise in actual implementations.
These include the class of neural networks over which WGAN-GP are
optimized in practice (an issue considered in [BST21]), issues with ap-
proximation of the integrals in (2.3) by sampling, and the fact that (2.3)
is not solved to completion before updating the generated distribution µ.
We also anticipate that there will be practical applications of Theorem 2.1
to the training of WGAN-GP, and we address some of these in the next
chapter of this thesis.

Beyond applications to training generators, we note that the documenta-
tion for [FCG+

21] states that existing efficient algorithms for computing
the Wasserstein 1 distance are not suitable for large datasets, and that crit-
ics trained with WGAN-GP are one recommended approach for treating
such problems. Corollary 2.2, presented here, quantifies the relationship
between the congested transport cost computed by WGAN-GP and the
Wasserstein 1 distance. As well, our discovery points to the possibility of
numerically solving congested transport problems by suitable variants of
WGAN-GP.

2.6.2 Conclusion

We have shown, under weak assumptions on µ and ν, that the value
of the optimization problem for WGAN-GP with one-sided penalty is
equal to the minimal cost of moving µ to ν under a congested transport
model. This cost was shown to be strictly larger than W1(µ, ν) for all λ > 0
provided µ ̸= ν, with an error that is at least O(λ−1) as λ→ ∞. We have
also proved, under slightly stronger assumptions on µ and ν, that there
are solutions to this problem in an appropriate weighted Sobolev space.
The gradients of these solutions are shown to encode more information
on the optimal transport of mass than do the gradients of a standard
Kantorovich potential (i.e. time averaged momentum, as opposed to just
direction of transport). We have also shown that an approximate version
of this relationship holds for approximate solutions. This work provides
theoretical foundations for understanding the performance of WGAN-GP.



3
R E D U C I N G
C O N C E N T R AT I O N W I T H
N E W G R A D I E N T P E N A LT Y
S A M P L I N G S T R AT E G I E S

3.1 introduction

In this chapter we study how the equivalence between the congested
transport problem (CPλ) and the critic learning problem (GPλ) affects the
gradient of the optimal critic, ∇u0. This is of practical interest since this
critic affects the training of generative models using WGAN-GP. Indeed, if
a generator Gw is trained to reduce the value of the critic u0 as rapidly as
possible, the ideal velocity of each generated datapoint Gw(ξ) is

d
dt
|t=0Gw(ξ) = −∇u0(Gw(ξ)). (3.1)

The primary tool for studying ∇u0 through (CPλ) is formula (2.15), which
specifies this gradient in terms of the traffic flow, wQ0 , of the solution to
(CPλ). Our main observation is that since σ acts like a speed limit (due
to the form of the cost function H(x, z) appearing in (CPλ)), the optimal
mass flow in (CPλ) will avoid regions that σ samples infrequently while
favoring areas that are densely sampled. This is analogous to the fact that
to save time, some commuters travel on highways as opposed to low-speed
residential roads, even though the latter may offer a shorter trip in terms of
distance travelled. A consequence of this is the possibly counter-intuitive
conclusion that the optimal traffic flow in the congested transport problem
(CPλ) can be more concentrated than the standard Wasserstein 1 traffic
flow. This has potential negative implications for the training of generators
using WGAN-GP; assuming (3.1), the concentration of mass flow induced
by (CPλ) would cause a transient form of mode collapse as the data flows
from µ to ν. This would slow the rate of convergence to ν, as the variance
of the generated data is artificially reduced in transit.

Such concentration occurs for (CPλ) in very general settings. We show
this in Section 3.3 with a result which says that whenever the domain

43
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Ω is convex and compact, the sampling density from [GAA+
17] goes to

zero at the boundary. As a result, some form of concentration is always
encouraged, at least in the sense that the optimal flow of mass will pull
away from the boundary of Ω, thus concentrating on the interior. We then
demonstrate that this occurs in practice with a simple two dimensional
example (Example 3.4).

Consequently, we look for choices of the sampling strategy in (GPλ) that
discourage concentration of the corresponding optimal mass flow. The
class of sampling distributions σ ∈ P(Ω) we consider are those obtained
by sampling points z ∼ σ according to the formula

z = (1− t)x + ty, t ∼ ρ, (x, y) ∼ γ (3.2)

where ρ ∈ P([0, 1]) and γ is a transport plan in Π(µ, ν). We consider these
σ because they are easy to sample from given samples from µ and ν, while
the ability to choose ρ and γ offers enough flexibility to allow us to avoid
concentration of the corresponding optimal mass flows.

We attempt to reduce the concentration of the sampling σ by maximiz-
ing the average distance or squared distance between pairs of sampled
points. As we will see in Section 3.4, with ρ fixed this leads naturally
to sampling (x, y) from a transport plan γ0 which is optimal for either
the Wasserstein 1 or 2 distance. We also consider optimization over ρ in
the case of maximizing the squared distance between pairs of sampled
points, and determine that the optimal ρ is always supported on the points
0 and 1 (see Theorem 3.9). This potentially sheds light on empirically
observed behaviour; similar ρ have been successfully used in practice (see
Section 3.2).

Since we consider modifications to the sampling distribution σ in (GPλ),
we prove in Section 3.5 that for the proposed pairings γ0 the resulting
sampling distributions σ satisfy the assumptions of Theorem 2.1 and thus
the correspondence between (GPλ) and (CPλ) holds. In fact, we do so for a
larger class of distributions obtained via (3.2) provided ρ has a density that
is bounded below (Lemma 3.25) and γ is an optimal transport plan for
one of an array of costs which include the Wasserstein 1 and 2 distances
(Theorem 3.21). These results are obtained through a variation on a proof
of essential boundedness of the transport density from [San09].

Finally, we demonstrate in Section 3.6 that a version of our proposed
gradient penalty sampling strategies which samples optimal transport
pairings for minibatches successfully reduces concentration of the mass
flows. This is evidenced by a variety of two dimensional toy problems.
As for the impact of these sampling strategies on training generators, we
leave this for future work. This is a challenging issue, as we will see in



3.2 related work 45

Chapter 4 that the actual velocities obtained for generated datapoints when
the parameters of the generator are updated are correlated with −∇u0, but
are not perfectly aligned with this gradient. We therefore view the results of
this chapter as being most applicable when one sidesteps this misalignment
issue by applying a descent scheme directly on a critic u0 learned by
solving (GPλ), as was done in [LÖS18, Tan19, MDC21, PHAP21]. Further,
the results of this chapter are of particular relevance to applications where
a small value of λ is used. This is because σ has more influence on the
solution to (CPλ) as λ gets small due to the nature of the cost function
(2.11).

3.2 related work

The main novelty of this chapter consists in modifications to the sampling
distributions σ for WGAN-GP with the intent of reducing concentration in
the corresponding congested transport problem. Though ours are the first
to make use of the results in Chapter 2 relating WGAN-GP to congested
transport, other authors have devised modifications to σ based on other
considerations, and we list some of these papers here.

Part of [PFL18] includes tests on the effect of modifying the gradient
penalty distribution σ from the standard approach of [GAA+

17] to one
where sampled points were obtained by adding noise to either the real
data only or the real and generated data, but observed similar qualitative
performance for all sampling techniques.

Modifications to the gradient penalty distribution were also tested in
[GAW18], which noted that the σ used in [GAA+

17] may fail to properly
sample the set where the optimal transport from µ to ν actually takes place
due to the independent pairing of data points x ∼ µ and y ∼ ν. Based on
this observation, the authors of [GAW18] proposed to sample pairs (x, y)
by computing a joint distribution γ that approximates the Wasserstein 1

optimal coupling between µ and ν, which is one of our recommendations
in Section 3.4. They attempt to compute the globally optimal transport plan
by encoding the real data ν into the latent space on which the generator
acts. In addition, they modify the gradient penalty itself with the intent
of forcing the gradient of the learned critic to align with the direction of
transport in the learned plan. With these modifications to the sampling
strategy and the gradient penalty they were able to obtain improvements
in generative performance. As we will see in Section 3.6, the practical
algorithm we recommend is distinct from [GAW18] in that it solves for
the exact optimal plan on a minibatch using classical solvers, and does
not use a vector to guide the gradient of the critic in the gradient penalty.
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Nevertheless, we view our theoretical results as shedding some light on
the practical success of [GAW18] through the lens of congested transport.

Other novel sampling strategies were described in [WGL+
18] and

[Ter19], however rather than penalizing the norm of ∇u directly at these
points, these works devised regularizers more explicitly related to the
definition of Lipschitz continuity, with a focus on data near the “real”
distribution ν. This implicitly penalizes the gradient of u, but does not fit
into our formal framework. An explicit gradient penalty on the real or
generated data was introduced in [MGN18], and the former was adopted
in the popular StyleGAN architectures (e.g. [KLA19, KLA+

20]). These
works are not easily comparable to our approach, but in general they
focus on penalizing the gradients of u closer to the support of ν than the
support of µ. These methods can be viewed as being similar to biasing
the t sampling in (3.2) towards 1. It would be interesting to analyse these
gradient penalty sampling schemes in light of our recommendations in
Section 3.4 for determining the t sampling distribution ρ, but we leave this
for future work.

3.3 the sampling from [GAA+
17] encourages concentra-

tion

Here we demonstrate that the sampling strategy from [GAA+
17] tends to

promote concentration of the optimal mass flow in (CPλ) in very general
settings. In particular, we show that if Ω is convex, σ goes to zero at the
boundary of Ω with a rate that depends on the ambient dimension d. Thus,
the optimal traffic flow for (CPλ) will tend to pull away from ∂Ω due to
the high cost of travelling in that region. This will concentrate flow on the
interior of Ω.

Proposition 3.1. Let Ω ⊂ Rd be open, bounded, and convex. Let f , g ∈ L∞(Ω)

be probability density functions. Then the probability density σ : Ω→ R given
by

σ(x) =
∫

Ω

∫ 1

0
f
(

x− ty
1− t

)
g(y)(1− t)−ddtdy (3.3)

satisfies the following: as dist(x, ∂Ω)→ 0,

1. if d = 1, then

σ(x) = O (−dist(x, ∂Ω) ln(dist(x, ∂Ω)))

2. if d > 1,
σ(x) = O

(
dist(x, ∂Ω)1/d

)
.
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Remark 3.2. Throughout this chapter we will assume Ω ⊂ Rd is open,
bounded, and convex, unless otherwise specified.

Proof. Write

σ(x) =
∫ 1/2

0

∫
Ω

f
(

x− ty
1− t

)
g(y)(1− t)−ddydt

+
∫ 1

1/2

∫
Ω

g
(

x− (1− t)y
t

)
f (y)t−ddydt,

=: A + B

where B is obtained by applying the change of variable

y′ = Fx,t(y) :=
x− ty
1− t

(3.4)

to the spatial variable, for x ∈ Ω and t ∈ (0, 1) fixed. We will estimate A
first; the estimate for B will follow similarly. For x ∈ Ωo (the interior of
Ω), let y0 ∈ ∂Ω such that

|x− y0| = dist(x, ∂Ω).

Define

H+ = {z ∈ Ω | ⟨z, y0 − x⟩ > ⟨x, y0 − x⟩},
H− = {z ∈ Ω | ⟨z, y0 − x⟩ < ⟨x, y0 − x⟩}.

We write A as

A =
∫ 1/2

0

∫
H+

f
(

x− ty
1− t

)
g(y)(1− t)−ddtdy

+
∫ 1/2

0

∫
H−

f
(

x− ty
1− t

)
g(y)(1− t)−ddtdy,

=: A1 + A2.

A1 satisfies the estimate

A1 ≤ ∥ f ∥L∞(Ω)∥g∥L∞(Ω)

∫ 1/2

0
(1− t)−dLd(H+),

≤ ∥ f ∥L∞(Ω)∥g∥L∞(Ω)2
dLd(H+).
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Recall here that Ld refers to d-dimensional Lebesgue measure. To estimate
Ld(H+), we note that z ∈ H+ implies, via Lemma 2.24, that

⟨x,
y0 − x
|y0 − x| ⟩ ≤ ⟨z,

y0 − x
|y0 − x| ⟩ ≤ ⟨y0,

y0 − x
|y0 − x| ⟩

⇒ 0 ≤ ⟨z− x,
y0 − x
|y0 − x| ⟩ ≤ ⟨y0 − x,

y0 − x
|y0 − x| ⟩ = dist(x, ∂Ω).

Hence, after rotating the coordinate system so that y0 − x is parallel to the
nth coordinate vector and translating by x, we observe that1

H+ ⊂ {(z′, zn) | |z′| ≤ diam(Ω), zn ∈ [0, dist(x, ∂Ω))}.

As such,
Ld(H+) ≤ C dist(x, ∂Ω).

This gives us that
A1 ≤ C dist(x, ∂Ω).

We turn now to A2. Recalling Fx,t from (3.4),

A2 ≤ ∥g∥L∞(Ω)

∫ 1/2

0

∫
H−

f (Fx,t(y))(1− t)−ddydt,

= ∥g∥L∞(Ω)

∫ 1/2

0

∫
Fx,t(H−)

f (y)t−ddydt,

where we have made the change of variable y′ = Fx,t(y). Next we make
two observations about Fx,t(y) which we will use for estimating A2 :

1. If t ∈ [0, 1/2], Fx,t(y) ∈ B2d0t(x), where Br(x) is the Euclidean ball
centred at x of radius r, and d0 = diam(Ω). Indeed,

|x− Fx,t(y)| = |x−
x− ty
1− t

|,

=
t

1− t
|x− y|,

≤ 2 diam(Ω)t.

1 of course, if d = 1 there is no z′.
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2. For y ∈ H−, Fx,t(y) ∈ H+. Indeed,

⟨ x− ty
1− t

, y0 − x⟩ = 1
1− t

⟨x, y0 − x⟩ − t
1− t

⟨y, y0 − x⟩,

>
1

1− t
⟨x, y0 − x⟩ − t

1− t
⟨x, y0 − x⟩,

= ⟨x, y0 − x⟩.

Proceeding with our estimate on A2, take dist(x, ∂Ω) ≤ 2−d. In that case,
set

t(x) = dist(x, ∂Ω)1/d,

and we observe that t(x) ∈ [0, 1/2]. As such,

A2 ≤ ∥g∥L∞(Ω)

(∫ t(x)

0

∫
Fx,t(H−)

f (y)t−ddydt +
∫ 1/2

t(x)

∫
Fx,t(H−)

f (y)t−ddydt
)

,

≤ ∥g∥L∞(Ω)∥ f ∥L∞(Ω)

(∫ t(x)

0
Ld(B2d0t(x))t−ddt +

∫ 1/2

t(x)
Ld(H+)t−ddt

)
,

where here we have used the observations on Fx,t(y) given above. Contin-
uing with the estimate,

A2 ≤ ∥g∥L∞(Ω)∥ f ∥L∞(Ω)

(
Ct(x) + C dist(x, ∂Ω)

∫ 1/2

t(x)
t−ddt

)
For d > 1, we estimate this as

A2 ≤ C
(

dist(x, ∂Ω)1/d + C dist(x, ∂Ω)

(
1

−d + 1
t−d+1|1/2

t(x)

))
,

≤ C
(

dist(x, ∂Ω)1/d + C dist(x, ∂Ω)

(
1

d− 1
t(x)−d+1

))
,

= C
(

dist(x, ∂Ω)1/d + C dist(x, ∂Ω)1/d
)

,

= C dist(x, ∂Ω)1/d

As such,

A = A1 + A2 ≤ C(dist(x, ∂Ω) + dist(x, ∂Ω)1/d) = O
(

dist(x, ∂Ω)1/d
)

.
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If d = 1, we get

A2 ≤ C
(

dist(x, ∂Ω) + dist(x, ∂Ω) ln(t)|1/2
t(x)

)
,

≤ C (dist(x, ∂Ω)− dist(x, ∂Ω) ln (dist(x, ∂Ω))) ,

= O (−dist(x, ∂Ω) ln(dist(x, ∂Ω))) .

Returning now to B, we observe that

B =
∫ 1

1/2

∫
Ω

g
(

x− (1− t)y
t

)
f (y)t−ddtdy,

=
∫ 1/2

0

∫
Ω

g
(

x− ty
1− t

)
f (y)(1− t)−ddtdy,

where the second line is obtained by applying the change of variable
t′ = 1− t. This expression for B is exactly that of A after interchanging f
and g, and so the estimate follows in exactly the same way.

Remark 3.3. The estimate in Proposition 3.1 is tight for d = 1; it is not
difficult to show that if Ω = [0, 1], f (x) = g(x) = 1[0,1](x), then (3.3) gives

σ(x) = −2x ln(x)− 2(1− x) ln(1− x).

Given Proposition 3.1 and (2.15), we can expect the optimal critic from
(GPλ) to encourage concentration for a very general class of problem. To
see that this behaviour occurs in practice, consider the following example.

Example 3.4. Let Ω = [−2, 2]2 ⊂ R2, and take µ and ν as the uniform
distributions on the rectangles [0, 0.1] × [−2, 2] and [1.9, 2] × [−2, 2], re-
spectively. The map T0 : R2 → R2 given by

T0(x1, x2) = (x1 + 1.9, x2)

is an optimal transport map, and u∗ : Ω→ R given by

u∗(x1, x2) = −x1 (3.5)

is a Kantorovich potential. Indeed, T0 clearly satisfies (T0)#µ = ν, and u∗

is 1-Lipschitz. Further,∫
Ω
|x− T0(x)|dµ = 1.9,∫

Ω
u∗(x)dµ−

∫
Ω

u∗(x)dν = −0.1
2

+
1.9 + 2

2
= 1.9,
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Figure 3.1: A contour plot for a function u0 obtained by approximately solving
(GPλ). The orange curves are integral curves for gradient descent on
the learned potential u0, starting from 20 randomly sampled points
from µ. The fact that they pull away from the horizontal edges of
∂Ω indicates that σ encourages some concentration. This contour plot
stands in contrast to the true Kantorovich potential, u∗(x1, x2) = −x1,
which would have straight contour lines.

which proves via duality that both T0 and u∗ are optimal. A function u0

learned by approximately solving (GPλ) with λ = 0.1 does not equal u∗,
however. We parametrized u0 with a simple two layer fully connected
neural network with tanh non-linearities, and trained the parameters of
that network to solve (GPλ) following the standard approach for WGAN-
GP.2 A plot of the contour lines of the function thus obtained is shown
in Figure 3.1. We can explain the behaviour of u0 observed in Figure 3.1
using the insights gained in Chapter 2. Indeed, an empirical histogram
of the points obtained by sampling σ is given in Figure 3.2. Due to the
concentration of sampling at the point (1, 0), as well as the relative lack
of sampling on the horizontal edges of the rectangle [−2, 2]2, an optimal
traffic flow for (CPλ) will tend to avoid the boundary of [−2, 2] where
possible and concentrate mass flow near (1, 0). By (2.12) we know that,
provided u0 is approximately optimal in (GPλ), −∇u0 is approximately

2 For full training details, see Section 3.6 and the code available https://github.com/
tmilne5/decongestion_toy_examples_final.

https://github.com/tmilne5/decongestion_toy_examples_final
https://github.com/tmilne5/decongestion_toy_examples_final
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Figure 3.2: An empirical histogram of points sampled from σ, obtained from
sampling 640,000 points. The peak at (1, 0), together with the lack of
sampling near the horizontal edges of the rectangle suggests that the
optimal traffic flow will concentrate mass near (1, 0).

parallel to the direction of the optimal traffic flow w0. Thus, the integral
curves for gradient descent on u0 should reflect this concentration near
(1, 0). This is the observed behaviour in Figure 3.1, which confirms the
intuition obtained from the plot of σ and our insights from Chapter 2.

We have therefore shown, both in general via Proposition 3.1 and in a
specific example, that the sampling strategy from [GAA+

17] can encourage
concentration of the optimal traffic flow in (CPλ). In the next section we
devise some choices of sampling strategies with the intent of alleviating
this issue.

3.4 sampling strategies for reducing concentration of

mass

In this section we provide motivation for two choices of σ which should re-
duce the concentration of mass flows encouraged in (CPλ) by the sampling
strategy from [GAA+

17]. As explained in Section 3.1 we will consider a
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class of measures σ ∈ P(Ω), obtained by sampling points z ∼ σ via the
formula.

z = (1− t)x + ty, t ∼ ρ, (x, y) ∼ γ, (3.6)

where ρ ∈ P([0, 1]), and γ ∈ Π(µ, ν). Letting π : [0, 1]×Ω×Ω be given
by

π(t, x, y) = (1− t)x + ty.

we can express σ as
σ = π#(ρ⊗ γ), (3.7)

where ρ⊗ γ denotes the product measure.
Concentration is encouraged in (CPλ) when σ densely samples some

regions while ignoring others. We therefore attempt to reduce concentra-
tion by maximizing either the squared or unsquared distance between
sampled points, as each of these quantities will be small when σ is highly
concentrated. In the first case it turns out that the average squared distance
between sampled points is proportional to the variance of the random
variable z ∼ σ. We then prove that for fixed ρ not supported on {0, 1}, the
optimal γ, in terms of maximizing the average squared distance between
sampled points, is given by an optimal plan for W2(µ, ν) (Proposition 3.5).
Given the connections to the literature explained in Section 3.2, we also
consider the possibility of jointly optimizing over ρ and γ. Interestingly,
we find that the maximizing pair is such that ρ is supported on {0, 1} and
γ is irrelevant (Theorem 3.9).

If we instead attempt to maximize the unsquared distance between
sampled points, we obtain a lower bound for this quantity which is inde-
pendent of ρ and is maximized only when γ is optimal for W1(µ, ν) (see
Lemma 3.18). That the optimal plans for the Wasserstein 1 distance have
a connection to maximizing the distance between sampled points is not
surprising, given the standard observation (see, for example, Lemma 4.11)
that transport rays of the Wasserstein-1 Kantorovich potential with distinct
endpoints do not cross.

We note that the theoretical results of this section regarding distance
maximization hold even when the measures are discrete. This motivates
the use of these sampling strategies in practice when we only have finite
approximations to the measures µ and ν.
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3.4.1 Reducing concentration by maximizing variance

To analyse the average squared distance between sampled points we will
need some notation: for a probability measure ζ ∈ P(Ω), let

m(ζ) =
∫

Ω
zdζ(z),

s2(ζ) =
∫

Ω
|z−m(ζ)|2dζ(z),

denote the mean and variance of ζ. If z and z′ are sampled from σ indepen-
dently, the average squared distance between sampled points is nothing
other than twice the variance of σ. Indeed,∫

Ω

∫
Ω
|z− z′|2dσ(z)dσ(z′) = 2

∫
Ω
|z|2dσ(z)− 2|m(σ)|2,

= 2s2(σ).

Our first result determines the pairing γ which maximizes the variance
of σ when ρ is kept fixed; provided ρ is not supported on {0, 1}, it is any
optimal transport plan for W2(µ, ν).

Proposition 3.5. Let µ, ν ∈ P(Ω), and take ρ ∈ P([0, 1]) fixed. Defining
σ := (π)#(ρ⊗ γ), consider the problem

max
γ∈Π(µ,ν)

s2(σ). (3.8)

If spt(ρ) ⊂ {0, 1}, every γ ∈ Π(µ, ν) solves this problem. If spt(ρ) ̸⊂ {0, 1},
the only solutions are those γ which are optimal for W2(µ, ν).

Remark 3.6. Note that we have not assumed that µ and ν are absolutely
continuous here. Thus, the same result applies even when they are discrete
measures, which will be useful in applications.

The proof of Proposition 3.5 is elementary. First we compute the mean
of σ.

Lemma 3.7. We have

m(σ) = (1−m(ρ))m(µ) + m(ρ)m(ν). (3.9)
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Proof. We compute

m(σ) =
∫ 1

0

∫
Ω2
((1− t)x + ty)dγ(x, y)dρ(t),

=
∫ 1

0
(1− t)m(µ) + tm(ν)dρ(t),

= (1−m(ρ))m(µ) + m(ρ)m(ν).

The next lemma shows that we can express s2(σ) in terms of the means
and variances of µ, ν and ρ, together with the transport cost of γ under
the pointwise cost c(x, y) = 1

2 |x− y|2.

Lemma 3.8. Set K2(γ) :=
∫

Ω2
1
2 |x− y|2dγ(x, y). Then

s2(σ) = (1−m(ρ))s2(µ) + m(ρ)s2(ν)− 2(m(ρ)− (s2(ρ) + m(ρ)2))K2(γ)

+ (1−m(ρ))m(ρ)|m(µ)−m(ν)|2.

Proof. We compute

Eσ[|z|2] =
∫ 1

0

∫
Ω2
(1− t)2|x|2 + 2(1− t)tx · y + t2|y|2dγ(x, y)dρ(t),

=
∫ 1

0
(1− t)2(s2(µ) + |m(µ)|2) + t2(s2(ν) + |m(ν)|2)dρ(t)

+ 2
∫ 1

0
(1− t)tdρ(t)

∫
Ω2

x · ydγ(x, y),

= (s2(ρ) + (1−m(ρ))2)(s2(µ) + |m(µ)|2)
+ (s2(ρ) + m(ρ)2)(s2(ν) + |m(ν)|2)

+ 2(m(ρ)− (s2(ρ) + m(ρ)2))
∫

Ω2
x · ydγ(x, y).

The term involving γ can be rewritten as

2
∫

Ω2
x · ydγ(x, y)

= −
∫

Ω2
|x− y|2dγ(x, y) + s2(µ) + |m(µ)|2 + s2(ν) + |m(ν)|2

= −2K2(γ) + s2(µ) + |m(µ)|2 + s2(ν) + |m(ν)|2

Thus,

Eσ[|z|2] = (1−m(ρ))(s2(µ) + |m(µ)|2) + m(ρ)(s2(ν) + |m(ν)|2)
− 2(m(ρ)− (s2(ρ) + m(ρ)2))K2(γ)
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Given (3.9), we have

|m(σ)|2 = (1−m(ρ))2|m(µ)|2 + 2(1−m(ρ))m(ρ)m(ν) ·m(ν)

+ m(ρ)2|m(ν)|2.

We therefore obtain

s2(σ) = Eσ[|z|2]− |m(σ)|2,

= (1−m(ρ))s2(µ) + m(ρ)s2(ν)− 2(m(ρ)− (s2(ρ) + m(ρ)2))K2(γ)

+ (1−m(ρ))m(ρ)(|m(µ)|2 − 2m(µ) ·m(ν) + |m(ν)|2),
= (1−m(ρ))s2(µ) + m(ρ)s2(ν)− 2(m(ρ)− (s2(ρ) + m(ρ)2))K2(γ)

+ (1−m(ρ))m(ρ)|m(µ)−m(ν)|2,

as claimed.

Proof of Proposition 3.5. Lemma 3.8 provides a formula for s2(σ) for any
ρ ∈ P([0, 1]) and γ ∈ Π(µ, ν). There is exactly one term in this formula
that depends on γ, and that is

−2(m(ρ)− (s2(ρ) + m(ρ)2))K2(γ).

The coefficient multiplying K2(γ) is given by

−2(m(ρ)− (s2(ρ) + m(ρ)2)) = −2
∫ 1

0
t− t2dρ(t) ≤ 0.

If spt(ρ) ⊂ {0, 1}, this is an equality, which makes s2(σ) independent of
γ. On the other hand, if spt(ρ) ̸⊂ {0, 1}, this inequality is strict, meaning
that the set of maximizers of s2(σ) as a function of γ is exactly the set
of minimizers of K2(γ), i.e. the optimal plans for W2(µ, ν). This proves
Proposition 3.5.

We consider next the maximization of s2(σ) over both ρ and γ. A
definitive answer, given only in terms of the mean and variance of µ and
ν, is provided by the following theorem. To simplify the statement, we
assume that µ ̸= ν, which is the only case of practical interest.

Theorem 3.9. Assume that µ ̸= ν. Take σ := (π)#(ρ ⊗ γ). Then the set of
(ρ0, γ0) that solves

max{s2(σ) | ρ ∈ P([0, 1]), γ ∈ Π(µ, ν)} (3.10)

is prescribed by the following:
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1. If s2(µ) = s2(ν) and m(µ) = m(ν), it is

{(1− a)δ0 + aδ1 | a ∈ [0, 1]} ×Π(µ, ν).

2. Otherwise, it is
{ρ0} ×Π(µ, ν),

where

ρ0 =


δ0 if s2(µ) ≥ s2(ν) + |m(µ)−m(ν)|2,

δ1 if s2(ν) ≥ s2(µ) + |m(µ)−m(ν)|2,

(1− a∗)δ0 + a∗δ1 else,

and

a∗ =
s2(ν)− s2(µ) + |m(µ)−m(ν)|2

2|m(µ)−m(ν)|2 .

Remark 3.10. This result indicates that if we wish to maximize variance of σ

over γ and ρ together, then γ is irrelevant and the optimal ρ0 is supported
on {0, 1}. Such a ρ0 is potentially problematic for the well-posedness of
(GPλ); indeed, if the support of µ and ν do not overlap it is not hard to
see that with such a ρ0, sup (GPλ) = +∞. We therefore do not recommend
using the ρ0 suggested by this theorem unless some other guarantees of
well-posedness are available (see, for example, Theorem 2.1). Instead, we
will focus on the case of uniform t sampling and rely on Proposition 3.5
to maximize the variance of σ.

The proof of Theorem 3.9 is elementary but long, so we have broken it
up into several parts. This is the content of the next subsection.

Proof of Theorem 3.9

Given Lemma 3.8, we wish to maximize the expression

F(ρ) = s2(µ)(1−m(ρ)) + s2(ν)m(ρ)− (m(ρ)− (s2(ρ) + m(ρ)2))W2
2 (µ, ν)

+ (1−m(ρ))m(ρ)|m(µ)−m(ν)|2,

as a function of ρ ∈ P([0, 1]). For simplicity, we may re-write this as

F(ρ) = c1 + c2⟨t, ρ⟩ − c3⟨t, ρ⟩2 + c4⟨t2, ρ⟩,
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where

c1 = s2(µ),

c2 = s2(ν)− s2(µ)−W2
2 (µ, ν) + |m(µ)−m(ν)|2,

c3 = |m(µ)−m(ν)|2,

c4 = W2
2 (µ, ν).

First we address the existence of a ρ0 that maximizes F.

Lemma 3.11. A solution to

max
ρ∈P([0,1])

F(ρ) (3.11)

exists.

Proof. Since [0, 1] is compact, we may apply Banach-Alaoglu to extract a
weak* convergent subsequence from any minimizing sequence ρn. Pro-
ceeding without loss of generality by assuming that ρ0 is the weak* limit
of ρn, we observe that F is continuous in the weak* topology, and thus ρ0

is a minimizer.

We now derive a corresponding linear problem by considering a first
order optimality condition for ρ0.

Lemma 3.12. If ρ0 solves (3.11), then ρ0 also solves

max
ρ∈P([0,1])

F̃(ρ), (3.12)

where
F̃(ρ) = c2⟨t, ρ⟩ − 2c3m(ρ0)⟨t, ρ⟩+ c4⟨t2, ρ⟩.

Proof. Let ρ0 solve (3.11). Then for any ρ1 ∈ P(Ω) and s ∈ (0, ϵ),

0 ≥ F(ρ0 + s(ρ1 − ρ0))− F(ρ0)

s

Taking s→ 0+ and observing that the expression on the right hand side is
differentiable, we obtain

0 ≥ c2⟨t, ρ1 − ρ0⟩ − 2c3m(ρ0)⟨t, ρ1 − ρ0⟩+ c4⟨t2, ρ1 − ρ0⟩

for all ρ1, whence the claim follows.

Since F̃ can be written as

max
ρ∈P([0,1])

∫ 1

0
ϕ(t)dρ(t),
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where
ϕ(t) = c2t− 2c3m(ρ0)t + c4t2, (3.13)

we can determine the support of any maximizer of F̃ over P([0, 1]) by
inspection. In particular, any maximizer must be supported on the argmax
of ϕ.

Lemma 3.13. If ρ0 is a solution to (3.11), then there exists a ∈ [0, 1] such that

ρ0 = (1− a)δ0 + aδ1

Proof. Lemma 3.12 says that a probability distribution ρ0 solving (3.11)
must also solve (3.12). It is clear that

max
ρ∈P([0,1])

∫ 1

0
ϕ(t)dρ(t) ≤ max

t∈[0,1]
ϕ(t),

where ϕ is as given in (3.13). As such we have that the set of maximizers
of (3.12) is exactly the set of probability distributions supported on

arg max
t∈[0,1]

ϕ(t).

Recalling that c4 = W2
2 (µ, ν), and µ ̸= ν by assumption, we have that ϕ

is a non-constant convex function. Its maximizers over [0, 1] are therefore
obtained at the boundary, and thus ρ0 can only be supported on {0, 1}.
Thus, there exists a ∈ [0, 1] such that ρ0 = (1− a)δ0 + aδ1, as claimed.

Finally, we find the optimal value of a. As we established in Proposi-
tion 3.5, the condition spt(ρ) ⊂ {0, 1} implies that s2(σ) is independent of
γ. Since we have shown that an optimizing ρ0 is supported in {0, 1}, we
have that the optimal a is independent of the pairing γ.

Lemma 3.14. If s2(µ) = s2(ν) and m(µ) = m(ν), the set of maximizers of
(3.11) is

{(1− a)δ0 + aδ1 | a ∈ [0, 1]}.

Otherwise, (3.11) has a unique solution given by

ρ0 =


δ0 if s2(µ) ≥ s2(ν) + |m(µ)−m(ν)|2,

δ1 if s2(ν) ≥ s2(µ) + |m(µ)−m(ν)|2,

(1− a∗)δ0 + a∗δ1 else

(3.14)

where

a∗ =
s2(ν)− s2(µ) + |m(µ)−m(ν)|2

2|m(µ)−m(ν)|2 .
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Remark 3.15. We emphasize that the third case in (3.14) can only occur if
|s2(µ)− s2(ν)|2 < |m(µ)− m(ν)|2, which implies that m(µ) ̸= m(ν). So
there are no issues with dividing by 0 in the definition of a∗.

Proof. Lemma 3.13 tells us that if ρ0 is a maximizer, then there exists
a ∈ [0, 1] such that

ρ0 = (1− a)δ0 + aδ1.

Substituting this into F, we reduce to the problem

max
a∈[0,1]

c1 + c2a− c3a2 + c4a = max
a∈[0,1]

c1 + a(c2 + c4 − c3a)

Recalling the values of c2, c3, and c4, this is equivalent to

max
a∈[0,1]

c1 + a(s2(ν)− s2(µ) + |m(µ)−m(ν)|2 − |m(µ)−m(ν)|2a).

If s2(µ) = s2(ν) and m(µ) = m(ν), then F is independent of a, establishing
that any probability distribution of the type ρ = (1 − a)δ0 + aδ1 is a
maximizer. We therefore assume that one of s2(µ) = s2(ν) or m(µ) = m(ν)

fails. If s2(µ) ̸= s2(ν) and m(µ) = m(ν), our problem reduces to

max
a∈[0,1]

c1 + (s2(ν)− s2(µ))a.

The maximizer is a = 0 if s2(µ) > s2(ν), and is a = 1 if s2(µ) < s2(ν). This
agrees with (3.14).

The final case is m(µ) ̸= m(ν). In this situation a(c2 + c4 − c3a) is a
quadratic with negative leading term. The maximizer is therefore given by

a∗ =


0 c2+c4

2c3
≤ 0,

1 c2+c4
2c3
≥ 1,

c2+c4
2c3

else.

To complete the proof, we recall the values of c2, c3, and c4 to note that

c2 + c4

2c3
≤ 0⇔ s2(µ) ≥ s2(ν) + |m(µ)−m(ν)|2,

c2 + c4

2c3
≥ 1⇔ s2(ν) ≥ s2(µ) + |m(µ)−m(ν)|2,

which agrees with (3.14).

The proof of the main theorem now follows easily.
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Proof of Theorem 3.9. For any (ρ, γ) we have, via Proposition 3.5, that

s2((π)#(ρ⊗ γ)) ≤ max
ρ∈P([0,1])

F(ρ). (3.15)

Take γ ∈ Π(µ, ν) and ρ0 a maximizer of F given by Lemma 3.14; by
Proposition 3.5 and (3.15), (ρ0, γ) solves (3.10). Conversely, if (ρ0, γ0) solves
(3.10) then by (3.15), ρ0 must maximize F.

3.4.2 Maximizing a lower bound on the unsquared distance between rays

We now consider reducing the concentration of sigma by maximizing the
unsquared distance between sampled points. Maximizing this quantity
directly is difficult, so we instead derive a lower bound on it using the
minimal distance between line segments, which is independent of ρ. This
lower bound is easy to maximize over γ, and the set of maximizers is
nothing other than the set of optimal plans for the Wasserstein 1 distance.

Measuring the average distance between sampled points

The average distance between pairs of points z, z′ sampled independently
from σ is given by ∫

Ω

∫
Ω
|z− z′|dσ(z)dσ(z′).

For points x, y ∈ Rd let [x, y] be the segment between them, i.e.

[x, y] := {(1− t)x + ty | t ∈ [0, 1]}.

For x, y, x′, y′ ∈ Rd, set

d([x, y], [x′, y′]) := inf{|z− w| | z ∈ [x, y], w ∈ [x′, y′]}.

Then∫
Ω2
|z− z′|dσ(z)dσ(z′)

=
∫

Ω4

∫
[0,1]2
|(1− t)x + ty− (1− s)x′ − sy′|dρ(s)dρ(t)dγ(x, y)dγ(x′, y′),

≥
∫

Ω4
d([x, y], [x′, y′])dγ(x, y)dγ(x′, y′).

The following elementary lemma provides a lower bound on d([x, y], [x′, y′])
in terms of the distances between the endpoints.
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Lemma 3.16. For x, y, x′, y′ ∈ Ω, set

h(x, y, x′, y′) = |x− y′|+ |x′ − y| − |x− y| − |x′ − y′|.

Then
h(x, y, x′, y′)

2
≤ d([x, y], [x′, y′]) (3.16)

Proof. Let z ∈ [x, y], w ∈ [x′, y′]. We compute

h(x, y, x′, y′) ≤ |x− z|+ |z− w|+ |w− y′|+ |x′ − w|+ |z− w|+ |z− y|
− |x− y| − |x′ − y′|,

= |x− y|+ 2|z− w|+ |x− y′| − |x− y| − |x′ − y′|,
= 2|z− w|.

In the second line we have used the fact that z ∈ [x, y] and w ∈ [x′, y′].
Since z and w are arbitrary, we obtain (3.16).

Remark 3.17. Note that if γ is optimal for W1(µ, ν) and (x, y), (x′, y′) ∈
spt(γ), we have h(x, y, x′, y′) ≥ 0. Indeed, this is equivalent to

|x− y′|+ |x′ − y| ≥ |x− y|+ |x′ − y′|

for all (x, y), (x′, y′) ∈ spt(γ) which is equivalent to spt(γ) being a c-
cyclically monotone set for c(x, y) = |x− y|. Via Theorem 1.38 of [San15],
spt(γ) is c-cyclically monotone if γ is an optimal plan for the cost c(x, y) =
|x− y|.

The main result of this section is the following, which says that among
all pairings γ, the average value of h(x, y, x′, y′) over γ⊗ γ is maximized
if and only if γ is optimal for the Wasserstein-1 distance.

Lemma 3.18. The set of solutions to

max
γ∈Π(µ,ν)

∫
Ω4

h(x, y, x′, y′)dγ(x, y)⊗ dγ(x′, y′) (3.17)

is the set of optimal plans for W1(µ, ν).
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Proof. We compute∫
Ω4

h(x, y, x′, y′)dγ(x, y)⊗ dγ(x′, y′)

=
∫

Ω4
|x− y′|dγ(x, y)⊗ dγ(x′, y′) +

∫
Ω4
|x′ − y|dγ(x, y)⊗ dγ(x′, y′),

−
∫

Ω2
|x− y|dγ(x, y)−

∫
Ω2
|x′ − y′|dγ(x′, y′),

=
∫

Ω2
|x− y′|dµ(x)dν(y′) +

∫
Ω2
|x′ − y|dµ(x′)dν(y)

− 2
∫

Ω2
|x− y|dγ(x, y),

= 2
∫

Ω2
|x− y|dµ(x)dν(y)− 2

∫
Ω2
|x− y|dγ(x, y)

Thus, γ ∈ Π(µ, ν) maximizes (3.17) if and only if it minimizes∫
Ω2
|x− y|dγ(x, y),

i.e. it is an optimal plan for W1(µ, ν).

Remark 3.19. If we take γ0 an optimal plan for W1(µ, ν), the above proof
yields the inequality∫

Ω4
h(x, y, x′, y′)dγ(x, y)⊗ dγ(x′, y′)

≥ 2
(∫

Ω2
|x− y|dµ(x)dν(y)−W1(µ, ν)

)
.

This bounds the average distance between transport rays below by the
suboptimality of the trivial plan. It is related to the standard statement
(see, e.g., Lemma 4.11) that transport rays with distinct endpoints do not
cross.

Remark 3.20. As in Proposition 3.5, Lemma 3.18 applies even when µ

and ν are discrete. This justifies the use of a Wasserstein 1 optimal plan
for the pairing in experiments when we only have access to discrete
approximations of µ and ν.

3.5 congested transport for the proposed penalties

In the preceding section we have motivated the use of sampling strategies
σ obtained by the formula

σ = (π)#(ρ⊗ γ)
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where γ is an optimal plan for either the Wasserstein 1 or 2 distance
between µ and ν. We now extend the equivalence between (GPλ) and (CPλ)
to these σ by showing that the hypotheses of Theorem 2.1 hold. First we
provide sufficient conditions under which σ ≪ Ld with an essentially
bounded density.

Theorem 3.21. Let f , g ∈ L∞(Ω) and ρ ∈ L1([0, 1]) be probability density
functions. Let a cost c : Ω×Ω→ R be one of two possibilities:

(i) c(x, y) = h(x− y) for h : Rd → R strictly convex, or,
(ii) c(x, y) = |x− y|.

In case (i), take γ0 as the unique optimal plan mapping µ to ν under this cost; in
case (ii), take γ0 as the unique ray monotone plan3. Then the measure σ given by
π#(ρ⊗ γ0) is absolutely continuous with respect to Lebesgue measure. Writing
its density also as σ, we have σ ∈ L∞(Ω), with

∥σ∥L∞(Ω) ≤ 2d max
(
∥ f ∥L∞(Ω), ∥g∥L∞(Ω)

)
. (3.18)

The proof is a simple extension of that of Theorem 4.24 from [San15],
which appeared originally in [San09]. Theorem 3.21 requires proof, how-
ever, because that theorem deals with the transport density. If γ0 is optimal
for W1(µ, ν), the transport density σγ0 is defined by, for E Borel,

σγ0(E) =
∫

Ω×Ω

∫ 1

0
1E((1− t)x + ty)|x− y|dtdγ0(x, y), (3.19)

whereas our sampling density is given by

σ(E) =
∫

Ω×Ω

∫ 1

0
1E((1− t)x + ty)dρ(t)dγ0(x, y).

These two measures are distinct, but closely related. Other than the time
sampling ρ, the difference is that the transport density is weighted by the
transport distance, and thus vanishing transport distances may cancel out
singularities in σγ0 that might otherwise appear in σ. These considerations
are not essential parts of the argument in [San09] however, and so we will
be able to show that σ ∈ L∞(Ω) by using a very similar technique. The
key property is that optimality of γ0 means that distinct curves of the type
t 7→ (1− t)x + ty for (x, y) ∈ spt(γ0) and t ∈ (0, 1) cannot collide.

The main object of study will be the measure σt given by

σt = (πt)#γ,

3 For strictly convex h the optimal plan is unique by Theorem 1.17, [San15]; for c(x, y) =
|x− y| the ray monotone transport is unique by Theorem 3.18 of [San15]
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where for t ∈ [0, 1], πt : Ω×Ω→ Ω is given by

πt(x, y) = π(t, x, y).

We are interested in this measure because, for ϕ ∈ C(Ω),∫
Ω

ϕdσ =
∫ 1

0

∫
Ω2

ϕ((1− t)x + ty)dγdρ =
∫ 1

0

∫
Ω

ϕdσtdρ,

and thus we will be able to carry estimates from σt over to σ.
As in [San09], we start by considering the case where the target measure

ν is finitely atomic.

Lemma 3.22. Suppose that there exists a finite set {yi}N
i=1 ⊂ Ω and positive

numbers (b1, . . . , bN) such that

ν =
N

∑
i=1

biδyi .

Let γ0 be an optimal plan from µ = f (x)dx to ν for a cost c(x, y) = h(x− y)
with h strictly convex. We have that for all t ∈ (0, 1), σt ≪ Ld. Further, if
f ∈ L∞(Ω), the density of σ satisfies

∥σt∥L∞(Ω) ≤ (1− t)−d∥ f ∥L∞(Ω)

Proof. Let T0 be an optimal transport map moving µ to ν under the cost c
which satisfies, for all x ∈ spt(µ),

(x, T0(x)) ∈ spt(γ0).

Such a map can be obtained from any optimal transport map by modifying
it on a µ-negligible set. After making this modification, we have

spt(µ) = ∪N
i=1

(
T−1

0 ({yi}) ∩ spt(µ)
)

.

Define Ωi = T−1
0 ({yi}) ∩ spt(µ), and set

Ωi(t) = ((1− t)I + tT0)(Ωi).

We first claim that for i ̸= j,

Ωi(t) ∩Ωj(t) = ∅. (3.20)
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Indeed, let z be a point in both sets. Then there exists x ∈ Ωi, x′ ∈ Ωj such
that

z = (1− t)x + tT0(x) = (1− t)x′ + tT0(x′). (3.21)

Since c(x, y) = h(x− y) with h strictly convex this immediately implies
that x = x′ via Lemma 4.23 of [San15], a contradiction. Note that this is
where optimality of γ0 is used.

We now note that spt(σt) ⊂
⋃N

i=1 Ωi(t). Indeed, since σt = (πt)#γ0, and
γ0 = (I, T0)#µ, we get

spt(σt) ⊂ (πt ◦ (I, T0)) (spt(µ)) ,

= ((1− t)I + tT0) (spt(µ)) ,

=
N⋃

i=1

((1− t)I + tT0)
(

T−1
0 ({yi}) ∩ spt(µ)

)
,

=
N⋃

i=1

((1− t)I + tT0) (Ωi) ,

=
N⋃

i=1

Ωi(t).

As such, for Borel E ⊂ Ω, we obtain

σt(E) = σt

(
E ∩

(
∪N

i=1Ωi(t)
))

,

≤
N

∑
i=1

σt (E ∩Ωi(t)) ,

=
N

∑
i=1

µ(((1− t)I + tT0)
−1 (E ∩Ωi(t)))

Note that if x ∈ spt(µ) and

(1− t)x + tT0(x) = z ∈ Ωi(t),

then necessarily T0(x) = yi; otherwise z ∈ Ωi(t) ∩Ωj(t). Thus,

x =
z− tyi

1− t
.

Returning to our calculation above, we therefore obtain

σt(E) =
N

∑
i=1

µ

(
E ∩Ωi(t)− tyi

1− t

)
. (3.22)
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Note that if Ld(E) = 0, then

Ld

(
E ∩Ωi(t)− txi

1− t

)
= 0

as well. Absolute continuity of µ then implies the same for σt, so we obtain
σt ≪ Ld for all t ∈ (0, 1). Writing its density also as σt, we get from (3.22)
that ∫

E
σt(x)dx =

N

∑
i=1

∫
E∩Ωi(t)−tyi

1−t

f (x)dx,

=
N

∑
i=1

∫
E∩Ωi(t)

f
(

x− tyi

1− t

)
(1− t)−ddx,

=
∫

E

N

∑
i=1

1Ωi(t)(x) f
(

x− tyi

1− t

)
(1− t)−ddx.

This gives us a formula for the density σt as

σt(x) =
N

∑
i=1

1Ωi(t)(x) f
(

x− tyi

1− t

)
(1− t)−d.

Since the Ωi(t) are disjoint, we therefore obtain

∥σt∥L∞(Ω) ≤ (1− t)−d∥ f ∥L∞(Ω),

as claimed.

The fact that Ωi(t) ∩Ωj(t) is disjoint for i ̸= j allowed us to obtain an
estimate on σt that does not depend on the number of atoms in the support
of ν. By approximating general ν with finitely atomic measures we will
be able to use this result to prove Theorem 3.21. Again, following [San09],
the following result confirms that such an approximation is possible.

Lemma 3.23. Let γ0 be as given in Theorem 3.21. There is a sequence of finitely
atomic probability measures (νn)∞

n=1, a sequence of costs cn(x, y) = hn(x− y)
with hn strictly convex, and a sequence of plans γn optimal for mapping µ to νn

under the cost cn, such that

νn ⇀ ν, γn ⇀ γ0.

the symbol ⇀ indicating weak convergence in duality with C(Ω).

Proof. For c(x, y) = |x − y| the claims are implied by Lemma 3.20 from
[San15], where the sequence of costs are given by hn(x − y) = |x − y|+
1
n |x− y|2; such a sequence of costs selects the ray monotone transport as
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n → 0, which is why we use it in Theorem 3.21. For c(x, y) = h(x − y)
with h strictly convex, let νn be the same sequence of finitely atomic
measures obtained from Lemma 3.20, let cn(x, y) = c(x, y) and let γn be
the unique optimal transport plan mapping µ to νn under the cost c. Using
compactness of Ω we may extract a subsequence to proceed without loss
of generality assuming that γn ⇀ γ̃0 for some γ̃0 ∈ P(Ω×Ω); such a γ̃0

is in Π(µ, ν) by the definition of weak convergence and since νn ⇀ ν. But
then by Lemma 1.50 from [San15] we obtain that γ̃0 is an optimal plan
mapping µ to ν under the cost c. Via Theorem 1.17 from [San15] there is
only one such optimal plan, and thus γ̃0 = γ0.

The following lemma extends Lemma 3.22 to general ν by approximation
with finitely atomic measures. It establishes absolute continuity of σt for
all t ∈ (0, 1), and proves an L∞(Ω) bound on σt. The proof is a simple
reformulation of the technique used at the end of the proof of Theorem
4.16, [San15].

Lemma 3.24. Under the assumptions of Theorem 3.21, we have that σt :=
(πt)#γ0 satisfies σt ≪ Ld for each t ∈ (0, 1). Further, if we denote the density of
σt with respect to Ld also as σt, then σt ∈ L∞(Ω), with

∥σt∥L∞(Ω) ≤ (1− t)−d∥ f ∥L∞(Ω). (3.23)

Proof. Let (γn)∞
n=1 be the sequence of optimal plans for strictly convex costs

with finite second marginals obtained from Lemma 3.23. Since γn ⇀ γ0,
we obtain

σt,n := (πt)#γn ⇀ (πt)#γ0 = σt.

Let E ⊂ Ω be a Borel set. Then by regularity of the Lebesgue measure
there exists for all ϵ > 0 an open set E′ containing E with

Ld(E′) < Ld(E) + ϵ. (3.24)

By lower semi-continuity of weak convergence of measures on open sets,
we obtain

σt(E) ≤ σt(E′),

≤ lim inf
n→∞

σt,n(E′),

≤ lim inf
n→∞

(1− t)−d∥ f ∥L∞(Ω)Ld(E′),

< (1− t)−d∥ f ∥L∞(Ω)(Ld(E) + ϵ),
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where the third line follows by Lemma 3.22. Since ϵ is arbitrary, we obtain
that for all E Borel,

σt(E) ≤ (1− t)−d∥ f ∥L∞(Ω)Ld(E). (3.25)

Via (3.25) we immediately obtain that σt ≪ Ld. To show (3.23), take ϵ > 0
and set

E = {x ∈ Ω | σt(x) ≥ (1− t)−d∥ f ∥L∞(Ω) + ϵ}.

Then on the one hand

σt(E) ≥ ((1− t)−d∥ f ∥L∞(Ω) + ϵ)Ld(E),

and on the other, via (3.25),

σt(E) ≤ (1− t)−d∥ f ∥L∞(Ω)Ld(E),

which is a contradiction unless Ld(E) = 0. Since ϵ > 0 was arbitrary, we
obtain

Ld

(
{x ∈ Ω | σt(x) > (1− t)−d∥ f ∥L∞(Ω)}

)
= 0.

and thus (3.23) holds.

Bringing all these results together, we can prove Theorem 3.21.

Proof of Theorem 3.21. First we observe that σ ≪ Ld. Indeed, for E with
Ld(E) = 0,

σ(E) =
∫ 1

0
σt(E)ρ(t)dt = 0,

the last equality holding since σt ≪ Ld for all t ∈ (0, 1). Thus σ≪ Ld. By
the symmetry of µ and ν, we can apply Lemma 3.24 twice to obtain

∥σt∥L∞(Ω) ≤ min
(
(1− t)−d∥ f ∥L∞(Ω), t−d∥g∥L∞(Ω)

)
.

Thus
∥σt∥L∞(Ω) ≤ 2d max

(
∥ f ∥L∞(Ω), ∥g∥L∞(Ω)

)
As such, for E ⊂ Ω a Borel set,

σ(E) ≤
∫ 1

0
2d max

(
∥ f ∥L∞(Ω), ∥g∥L∞(Ω)

)
Ld(E)ρ(t)dt,

= 2d max
(
∥ f ∥L∞(Ω), ∥g∥L∞(Ω)

)
Ld(E),

which implies (3.18).
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Having obtained hypotheses under which σ ∈ L∞(Ω) in Theorem 3.21,
we next provide additional conditions on ρ that guarantee that σ satisfies
(2.10). In particular, the density for ρ should be bounded below by a
positive number.

Lemma 3.25. In addition to the hypotheses of Theorem 3.21, suppose that there
exists C > 0 such that, almost everywhere in [0, 1],

ρ(t) ≥ C.

Then σ given by π#(ρ⊗ γ0) satisfies (2.10).

Proof. For u ∈ C∞(Ω), we have

|⟨u, g− f ⟩| = |
∫

Ω
u(x)(g(x)− f (x))dx|,

= |
∫

Ω×Ω

∫ 1

0

d
dt
(u((1− t)x + ty)dtdγ(x, y)|,

= |
∫

Ω×Ω

∫ 1

0
∇u((1− t)x + ty) · (y− x)dtdγ(x, y)|,

≤ diam(Ω)
∫

Ω×Ω

∫ 1

0
|∇u((1− t)x + ty)|dtdγ(x, y),

≤ C
∫

Ω×Ω

∫ 1

0
|∇u((1− t)x + ty)|ρ(t)dtdγ(x, y),

= C
∫

Ω
|∇u(x)|σ(x)dx,

where in the second to last line we have used the fact that ρ(t) is bounded
below. Using Jensen’s inequality, we obtain

|⟨u, g− f ⟩| ≤ C
(∫

Ω
|∇u|2σ(x)dx

)1/2

,

for all u ∈ C∞(Ω).

Remark 3.26. Combining Lemma 3.25 and Theorem 3.21 we have shown
that we may apply Theorem 2.1 to any σ obtained from (3.7) provided

1. ρ is bounded below by a positive number,

2. f , g ∈ L∞(Ω), and

3. γ is an optimal plan for some strictly convex cost, or is the ray
monotone optimal transport for c(x, y) = |x− y|.

We note that we have also shown, in Chapter 2, that the conditions of
Theorem 2.1 hold for the sampling density σ from [GAA+

17], provided
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f , g ∈ L∞(Ω). Since the underlying pairing γ = µ⊗ ν for that density is in
general far from optimal, one may wonder if f , g ∈ L∞(Ω), ρ ∈ L∞([0, 1])
is enough to obtain σ ∈ L∞(Ω) for any γ ∈ Π(µ, ν). We conclude this
section with an example that shows that this is not the case.

Example 3.27. Take Ω = B1(0) ⊂ R2, and let µ be the probability measure
obtained from the uniform measure on the upper hemisphere, and let ν

be the analogous measure for the lower hemisphere, i.e.

µ =
2
π

1B1(0)∩{x2≥0}(x)dx, ν =
2
π

1B1(0)∩{x2≤0}(x)dx

Let T : Ω → Ω be the map T(x) = −x; clearly T#µ = ν, and thus
γ = (I, T)#µ ∈ Π(µ, ν). Define σ as the distribution given by

σ = π#(U([0, 1])⊗ ((I, T)#µ)),

where U([0, 1]) is the uniform measure. A straightforward calculation
shows that σ has a density given by

σ(x) =
1
π
(|x|−1 − 1), (3.26)

which is not in L∞(Ω), despite the boundedness of f , g and ρ.

3.6 applications

3.6.1 Minibatch Optimal Ray Selection (MORS)

Based on the set of gradient penalty sampling strategies σ to which our
congested transport results apply (see Section 3.5), together with the
specific choices of sampling strategies motivated in Section 3.4 for reducing
concentration of the optimal flows in (CPλ), we now devise a practical
algorithm which can be used to train critics for WGAN-GP.

Although our theory suggests using the optimal plans for W1(µ, ν) or
W2(µ, ν), this is difficult in practice because the distributions µ and ν are
unknown; instead, we have samples x ∼ µ and y ∼ ν which are typically
drawn in minibatches {xi}M

i=1 and {yj}M
j=1 of equal size. In this section we

propose to reduce the concentration of σ using a technique which we dub
Minibatch Optimal Ray Selection (MORS), wherein we pair a source point
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xi ∼ µ with a target point yj ∼ ν according to an optimal map for the
finite problem of mapping µ̃ to ν̃, where

µ̃ :=
1
M

M

∑
i=1

δxi , ν̃ :=
1
M

M

∑
j=1

δyj .

The transport cost c in this setting will either be the squared or unsquared
Euclidean distance, i.e.

c(x, y) = |x− y|q for q = 1, 2.

Precisely, we aim to solve

min
T#µ̃=ν̃

1
M

M

∑
i=1

c(xi, T(xi)), (3.27)

It is well known (see, for example Proposition 2.1 of [PC+
19]) that a

solution T0 to (3.27) exists and that it is realized by a permutation p0 ∈ SM;
that is

min
T#µ=ν

1
M

M

∑
i=1

c(xi, T(xi)) = min
p∈SM

1
M

M

∑
i=1

c(xi, yp(i)).

The idea of MORS is to train the critic u = uw̃ (where w̃ represents the
weights of the network) by sampling a minibatch {xi}M

i=1, {yi}M
i=1 of data,

solving (3.27) for an optimal permutation p0, and then updating w̃ by
applying a stochastic optimization method such as Adam [KB14] to the
term

1
M

M

∑
i=1

uw̃(yi)− uw̃(xi) +
λ

2

(
|∇uw̃|((1− ti)xi + tiyp0(i))− 1

)2

+
,

where ti ∼ U([0, 1]).4 Let us note the contrast to the method of [GAA+
17],

which would optimize the term

1
M

M

∑
i=1

uw̃(yi)− uw̃(xi) +
λ

2
(|∇uw̃|((1− ti)xi + tiyi)− 1)2

+ .

Note that we do not make claims that the underlying sampling density
σ that MORS defines is approximately equal to that obtained from using
an optimal pairing for W1(µ, ν) or W2(µ, ν); such an approximation is
likely poor in high dimensions, given the known sample complexity of
the Wasserstein distances [WB19]. Despite this, we argue that MORS will

4 As we have mentioned, in light of Theorem 3.9 and Remark 3.10 we leave practical
exploration of other methods of sampling t for future work.
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still tend to alleviate the concentration in the optimal traffic flow. Indeed,
our results in Section 3.4 relating to the maximization of the average
squared or unsquared distance between sampled points apply even when
the measures µ and ν are discrete.

An algorithm for training a critic using MORS is given in Algorithm 1.
In practice, we solve the discrete optimal transport problem using the
Python Optimal Transport (POT) package [FCG+

21]. In particular, we use
the “emd” function from that package, which uses the network simplex
method to solve the discrete problem.

Algorithm 1: Training a critic with MORS
Data: Samples from distributions µ and ν, critic uw̃ with parameters

w̃, gradient penalty coefficient λ, number of critic iterations
per generator update C, mini batch size M, Adam parameters
(ϵc, β1, β2), cost function c.

for n ∈ {1, . . . , C} do
Sample xi ∼ µ, yi ∼ ν, ti ∼ U([0, 1]), i ∈ {1, . . . , M};
p0 ← arg minp∈SM

1
M ∑M

i=1 c(xi, yp(i));
zi ← (1− ti)xi + tiyp0(i) for i ∈ {1, . . . , M} ;
L← 1

M ∑M
i=1 uw̃(yi)− uw̃(xi) + λ(|∇uw̃(zi)| − 1)2

+;
w̃← Adam(L, ϵc, β1, β2) ;

end

3.6.2 Two dimensional toy problems

In this section we demonstrate that using MORS for training critics can
reduce concentration of the corresponding mass flows. In particular, we
apply it to two dimensional toy problems, demonstrating that while the
sampling strategy from [GAA+

17] encourages concentration of gradient
flow lines, MORS resolves this issue for either choice of cost function (i.e.
c(x, y) = |x− y| or c(x, y) = |x− y|2).

In each example we sample points from distributions µ and ν, and train
critics using either Algorithm 1 or the benchmark method from [GAA+

17],
which is exactly Algorithm 1 except the identity permutation is used in
place of p0. We use identical random seeds in each case, and thus the only
difference between the experiments is how we pair points for the gradient
penalty sampling.

For the critic architecture we use a simple fully connected network
with two layers, 128 units in the hidden layer, and tanh non-linearities.
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More precisely, for W1 ∈ R128×2, b1 ∈ R128, W2 ∈ R1×128, b2 ∈ R, we take
w̃ = (W1, b1, W2, b2), and

uw̃(x) = W2 tanh(W1x + b1) + b2.

Here tanh acts componentwise on its inputs. We also tried ReLU non-
linearities (i.e. ReLU(x) = max(x, 0)), however we found that this choice
resulted in under-performing critics, evidenced by lower values of the
objective function in (GPλ).

For the gradient penalty coefficient λ we used a value of 0.1. This is
smaller than the ad-hoc value typically used in practice (λ = 10), but we
argue that small values of λ are relevant for practitioners since the large
scale study [LKM+

18] found that the performance of WGAN-GP tends to
improve with λ much smaller than 10; see their Figures 7, 8, and 9.

Each critic was trained for C = 5000 iterations, with batch size M = 128,
and Adam parameters (ϵ, β1, β2) = (0.01, 0, 0.9). For the full specification
of parameters for each experiment, see the code available here: https:
//github.com/tmilne5/decongestion_toy_examples_final.

The results of these experiments are summarized in Figure 3.3 to Fig-
ure 3.6. As in Figure 3.1, for each learned critic u0 we plot integral curves
for gradient descent on u0 for 20 randomly selected samples from µ. These
curves are generated with a simple forward Euler discretization of the ODE
ẋ = −∇u0(x), using 200 steps and step size 0.001. In each case we can see
the gradient penalty sampling strategy of [GAA+

17] leading to curved
flow lines which tend to concentrate in areas where the sampling density
is largest. This is resolved by using MORS with either c(x, y) = |x − y|
or c(x, y) = |x− y|2; in all cases we found very little difference between
these two cost functions. Besides the issue of transient mode collapse
that we mentioned in Section 3.1, the curved gradient descent flow lines
one obtains with the sampling strategy of [GAA+

17] have an additional
disadvantage; on average they are longer than the straight flow lines which
one obtains when using the Wasserstein 1 distance. As we see in these
figures (particularly Figure 3.5), this can make the transport from µ to ν

using gradient descent on a learned critic require more steps. We expect
that this would mean faster convergence for generative models trained
with MORS versus the sampling scheme of [GAA+

17].

https://github.com/tmilne5/decongestion_toy_examples_final
https://github.com/tmilne5/decongestion_toy_examples_final
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Figure 3.3: A redux of Example 3.4. Top row: a scatter plot of the distributions µ
and ν. Left column: empirical histograms of 640,000 sampled points
from σ using [GAA+

17] and MORS (c(x, y) = |x− y|middle, c(x, y) =
|x − y|2 bottom). Right column: Contour plots of the learned critic
with each σ together with 20 gradient descent flow lines. The integral
curves are straightened out and concentration is avoided using MORS.
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Figure 3.4: Results for a source and target dataset with two distinct modes. See
Figure 3.3 for the layout. The density for the sampling strategy from
[GAA+

17] is largest at (x, y) = (1, 0). Thus, the cost of congestion
is weakest there, so some integral curves bend to pass by that point,
leading to a longer travel distance and to some points failing to reach
the support of ν. These issues are resolved with MORS.
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Figure 3.5: More trained critics using [GAA+
17] and MORS. See Figure 3.3 for the

layout. The support of the standard σ has one connected component.
This most clearly affects the integral curve starting at the leftmost
point; it is cheaper to travel in the convex hull of the modes of ν, and
so this point moves to the right before travelling down. Consequently
it does not reach the support of ν in the allocated number of steps.
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Figure 3.6: Our final example comparing critics trained with [GAA+
17] to MORS.

See Figure 3.3 for the layout. Because the σ from [GAA+
17] obtains

a local maximum on an inner circular region centered at (0, 0), the
integral curves in the first row tend to bend towards there on their
way to spt(ν). This does not happen with MORS, where the integral
curves are much straighter.
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3.7 conclusion

In this chapter we have investigated implications of our results in Chapter 2

for the training of critics using WGAN-GP. We showed that concentration
of mass is encouraged for the optimal flow in the congested transport
problem associated to WGAN-GP because flow of mass near the boundary
of the domain Ω is discouraged. This was proved using the form of the
congestion penalty in (CPλ), together with the fact that the density for the
sampling strategy from [GAA+

17] always goes to zero at ∂Ω.
Based on this we then looked for new sampling strategies σ for which

the sampling would be closer to the uniform distribution, thus avoiding un-
desirable concentration. By maximizing the distance and squared distance
between pairs of sampled points, we were led to sampling strategies based
on the optimal plans for the Wasserstein 1 and 2 distances, respectively.
We then showed that a relevant class of sampling strategies associated
with optimal transport plans satisfies the hypotheses of Theorem 2.1. This
allowed us to extend the equivalence between (GPλ) and (CPλ) to the
case of σ obtained from optimal plans for either the Wasserstein 1 or 2

distances.
We then devised an alternative algorithm to WGAN-GP for training

critics using a discrete version of these sampling schemes, which we
dubbed MORS, and applied it to several toy problems in two dimensions.
These experiments demonstrated that MORS successfully eliminates un-
desirable features of the learned critics, including the concentration of
mass in the corresponding optimal flows. However, further experiments
are required to determine the efficacy of MORS for training generators.
We should be careful not to conflate the ideal dynamics for generated
data (that is, flow along integral curves of −∇u0) with what happens
in practice when µ is created using a parametrized generator Gw and
we perform gradient descent on Eζ [u0 ◦ Gw] over the parameters of w.
Indeed, we will see in Chapter 4 that the latter can be quite far from the
former, especially in the late stages of training. We do expect MORS to be
immediately effective, however, in applications where this misalignment
issue is avoided by doing descent directly on a learned critic, such as
[LÖS18, Tan19, MDC21, PHAP21].



4
T R U S T T H E C R I T I C S

4.1 introduction

Whereas Chapter 2 and Chapter 3 focused on the training of critics for
Wasserstein GANs with Gradient Penalty (WGAN-GP), we now consider
the corresponding generators. Recall from Chapter 2 that WGAN-GP
are a generative model using a congested transport cost to measure the
discrepancy been ν and the generated distribution µ. This distribution
is obtained via the formula µ = (Gw)#ζ, where Gw : Rm → Ω is the
generator and ζ ∈ P(Rm) a noise distribution. The congested transport
cost is estimated using a second neural network u, dubbed the “critic”,
which is trained to solve the problem (1.6). Given an approximate solution
u0 to this problem, the parameters of the generator are then updated by
applying a gradient descent algorithm to the objective function

L(w) :=
∫

Rm
u0(Gw(ξ))dζ(ξ). (4.1)

As we saw in Chapter 2, the optimal potential u0 for the congested trans-
port problem provides useful pointwise information on the optimal mass
flow from µ to ν. Indeed, formula (2.15) indicates that −∇u0(Gw(ξ)) is
parallel to the average momentum of the optimal mass flow at the point
Gw(ξ). A similar relationship holds if u0 is the Kantorovich potential for
the Wasserstein 1 distance between µ and ν. In this case, it follows from
L1 optimal transport theory (see Section 4.4) that −∇u0(Gw(ξ)), where it
exists, provides the exact direction, if not the distance, between Gw(ξ) and
its target under an optimal transport map T0 for W1(µ, ν).

One may ask, then, the extent to which performing gradient descent on
(4.1) over the parameters w actually obtains this optimal direction at each
point Gw(ξ). In Section 4.3 we demonstrate experimentally that standard
generator architectures fail to do so.

We were thus motivated to resolve the misalignment issue we discovered
for WGAN-GP and obtain the ideal direction of flow everywhere by
iteratively modifying the initial distribution by a gradient descent step on

80
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a Kantorovich potential u0 with step size η; that is, we first obtain a new
distribution, µ̃, from the formula

µ̃ := (I − η∇u0)#µ. (4.2)

With µ̃ now in hand, we next train a new Kantorovich potential with µ̃

replacing µ, and repeat the process. We emphasize that here we chose
to use Kantorovich potentials for the Wasserstein 1 distance, as opposed
to those for the congested transport studied in Chapter 2 and Chapter 3.
This is because the integral curves of gradient descent on a Kantorovich
potential are straight lines, and thus can be more accurately discretized
with a large step size; this leads to significant performance improvements
of our algorithm. We obtain approximations of Kantorovich potentials
by solving (GPλ) with the standard approach for WGAN-GP [GAA+

17],
except with a much larger value of λ than is typical.

Given the connection between the gradients of a Kantorovich potential
and the optimal transport directions, iterative applications of (4.2) should
push µ towards ν. The selection of the step size η is non-trivial, however.
If η is too small the algorithm will require many iterations to converge;
since a new critic must be trained after each step, this makes the technique
computationally expensive for any distributions µ and ν which are not
close initially. If η is too large, then recalling that −∇u0(x) provides the
direction but not the distance of the optimal transport, the gradient step
x 7→ x− η∇u0(x) may overshoot the desired target. Ideally, the step size
η should be derived from the distance that points should move under the
optimal transport. In fact, the average of this quantity is equal to W1(µ, ν).
Fortuitously, an estimate of the value of W1(µ, ν) is available to us at no
extra computational cost as a byproduct of computing u0.

Hence, we select the step size η as some fraction of the current esti-
mate of W1(µ, ν). This allows for large step sizes, but avoids too much
undesirable overshooting of the targets. In practice, this enables efficient
transformation of µ to ν even when they are initially far apart. We call
the algorithm that results from iterating (4.2) with this step size selection
method Trust the Critics (TTC)

Since we have freed µ from being the output of a generator, this approach
can be applied to map any source distribution µ onto any target ν. Thus,
various tasks in generative modelling, such as image synthesis, translation,
and denoising, can be completed using TTC just by changing the source
and target data. This stands in contrast to the typical approach, where
specialized generator architectures or algorithms are designed for each
task.

The contributions of this chapter are as follows:
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1. We introduce TTC, a novel technique for generative modelling distin-
guished from existing algorithms by its adaptive step size selection
method.

2. We demonstrate quantitatively that standard WGAN-GP architec-
tures fail to move generated data points in optimal directions over
the course of training. This misalignment is resolved by TTC.

3. We provide in Proposition 4.16 a formula for the density of the
updated measure µ̃, assuming the initial measure µ has a density.
This result also provides the exact value of W1(µ̃, ν) in terms of the
step size η. In particular, we show that it is less than W1(µ, ν) under
the assumption that the minimal transport distance is larger than
this step size.

4. We prove a geometric convergence rate of a sequence of measures
generated using TTC (Theorem 4.3). Such a result is applicable until
the minimal transport distance is zero, which occurs only when a
non-negligible set of synthetic data is essentially indistinguishable
from real data.

5. We demonstrate the effectiveness of TTC in practice by showing it
generates more realistic looking images than comparable WGAN-GP,
as determined by the Fréchet Inception Distance (FID) [HRU+

17].

6. We show that TTC has multipurpose applicability by demonstrating
that in addition to image generation, with just a simple change to
the source and target distributions it can be successfully used for
image translation as well as denoising tasks.

7. Finally, we devise an extension of TTC, dubbed TTC-DS (for “discrim-
inative stopping”) which has full convergence guarantees under the
condition that µ has a density and ν is supported on a sub-manifold
of Rd with codimension at least 2, a common setting in computer
vision applications (see Theorem 4.23). Included here is a proof of
uniqueness of the optimal transport map under these assumptions
on the supports of µ and ν (Proposition 4.28). This appears to be
new, generalizing a result of [HS20].

The remainder of this chapter is structured as follows. Related work is
reviewed in Section 4.2. Section 4.3 describes experiments which show a
large degree of misalignment between the optimal transport directions at
generated data points provided by a critic and directions of movement
actually obtained when training a generator. In Section 4.4, we provide
some background on L1 optimal transport theory which is necessary to
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describe our algorithm. The TTC algorithm is defined in Section 4.5, where
we also prove convergence results. Section 4.6 includes experiments that
provide a proof of concept for TTC. We start by applying it to simple two
dimensional examples. Then we demonstrate the improved performance
of TTC against comparable WGAN-GP, and show the performance of TTC
on the task of translating photographs into paintings in the style of Monet.
Finally, we point out a connection between TTC and the adversarial regu-
larization technique of [LÖS18], and demonstrate that TTC has improved
performance compared to this technique when applied to an image de-
noising task. The TTC-DS algorithm is stated and analyzed in Section 4.7,
and conclusions are given in Section 4.8. Additional experimental results
are included as an appendix to this chapter in Section 4.9.

4.2 related work

The idea to perform generation without an explicitly parametrized genera-
tor, but instead using the gradients of trained critics or discriminators is
not new. It was applied in [JZ18] and [LJT17] to discriminators trained with
the standard GAN objective [GPAM+

14], and in [LXFT18] and [NS18] to
critics trained with the method from WGAN-GP [GAA+

17]. Since we also
train our critics using the method from WGAN-GP (albeit with a much
larger value of λ), we will compare our work to [LXFT18] and [NS18].
In [LXFT18] generation of new samples is performed by applying Adam
[KB14] with added noise to learned critics. Iterations are halted based on
a heuristic stopping condition depending on a random number selected
between the minimum and maximum value of the critic on the target
samples. This method is not directly connected to the optimal transport
problem and consequently has no convergence guarantees. In contrast,
our technique applies a simple gradient descent step which is motivated
by the concept of transport rays from L1 optimal transport theory; this
connection allows us to provide exact initial convergence rates for TTC.
Moreover, the size of our step is proportional to the current estimate of
the Wasserstein-1 distance, whereas in [LXFT18] it is a small constant;
at the start of training our step size can be quite large, which leads to
fast convergence at no cost to the quality of generated samples. We also
show superior performance of TTC as compared to WGAN-GP for a fixed
generator and critic architecture on three standard datasets, which was
not achieved in [LXFT18]. On the other hand, [LXFT18] is able to obtain
reasonably good performance using only four critic networks, which is
more efficient than our technique.

The work in [NS18] contains novel qualitative insights regarding func-
tional gradient descent, and suggests that explicitly parametrized genera-
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tors in standard WGANs may be unable to correctly follow the gradients
of the critics. We had similar insights, and our experimental results in
Section 4.3 provide quantitative evidence for these claims by showing that
the actual directions in which generated data move during training are far
from the ideal ones. The authors of [NS18] also use a constant step size for
the gradient descent, and do not prove that their technique reduces the
Wasserstein-1 distance. The application of their algorithm is to fine-tune
pre-trained WGAN generators, possibly because their choice of constant
step size leads to long computation times when the source and target
are not already close. While the fine-tuning of pre-trained generators is
a valuable idea, our adaptive step size is large when the Wasserstein-1
distance between source and target distributions is large, and so we do
not have these issues.

Consequently, our generation scheme is applicable to any source distri-
bution (i.e. not necessarily one produced by a pre-trained generator). This
allows us to apply our technique not only to image generation, but to im-
age translation and denoising as well; similar flexibility was demonstrated
for a different technique in [LJT17]. Because of this flexibility, we speculate
that our technique is applicable to more than just imaging problems.

In Section 4.6.4 we point out a connection between our work and a
learned regularization technique for inverse problems in [LÖS18]. In par-
ticular, we show that under certain conditions the implicit denoising
technique used in [LÖS18] is equivalent to a single step of TTC (Propo-
sition 4.21). While this work was in development we learned of the in-
teresting recent paper [MCÖS21], which contains, in a similar fashion to
TTC, iterations of the implicit technique in [LÖS18]. Our work comple-
ments that of [MCÖS21], since we study distinct generative modelling
problems and provide an explicit reconstruction technique (as opposed to
an implicit one specified by a variational problem) coupled with a proof of
initial convergence obtained from L1 optimal transport. On the other hand,
[MCÖS21] is devoted to a more general class of inverse problems than our
denoising example and includes interesting noise-stability guarantees. We
see an extension of our theory to their setting to be an interesting avenue
for future work.

There has been a profusion of recent papers applying concepts from op-
timal transport to generative modelling [DS21, FJNO20, GHJ+21, GJW+

19,
MSR19, OFLR21, SBRL18], some of which have convergence results. These
publications tend to focus on optimal transport settings distinct from ours
which are typically more amenable to analysis, such as the case where the
cost function is the square Euclidean distance [FJNO20, GHJ+21, OFLR21],
or where the cost function is regularized by entropy [SBRL18]. To our
knowledge, our initial convergence results are unique in the L1 optimal
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transport setting relevant to WGANs. [MTOL20] is similar in spirit in
that it constructs a generative model from a Kantorovich potential, but in
their case they use the Wasserstein 2 distance. Although such a potential
provides an optimal transport map in one step, obtaining this potential
is more computationally demanding than the Wasserstein 1 potential.
This may be why we were able to successfully apply TTC to more high
dimensional datasets than were treated in [MTOL20].

Finally, let us point out that the quality of our generated images, while
better than comparable WGAN-GP, is not comparable to the state of the art
(e.g. [KAH+

20]), which is achieved with novel generator and discriminator
architectures. The current study was not focused on such architecture
improvements. Given the observed improved performance of TTC versus
comparable WGAN-GP, however, it will be interesting to apply it with
state of the art critic architectures, but this is outside the scope of this
thesis.

4.3 misalignment of data movement

Given u0, an optimal potential for a congested transport problem be-
tween a generated distribution µ = (Gw)#ζ and a target distribution ν,
(2.15) shows that the direction of optimal mass flow for a generated sam-
ple Gw(ξ) is provided by the gradient −∇u0(Gw(ξ)). When training a
generator, however, the movement of generated samples is ruled by the
gradient descent algorithm used to minimize the objective function L(w).
A standard gradient descent step will update w in the direction of

−∇wL(w) = −∇w

∫
Rm

u0(Gw(ξ))dζ(ξ),

= −
∫

Rm
DwGT

w(ξ)∇u0(Gw(ξ))dζ(ξ).

When the expectation is calculated by averaging over a random mini-
batch {ξi}M

i=1 (i.e. when using stochastic gradient descent), this leads to
movement of a generated sample Gw(ξ) parallel to

− DwGw(ξ)

(
1
M

M

∑
i=1

DwGT
w(ξi)∇u0(Gw(ξi))

)
. (4.3)

In this section we present our results on the misalignment between this
expression and −∇u0(Gw(ξ)). The code for the experiment we describe
here is available at https://github.com/tmilne5/Trust-the-Critics.

We computed the cosines of the angles between vectors of the form
(4.3) and −∇u0(Gw(ξ)) at randomly generated samples Gw(ξ) and at

https://github.com/tmilne5/Trust-the-Critics
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Stage in training InfoGAN DCGAN

Early 0.488± 0.071 0.441± 0.075
(410.4± 9.0) (414.3± 26.8)

Mid 0.150± 0.080 0.086± 0.081
(22.9± 0.5) (40.8± 7.1)

Late 0.100± 0.070 0.085± 0.081
(21.8± 0.4) (31.1± 1.8)

Table 4.1: Misalignment cosine measurements. All results are reported in the
form mean ± standard deviation. The top lines show the statistics of
the cosines of the angles between (4.3) and −∇u0(Gw(z)), computed
over the training of five separate initializations of each model, each
with 256 randomly sampled noise inputs z. The statistics appearing in
parentheses are for FID values computed over the five training runs.
The values were computed at three different stages in training, with
the late stage chosen such that the generators were close to the best
performance obtained, but still improving slightly.

various stages throughout the training of a WGAN-GP generator, using
mini-batches {ξi}M

i=1 drawn independently from ζ. The critic network used
to approximate u0 was trained using the one sided gradient penalty from
[GAA+

17] with λ = 10, and therefore approximates an optimal potential
for a congested transport problem (see Chapter 2). The experiment was run
on the MNIST dataset using both the InfoGAN architecture ([CDH+

16],
which we selected since it was also used in the large-scale study [LKM+

18])
and the DCGAN architecture [RMC16] for comparison. We used the batch
size M = 128. The results are summarized in Table 4.1, which clearly
demonstrates that the movement of generated samples during WGAN-GP
training is not well aligned with the optimal directions provided by the
potential u0. This discrepancy tends to increase as training goes on, to the
point where negative cosine values (denoting undesirable movement in
a direction along which u0 increases) are obtained for a non-negligible
portion of the generated samples, which may help explain why a generator
can stop improving before the generated distribution is sufficiently close
to the target. Table 4.1 also presents the performance of the generators
as indicated by the FID. The InfoGAN generator obtained higher cosine
values and lower FIDs than the DCGAN generator, suggesting that bet-
ter alignment throughout training correlates with better performance. In
Section 4.9.1, we also include a similar experiment describing the misalign-
ment obtained when replacing (4.3) (i.e. stochastic gradient descent) by
updates computed with Adam, as well as histograms of the cosine values
obtained for both optimization algorithms.
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4.4 background on optimal transport maps for W1 (µ , ν)

Given the results of the preceding section, we are motivated to modify our
generative algorithm to eliminate this misalignment issue. As previously
mentioned, rather than focus on resolving this issue for the congested
transport problem, we instead focus on the Wasserstein 1 distance. This is
because the integral curves for gradient descent on a Kantorovich potential
are straight lines, and are thus much easier to discretize than those of
the congested transport potential (see, for example, the integral curves in
Section 3.6).

We have not discussed optimal transport maps for the Wasserstein 1

transport problem in much detail yet in this thesis, and so here we will
summarize some necessary background. See, for example, Section 3 of
[San15] for more details. Let Ω ⊂ Rd be a compact convex set representing
the space of images with c colour channels and h× w pixels per channel
(i.e. d = c× h× w). Let µ, ν, the source and target measures, respectively,
be in P(Ω), the space of Borel probability distributions on Ω. Monge’s
problem is that of finding a Borel map T : Ω→ Ω mapping µ onto ν while
minimizing the average Euclidean travel distance. Formally, it is

min
T#µ=ν

∫
Ω
|x− T(x)|dµ(x), (4.4)

where the constraint T#µ = ν specifies that the pushforward measure T#µ,
defined by the equality

T#µ(E) = µ(T−1(E)),

agrees with ν. Under mild conditions, the value of (4.4) agrees with
W1(µ, ν) (defined in (1.1)). A solution T0 to (4.4) is called an optimal trans-
port map for W1(µ, ν), and the existence of such a map can be guaranteed
by the assumption that µ is absolutely continuous with respect to Lebesgue
measure (see, for example, [Amb03] or Theorem 3.18 in [San15]).

The relationship between a Kantorovich potential u0 and an optimal map
T0 is well known (e.g. [EG99, GAA+

17]); informally, whenever x ̸= T0(x),
the gradient of u0 indicates the direction of transport, i.e.

x ̸= T0(x)⇒ −∇u0(x) =
T0(x)− x
|T0(x)− x| . (4.5)

This implies that given a step size η0, if we were to apply the map

x 7→ x− η0∇u0(x) (4.6)
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then as long as η0 is less than the minimal transport length we can be
assured that under this map all points x move towards their targets
T0(x) without overshooting them, and thus we can expect that W1((I −
η0∇u0)#µ, ν) will be less than W1(µ, ν). This observation forms the basis
for our algorithm, which we describe and analyze in the following section.

Remark 4.1. We note that a priori, I − η0∇u0 is only measurable, and may
not be a Borel map. Since µ is only a Borel measure, then strictly speaking
the pushforward (I − η0∇u0)#µ may not be well defined. This is because
the pre-image of a Borel set may be only Lebesgue measurable and thus
incompatible with µ. This issue can be easily resolved, however. By virtue
of I − η0∇u0 being measurable, there is a Borel map f0 almost everywhere
equal to I− η0∇u0. Since µ≪ Ld, we can instead push forward µ under f0,
and still obtain samples from ( f0)#µ by sampling x ∼ µ and applying the
map I− η0∇u0. For clarity’s sake we will ignore these measurability issues
in the informal statements of our algorithms, but they will be addressed
in our proofs.

4.5 the algorithm and convergence analysis

Set µ0 := µ, and define, for n = 1, 2 . . .

µn = (I − ηn−1∇un−1)#µn−1, (4.7)

where un−1 is a Kantorovich potential for the pair (µn−1, ν), and ηn−1 is a
step size given by the formula

ηn = θW1(µn, ν), (4.8)

where θ ∈ [0, 1] is a hyperparameter. As long as µn−1 ≪ Ld, µn given in
(4.7) is well defined (see Remark 4.1). In this section, we will provide an
analysis of this algorithm, including a specification of an iterate N = N(θ)

up until which we can provide convergence estimates as well as guarantees
of absolute continuity.

In order to state this result we first need to define the minimal trans-
portation length in an appropriate way.

Definition 4.2. For µ, ν ∈ P(Ω), µ ≪ Ld, let T0 be an optimal transport
map for W1(µ, ν). Set

ℓ0(T0) := essinfµ|I − T0|,
= sup{ℓ ∈ R | µ ({x ∈ Ω | |x− T0(x)| < ℓ}) = 0}.
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The key requirement we need for our convergence results is that the step
size ηn−1 is less than ℓ0(Tn−1), where Tn−1 is an optimal transport map for
W1(µn−1, ν). Recalling the definition of ηn−1 (see (4.8)) and that W1(µn−1, ν)

is the mean transportation length according to µn−1 (see (4.4)), we see that
ηn−1 will satisfy this requirement provided the transport distances are
clustered around the mean and θ is small enough.

In particular, we show that up to an iterate which is determined by the
ratio ℓ0(T0)/W1(µ, ν), which measures the clustering of the transport dis-
tances around the mean, the measures µn converge to ν at a geometric rate.
This is included in the following theorem, which is our main convergence
result for TTC.

Theorem 4.3. Given µn−1 (with µ0 := µ), define

µn = ( fn−1)#µn−1, (4.9)

where fn−1 is a Borel map almost everywhere equal to I − ηn−1∇un−1. Here,
un−1 is a Kantorovich potential for W1(µn−1, ν), and

ηn−1 := θW1(µn−1, ν),

where θ ∈ (0, 1) is a fixed constant. Let T0 be an optimal transport map for
W1(µ, ν), and set

N(θ) = ⌈log1−θ (1− ℓ0(T0)/W1(µ0, ν))⌉ − 1,

where ⌈·⌉ denotes the ceiling function. For each n ∈ {0, . . . , N(θ)}, the measure
µn defined iteratively by (4.9) is absolutely continuous. Further, u0 is a Kan-
torovich potential for W1(µn, ν), and there is an optimal transport map Tn for
W1(µn, ν) with ℓ0(Tn) > 0. Finally, µn satisfies

W1(µn, ν) = (1− θ)nW1(µ, ν) (4.10)

for all n ∈ {0, . . . , N(θ)}. In particular, if ℓ(T0) < W1(µ, ν), then

W1(µN(θ), ν) ≤ W1(µ, ν)− ℓ0(T0)

1− θ
. (4.11)

Remark 4.4. We note first that for n ∈ {0, . . . , N(θ)} the measures µn are
well defined independently of the choices of Kantorovich potentials un and
Borel functions fn. Regarding the former, this is content of the Lemma 4.14.
It shows that provided µ has a density and the minimal transport distance
is positive, the gradients of Kantorovich potentials for the pair (µ, ν) agree
µ almost everywhere. For the purposes of transforming the measure µn,
this makes the map I − ηn∇un independent of the specific choice of un.
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Regarding the Borel map fn, note that since µn will be proven to be
absolutely continuous for each n ∈ {0, . . . , N(θ)}, any such fn agrees with
I − ηn∇un µn almost everywhere, making µn independent of the choice of
fn.

Remark 4.5. Theorem 4.3 gives us precise knowledge of W1(µn, ν) up until
n = N(θ). At this point the convergence rate ceases to apply because
the step size ηN(θ) will exceed the current minimal transport length. In
principle, we may then reduce θ until the step is small enough and re-
sume iterations. In practice, however, this is difficult because the minimal
transport length is unknown. Further, we found that in practice a constant
value of θ was sufficient to produce high quality results. Note that if no
positive value of θ will make the current step size less than the minimal
transport length, then this length must be zero, so a non-negligible set of
generated data is essentially indistinguishable from real data.

Remark 4.6. Note that N(θ) ≥ 1 if and only if ℓ0(T0) > θW1(µ, ν); in other
words, we get a reduction in W1(µ, ν) if the initial step size θW1(µ, ν) is
less than the minimal transport length.

Remark 4.7. Let us also comment on the meaning of (4.11). In the limit as
θ → 0, the term on the right hand side of (4.11) approaches W1(µ, ν)−
ℓ0(T0). As an upper bound on the distance to W1(µN(θ), ν), this is a natural
one, since it represents the closest one could get to ν by modifying µ via
descent on ∇u0 while avoiding overshooting any target points. Indeed,
it is exactly the Wasserstein-1 distance between ν and the measure (I −
ℓ0(T0)∇u0)#µ.

In order to prove Theorem 4.3 we will need additional background
on the analysis of Monge’s problem, which we draw from [San15] and
[CFM02]. This is the content of the next section.

4.5.1 Additional background on Monge’s problem

Central to the analysis of Monge’s problem is the concept of transport
rays, a term coined in [EG99], which refers to segments over which the
Lipschitz inequality of a 1-Lipschitz function is saturated.

Definition 4.8. Suppose Ω ⊂ Rd is convex. Let u ∈ 1-Lip(Ω), the set
of Lipschitz functions on Ω with constant 1. For x, y ∈ Ω the segment
[x, y] := {(1− t)x + ty | t ∈ [0, 1]} is called a transport ray of u if

1. x ̸= y,

2. u(x)− u(y) = |x− y|,
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3. [x, y] is not properly contained in any other segment [z, w] satisfying
properties 1 and 2.

The open segment ]x, y[:= {(1− t)x + ty | t ∈ (0, 1)} is called the interior
of the transport ray, and x and y are called its upper and lower endpoints
respectively.

Lemma 4.9 (Essentially Lemmas 3.5 and 3.6 from [San15]). If [x, y] is a
transport ray of u then for all t ∈ [0, 1],

u((1− t)x + ty) = (1− t)u(x) + tu(y). (4.12)

Further, u is differentiable for all z ∈]x, y[, with derivative satisfying

∇u(z) =
x− y
|x− y| . (4.13)

Lemma 4.10 is an easy extension of Lemma 4.9 that holds when the
function u is also differentiable at the ray endpoints.

Lemma 4.10. If [x, y] is a transport ray of u and u is differentiable at either
endpoint then (4.13) also holds at that endpoint.

Proof. The proof is contained in the proof of Corollary 3.8 from [San15].

The preceding lemmas have important consequences for the crossing of
transport rays. In particular, two transport rays can only cross at a point
which is an endpoint for both of them. Moreover, that point must be an
upper or lower endpoint for both rays.

Lemma 4.11. If two distinct transport rays [x, y] and [x′, y′] of a function u
intersect at a point w, then either w = x = x′ or w = y = y′.

Proof. Suppose without loss of generality that w ∈]x, y[. Then∇u(w) exists
by Lemma 4.9 and

∇u(w) =
x− y
|x− y| .

But since u is differentiable at w we also have via Lemma 4.9 or Lemma 4.10

that

∇u(w) =
x′ − y′

|x′ − y′| ,

which is a contradiction since [x, y] and [x′, y′] are distinct. So the crossing
point w must be an endpoint of both rays. Suppose that w = x = y′. Then

u(x′)− u(y) = u(x′)− u(y′) + u(x)− u(y),

= |x′ − y′|+ |x− y|,
≥ |x′ − y|.



4.5 the algorithm and convergence analysis 92

Since u ∈ 1-Lip(Ω), however, we have u(x′)− u(y) ≤ |x′ − y|, and thus
u(x′)− u(y) = |x′ − y|, and the preceding inequality is an equality. Thus
the four points x, y, x′, y′ are colinear, and u saturates its Lipschitz bound
on the segment [x, y′]. This segment strictly contains the transport ray
[x, y] a contradiction to the definition of transport rays.

The following lemma is a formal statement of the relationship between
the gradient of a Kantorovich potential and an optimal map, which we
described informally in (4.5).

Lemma 4.12. Let µ≪ Ld, u0 be a Kantorovich potential and T0 be an optimal
map for the pair (µ, ν). Then µ almost everywhere,

x ̸= T0(x)⇒ −∇u0(x) =
T0(x)− x
|T0(x)− x| . (4.14)

Proof. We need to specify the set where (4.14) holds. We start by defining
the set C as all points x such that the pair (x, T0(x)) saturates the Lipschitz
inequality of u0,

C = {x ∈ Ω | u0(x)− u0(T0(x)) = |x− T0(x)|}. (4.15)

C is Borel and it satisfies µ(Ω \ C) = 0 by the following argument: it is a
standard consequence of the Kantorovich-Rubinstein formula (see e.g. the
discussion following equation (3.2) in [San15]) that

spt((I, T0)#µ) ⊂ {(x, y) ∈ Ω2 | u0(x)− u0(y) = |x− y|}. (4.16)

Letting ΓT0(Ω \ C) = {(x, T0(x)) | x ∈ Ω \ C}, (4.16) gives us that

(I, T0)#µ(ΓT0(Ω \ C)) = 0,

but (I, T0)−1(ΓT0(Ω \ C)) = Ω \ C, so µ(Ω \ C) = 0. Note that we can
redefine T0 on µ negligible sets without affecting its optimality. Thus, by
redefining T0(x) = x for x ∈ Ω \ C, we obtain that u0(x)− u0(T0(x)) =
|x− T0(x)| for all x ∈ Ω.

Since u0 is Lipschitz, there is a Borel set D ⊂ Ω such that u0 is differen-
tiable on D and Ld(Ω \ D) = 0. We claim that for all x ∈ D, (4.14) holds.
Indeed, suppose x ̸= T0(x). Then since u0(x)− u0(T0(x)) = |x− T0(x)|,
the pair (x, T0(x)) is in a transport ray. By Lemma 4.9 or Lemma 4.10, we
obtain that ∇u0(x) is aligned with the increasing direction of that ray, thus

∇u0(x) =
x− T0(x)
|x− T0(x)| .
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Thus, (4.14) holds on D, and µ(Ω \ D) = 0 since Ld(Ω \ D) = 0, and
µ≪ Ld.

Remark 4.13. We have shown in this proof that any optimal map T0 for
W1(µ, ν) can be modified on a µ negligible set so that, given a Kantorovich
potential u0 for W1(µ, ν), the set {x ∈ Ω | u0(x)− u0(T0(x)) = |x− T0(x)|}
is all of Ω. In the sequel we will often work with such T0.

The following lemma is an easy consequence of Lemma 4.12 and estab-
lishes that the sequence given in (4.9) is well defined independently of the
choice of Kantorovich potential un (Remark 4.4).

Lemma 4.14. Suppose that µ≪ Ld, T0 is an optimal transport map for W1(µ, ν),
and u0, ũ0 are Kantorovich potentials for W1(µ, ν). If ℓ0(T0) > 0, then µ almost
everywhere

∇u0(x) = ∇ũ0(x). (4.17)

Proof. Since ℓ0(T0) > 0, we have that x ̸= T0(x) for µ almost all x. Ap-
plying Lemma 4.12 separately to u0 and ũ0, we obtain (4.17) µ almost
everywhere.

It was first shown in [CFM02] that ∇u0 is actually Lipschitz away from
the endpoints of transport rays. To state this result formally we must
define the distance between a point z in a transport ray and the endpoints
of that ray. We will denote these distances as α(z) and β(z), as in [CFM02].
Specifically, for u0 ∈ 1-Lip(Ω), α, β : Ω→ R are defined by

α(x) = sup{|x− z| | z ∈ Ω, u0(x)− u0(z) = |x− z|}, (4.18)

β(x) = sup{|x− z| | z ∈ Ω, u0(z)− u0(x) = |x− z|}. (4.19)

We note that we have departed from the definition in [CFM02] by allowing
the supremum to be taken over all of Ω, rather than taking the supremum
for α and β over spt(ν) and spt(µ), respectively. Incidentally, this extension
guarantees that α and β are both finite and non-negative.

Note that if α(z) > 0 or β(z) > 0, z must be in at least one transport ray
of u0. If both are positive, z is on the interior of a unique ray by Corollary
3.8 from [San15], and consequently ∇u0(z) exists (see Lemma 4.9).

The proof of the following result on the Lipschitz regularity of ∇u0

away from the ray endpoints is contained in the proof of Lemma 22 of
[CFM02], however there it is stated with sufficiently specialized notation
that it may be helpful to provide a restatement and reproof here.

Proposition 4.15. Let u0 ∈ 1-Lip(Ω) and define, for j ∈N,

Aj = {z ∈ Ω | min(α(z), β(z)) > 1/j}. (4.20)
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Then z 7→ ∇u0(z) is Lipschitz on Aj with constant 4j.

Proof. Let z, z′ ∈ Aj. Note that since u0 ∈ 1-Lip(Ω), if |z− z′| ≥ 1
2j then

we have the trivial Lipschitz bound

|∇u0(z)−∇u0(z′)| ≤ 2 ≤ 4j|z− z′|. (4.21)

Hence, we focus on the case |z− z′| < 1
2j . In this case the Lipschitz constant

of u0 allows us to bound the variation in u0 on these points;

|u0(z)− u0(z′)| <
1
2j

. (4.22)

Set w′ = z′+ (u0(z)− u0(z′))∇u0(z′). By (4.22), we have that w′ and z′ are
on the same transport ray. Indeed, w′ is at most 1

2j away from z′, and z′

is at least 1
j from the endpoints of the transport ray it is contained in by

definition of Aj.
Since w′ and z′ are on the same transport ray, w′ lies on the same level

set of u0 as z. Indeed, using Lemma 4.9,

u0(w′) = u0(z′ + (u0(z)− u0(z′))∇u0(z′)),

= u0(z′) + (u0(z)− u0(z′)),

= u0(z).

Since both w′ and z are interior points of their transport rays and are on
the same level set of u0 we can then invoke Lemma 16 from [CFM02] to
obtain that

|∇u0(w′)−∇u0(z)| ≤
1
σ
|w′ − z|,

where σ is the minimal distance from w′ or z to the endpoints of its
transport ray; by construction this is at least 1

2j . Hence,

|∇u0(w′)−∇u0(z)| ≤ 2j|w′ − z|.

Given that ∇u0(w′) = ∇u0(z′), we therefore have

|∇u0(z′)−∇u0(z)| ≤ 2j|z′ − z|+ 2j|w′ − z′|. (4.23)

Estimating the last term,

|w′ − z′| = |u0(w′)− u0(z′)|,
= |u0(z)− u0(z′)|,
≤ |z− z′|,
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whence (4.23) gives us

|∇u0(z′)−∇u0(z)| ≤ 4j|z′ − z|

for all |z′− z| ≤ 1
2j . Combining this with (4.21), we obtain that z 7→ ∇u0(z)

is Lipschitz on Aj with constant 4j.

4.5.2 Proof of Theorem 4.3

In this section we will provide a proof of Theorem 4.3. We will do so
by first establishing the effects of one iteration of TTC. This result in-
cludes a formula for the density of (I − ηn∇u0)#µ, which may be useful
in applications.

Proposition 4.16. Suppose that µ≪ Ld and let u0 be a Kantorovich potential
for W1(µ, ν). Set µ̃ = ( f0)#µ where f0 is a Borel map which coincides with
I − η0∇u0 except on a Borel negligible set. Let T0 be an optimal transport map
for W1(µ, ν). If

η0 < ℓ0(T0), (4.24)

then

(i) u0 is a Kantorovich potential for the pair (µ̃, ν),
(ii) W1(µ̃, ν) = W1(µ, ν)− η0,

(iii) The measure µ̃ has density ρ̃ satisfying, for µ almost all x,

ρ̃( f0(x)) = ρ(x)|Id + η0∇2u0( f0(x))|, (4.25)

where ρ(x) is the density for µ, Id is the d-dimensional identity matrix,
∇2u0 is the Hessian of u0, and | · | denotes the matrix determinant.

(iv) Set g0 : Ω → Rd as a Borel map equal to I + η0∇u0 except on a Borel
negligible set. Then T1 := T0 ◦ g0 is an optimal map for the pair (µ̃, ν) and

ℓ0(T1) ≥ ℓ0(T0)− η0.

Since the proof of Proposition 4.16 is long, we have separated it into
several parts.

Proof of Proposition 4.16 parts (i) and (ii). Both properties will be proved si-
multaneously by the Kantorovich-Rubinstein formula. Recall that without
loss of generality we may assume that T0 is such that

{x ∈ Ω | u0(x)− u0(T0(x)) = |x− T0(x)|} = Ω.
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Since u0 ∈ 1-Lip(Ω), the Kantorovich-Rubinstein formula gives

W1(µ̃, ν) ≥
∫

Ω
u0(x)dµ̃−

∫
Ω

u0(y)dν,

=
∫

Ω
u0( f0(x))dµ−

∫
Ω

u0(y)dν,

=
∫

Ω
u0

(
x− η0

x− T0(x)
|x− T0(x)|

)
dµ−

∫
Ω

u0(y)dν.

The last line follows because (4.24) gives that x ̸= T0(x) µ almost every-
where, and hence by Lemma 4.12,

∇u0(x) =
x− T0(x)
|x− T0(x)|

µ almost everywhere. By (4.24) and Lemma 4.9 we get that µ almost
everywhere,

u0

(
x− η0

x− T0(x)
|x− T0(x)|

)
= u0(x)− η0.

Substituting this into our calculation, we obtain

W1(µ̃, ν) ≥
∫

Ω
(u0(x)− η0)dµ−

∫
Ω

u0dν,

= W1(µ, ν)− η0, (4.26)

the last equality holding because u0 is a Kantorovich potential for the pair
(µ, ν).

We will now show that the right hand side of (4.26) is also an upper
bound on W1(µ̃, ν). Observe that the plan

γ := ( f0, T0)#µ

is in Π(µ̃, ν). Therefore,

W1(µ̃, ν) ≤
∫

Ω
|x− y|d( f0, T0)#µ,

=
∫

Ω
| f0(x)− T0(x)|dµ,

=
∫

Ω
|x− T0(x)− η0

x− T0(x)
|x− T0(x)| |dµ.

In the last line we have again used Lemma 4.12. Using (4.24) again, we
obtain that

W1(µ̃, ν) ≤
∫

Ω
|x− T0(x)|dµ− η0 = W1(µ, ν)− η0, (4.27)
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where here we have used optimality of T0. Equality of the lower bound in
(4.26) and the upper bound in (4.27) mean that the inequalities are actually
equalities, proving that u0 is a Kantorovich potential for W1(µ̃, ν) and that
W1(µ̃, ν) = W1(µ, ν)− η0.

We are now ready to prove part (iii) of Proposition 4.16. Our proof is
just an integration by substitution to calculate the density ρ̃ of µ̃ given the
density ρ of µ, but we must be careful because our change of variables can
be irregular near the ends of transport rays. The main idea is to remove µ

negligible sets from Ω until we can apply the Area Formula to compute ρ̃.

Proof of Proposition 4.16 part (iii). Let E be a Borel set. Then with ρ as the
density of µ with respect to Ld,

µ̃(E) =
∫

f−1
0 (E)

ρ(x)dx.

By (4.24) there exists ϵ > 0 such that η0 + ϵ < ℓ0(T0). For this ϵ, define

F = {x ∈ Ω | |x− T0(x)| > η0 + ϵ}. (4.28)

F is Borel and has full µ measure by (4.24). Set also B = β−1(0), which
is the set of points that are either not in a transport ray, or at the upper
endpoint of a transport ray; by Lemma 4.18, B is a Borel set. Finally, let
U be a Borel set such that Ld(Ω \U) = 0 and f0 = I − η0∇u0 on U. We
claim that

P := (Ω \ B) ∩ F ∩U (4.29)

has full µ measure. We are interested in P because for all x ∈ P, x must
be in a transport ray1 which has descending length at least η0 by virtue
of being in F. Further, x must not be at the upper endpoint of that ray
because x ∈ Ω \ B. Finally, x ∈ U guarantees that f0(x) = x −∇u0(x).
Using Proposition 4.15, this will be the set where our change of variables
is sufficiently regular.

Since F and U have full µ measure, to show that P has full measure we
need only show that

µ(B ∩ F) = 0. (4.30)

If x ∈ F, however, x must be in a transport ray of u0, and if in addition
x ∈ B, then x must be the upper endpoint of that ray. The set of endpoints
of transport rays is Borel with measure 0,2 and hence µ measure 0 since

1 Recall that without loss of generality, u0(x)− u0(T0(x)) = |x− T0(x)| for all x ∈ Ω
2 For one proof of this fact, see Lemma 25 of [CFM02]. Note that here the definition of

transport rays is slightly different, as it makes reference to the support of µ and ν. This is
not a significant issue, however, as the same proof technique establishes the required result
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µ≪ Ld. Thus (4.30) holds, and hence P has full µ measure. We therefore
obtain

µ̃(E) =
∫

P∩ f−1
0 (E)

ρ(x)dx.

We can write P∩ f−1
0 (E) as the image of I + η∇u0 on a certain set. Indeed,

P ∩ f−1
0 (E) = (I + η0∇u0)( f0(P) ∩ E). (4.31)

To prove (4.31), note that on P we have (I + η0∇u0)( f0(x)) = x. This
holds because x ∈ P implies that both x and f0(x) = x − η0∇u0(x) are
on the interior of the transport ray containing x and T0(x), and hence
by Lemma 4.9, ∇u0( f0(x)) exists and agrees with ∇u0(x). This implies
(I + η0∇u0)( f0(x)) = x. So,

P ∩ f−1
0 (E) = (I + η0∇u0)( f0(P ∩ f−1

0 (E))), (4.32)

from which (4.31) follows.
As a consequence of the Area Formula (Theorem 3.2.5. from [Fed14]), if

ρ : Rd → R is Lebesgue measurable, A ⊂ Rd is Lebesgue measurable, and
g : A→ Rd injective and Lipschitz on A, we have∫

g(A)
ρ(y)dy =

∫
A

ρ(g(x))|Dg(x)|dx,

where |Dg(x)| denotes the absolute value of the determinant of the
Jacobian of g. Thus, provided f0(P) ∩ E is Lebesgue measurable and
(I + η0∇u0) is injective and Lipschitz on this set, this gives∫

(I+η0∇u0)( f0(P)∩E)
ρ(x)dx =

∫
f0(P)∩E

ρ(x + η0∇u0(x))|Id + η0∇2u0(x)|dx.

Assuming we have this formula, we obtain

µ̃(E) =
∫

E
1 f0(P)(x)ρ(x + η0∇u0(x))|Id + η0∇2u0(x)|dx.

Hence, µ̃≪ Ld with integrable density

ρ̃(x) = 1 f0(P)(x)ρ(x + η0∇u0(x))|Id + η0∇2u0(x)|.

Evaluating this formula at f0(x) for x ∈ P, we get (4.25), and part (iii) of
Proposition 4.16 is proved. Hence, it only remains to prove that f0(P) ∩ E

for our setting. For a more general proof which works with our definition of transport
rays, see Lemma 3.1.8 [Kla17].
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is Lebesgue measurable, and that (I + η0∇u0) is injective and Lipschitz
on this set. These facts are proved in Lemma 4.17 and Lemma 4.20.

Lemma 4.17. The set f0(P) is Lebesgue measurable. Thus, since E is Borel,
f0(P) ∩ E is Lebesgue measurable.

Proof. By definition of B we have β > 0 on P. So, defining

Bj = β−1
([

1
j
, ∞
))

, j ≥ 1,

we obtain that P =
⋃∞

j=1 P ∩ Bj. Hence,

f0(P) =
∞⋃

j=1

f0(P ∩ Bj).

For all j ≥ 1, P ∩ Bj is Lebesgue measurable because P is Borel and β is an
upper semi-continuous function (see Lemma 4.18). Hence, if f0 is injective
and Lipschitz on P ∩ Bj, then Proposition 262E of [Fre00] will give us that
f0(P ∩ Bj) is Lebesgue measurable for all j, proving the lemma.

In fact, f0 is obviously injective on P since (I + η0∇u0)( f0(x)) = x
for all x ∈ P. That f0 is Lipschitz on P ∩ Bj follows from the fact that
f0 = I − η0∇u0 on P together with Proposition 4.15. Indeed, by definition
of P, α(x) > η0 on P, and by definition of Bj, β(x) ≥ 1/j. Hence, there
exists k such that P ∩ Bj ⊂ Ak, and thus f0 is Lipschitz on P ∩ Bj.

Lemma 4.18. If Ω is compact, the functions α and β are upper semi-continuous.

Remark 4.19. The proof is almost identical to that of Lemma 24 in [CFM02].
Indeed, the only difference is that our α and β are defined using the
supremum over the compact set Ω, as opposed to spt(ν) and spt(µ),
respectively. But compactness is the only essential ingredient in the proof
of Lemma 24 from [CFM02], so there is practically no change to the
argument.

Proof. We will only prove the result for β, as the result for α is quite
similar. Let (xn)n be a sequence in Ω such that limn→∞ xn = x0 and
limn→∞ β(xn) = β0. We seek to prove that

β(x0) ≥ β0.

We note that since Ω is compact, β(x) < ∞ for all x. By definition, for each
n there exists zn ∈ Ω such that

β(xn)−
1
n
≤ |zn − xn| = u0(zn)− u0(xn).
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Since Ω is compact, a subsequence of the zn converges to some z0 ∈ Ω.
Taking the limit of the preceding equation under this subsequence, and
using continuity of u0,

β0 ≤ |z0 − x0| = u0(z0)− u0(x0).

As such, |x0− z0| ≤ β(x0), establishing the desired inequality and proving
that β is upper semi-continuous.

Lemma 4.20. The function I + η0∇u0 is injective and Lipschitz on f0(P).

Proof. By definition of f0 and P we obtain that

inf
x∈P

min(α( f0(x)), β( f0(x))) > 0.

Thus, there exists j such that f0(P) ⊂ Aj, and hence by Proposition 4.15

I + η0∇u0 is Lipschitz on f0(P).
To see that I + η0∇u0 is injective on f0(P), let x1, x2 ∈ P such that

(I + η0∇u0)( f0(x1)) = (I + η0∇u0)( f0(x2)).

Since (I + η0∇u0)( f0(x)) = x for x ∈ P, we immediately obtain f0(x1) =

f0(x2), and hence (I + η0∇u0) is injective on f0(P).

Part (iv) of Proposition 4.16 now follows easily.

Proof of Proposition 4.16 part (iv). We start by claiming that g0 ◦ f0 = I µ

almost everywhere. Indeed, let V ⊂ Ω be a Borel set such that Ld(Ω \V) =

0 and g0 = I + η0∇u0 on V. Recalling the set P from (4.29), we claim that

g0( f0(x)) = x, ∀x ∈ P ∩ f−1
0 (V).

This holds since x ∈ f−1
0 (V) means that g0( f0(x)) = (I + η0∇u0)( f0(x)),

which we have already shown equals x on P. To see that the set P∩ f−1
0 (V)

has full µ measure, recall first that we’ve already shown that µ(Ω \ P) = 0.
Moreover,

µ(Ω \ f−1
0 (V)) = µ( f−1

0 (Ω \V)),

= µ̃(Ω \V),

= 0,

the last line holding since Ld(Ω \ V) = 0, and since we have shown in
part (iii) of Proposition 4.16 that µ̃≪ Ld.



4.5 the algorithm and convergence analysis 101

Thus, g0 ◦ f0 = I µ almost everywhere, so

(T1)#µ̃ = (T0 ◦ g0)#( f0)#µ,

= (T0)#µ,

= ν.

This shows that T1 is an admissible map for transporting µ̃ to ν. Its cost is∫
Ω
|x− T1(x)|dµ̃ =

∫
Ω
| f0(x)− T0(x)|dµ,

=
∫

Ω
|x− T0(x)− η0

x− T0(x)
|x− T0(x)| |dµ.

Applying (4.24) we get∫
Ω
|x− T1(x)|dµ̃ =

∫
Ω
|x− T0(x)|dµ− η0 = W1(µ̃, ν),

and hence T1 is optimal. In the course of proving this we have shown that
µ almost everywhere

| f0(x)− T1( f0(x))| = |x− T0(x)| − η0.

As such,
µ({x | | f0(x)− T1( f0(x))| < ℓ0(T0)− η0}) = 0.

Hence
µ̃({x | |x− T1(x)| < ℓ0(T0)− η0}) = 0,

which implies ℓ0(T1) ≥ ℓ0(T0)− η0.

With Proposition 4.16 now proven, we now iterate it to prove our main
convergence result, Theorem 4.3.

Proof of Theorem 4.3. We begin by claiming that for all n ∈ {0, 1, . . . , N(θ))

we have

(i) u0 is a Kantorovich potential for the pair (µn, ν),
(ii) W1(µn, ν) = (1− θ)nW1(µ0, ν),

(iii) µn ≪ Ld, and,
(iv) for n > 0 and setting Tn := Tn−1 ◦ gn−1 with gn−1 a Borel map almost

everywhere equal to I + ηn−1∇u0(x), Tn is an optimal transport map
from µn to ν satisfying

ℓ0(Tn) ≥ ℓ0(T0)−W1(µ0, ν)(1− (1− θ)n).
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Points (i - iv) will be proven simultaneously by induction. The base case
is true by definition. For the inductive step, suppose that (i - iv) hold for
index n− 1. We will then check that the conditions of Proposition 4.16

hold with µn−1 as µ, µn as µ̃ and Tn−1 as the optimal map from µn−1 to ν.
Note that by definition of N(θ), our inductive assumption guarantees that
ℓ0(Tn−1) > 0, and hence via Lemma 4.14 we have that fn−1 = I− ηn−1∇u0

almost everywhere.
The only condition in Proposition 4.16 which must be checked is that

ηn−1 < ℓ0(Tn−1). (4.33)

But, by our inductive assumption we have that

ℓ0(Tn−1) ≥ ℓ0(T0)−W1(µ0, ν)(1− (1− θ)n−1).

Hence, the inequality (4.33) will hold if

ℓ0(T0)−W1(µ0, ν)(1− (1− θ)n−1) > ηn−1.

Writing ηn−1 = θ(1− θ)n−1W1(µ0, ν) and rearranging, this is equivalent to

(1− θ)n > 1− ℓ0(T0)

W1(µ0, ν)
.

Taking logarithms in base 1− θ we see that n satisfies this inequality if
and only if

n < log1−θ (1− ℓ0(T0)/W1(µ0, ν)) . (4.34)

Hence, if

n ≤ ⌈log1−θ (1− ℓ0(T0)/W1(µ0, ν))⌉ − 1 = N(θ),

we have (4.33). Thus we may apply Proposition 4.16, from which points i
and iii are immediate. From (ii) in Proposition 4.16 we obtain

W1(µn, ν) = W1(µn−1, ν)− θW1(µn−1ν),

= (1− θ)nW1(µ0, ν),
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which proves ii. Finally, iv follows from part (iv) of Proposition 4.16,
together with the computation

ℓ0(Tn) ≥ ℓ0(Tn−1)− ηn−1,

≥ ℓ0(T0)−W1(µ0, ν)(1− (1− θ)n−1)

− θ(1− θ)n−1W1(µ0, ν),

= ℓ0(T0)−W1(µ0, ν)(1− (1− θ)n).

Thus we have proven claims i-iv. As we claimed in Theorem 4.3, this
confirms that for each n ∈ {0, . . . , N(θ)}, µn ≪ Ld. Further, we have
that u0 is a Kantorovich potential for W1(µn, ν) and there is an optimal
transport map Tn for W1(µn, ν) with ℓ0(Tn) > 0. In addition (4.10) is
proved, as it is claim ii. Finally, since

W1(µN(θ), ν) = (1− θ)N(θ)W1(µ0, ν),

=
W1(µ0, ν)

1− θ
(1− θ)N(θ)+1,

and
N(θ) + 1 ≥ log1−θ (1− ℓ0(T0)/W1(µ0, ν)) , (4.35)

we obtain that

W1(µN(θ), ν) ≤ W1(µ0, ν)− ℓ0(T0)

1− θ
,

as claimed.

We have proven Theorem 4.3, which determines W1(µn, ν) precisely
up to N(θ). Beyond this iteration it is unclear whether or not continued
descent on Kantorovich potentials will lead to further convergence to ν.
It is also unclear if absolute continuity of µn is retained. Based on our
experiments (Section 4.6), however, this does not appear to be an issue, as
repeated iterations tend to improve performance for all applications.

4.5.3 Practical implementation of TTC

To apply TTC we must compute for each n a Kantorovich potential un

for W1(µn, ν). We did so in practice by training standard critic neural
networks from the literature using the one sided gradient penalty from
[GAA+

17] with a large value of the gradient penalty coefficient (λ = 1000).
This reduces the influence of the congestion penalty in (CPλ), pushing
the problem closer to the standard Wasserstein 1 problem (see the proof
of Lemma 2.11). In practice we found that this value of λ stabilizes the
estimates of W1(µn, ν) and the training of TTC; using smaller values of
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λ leads to inflated estimates of W1(µn, ν), leading to overly large step
sizes and unstable training. This is confirmed by our analysis in Theo-
rem 2.1, which shows that at best the optimal value of the critic learning
problem (GPλ) converges to W1(µn, ν) like O(λ−1). We note that this is a
much larger value of λ than the value λ = 10 typically used in practice
([GAA+

17, LÖS18, MCÖS21]).
In order to train a critic in this way it is necessary to be able to sample

both µn and ν. For µn, we draw an initial point x0 from µ0, and apply
gradient descent maps from the sequence of critics we have already trained.
Precisely, a sample x ∼ µn is obtained via the formula

x = (I − ηn−1∇un−1) ◦ . . . ◦ (I − η0∇u0)(x0). (4.36)

Note that in light of (4.36), we can view TTC as building up a generator
layer by layer using the gradients of the critics, as in [NS18].

Observe that according to Theorem 4.3, the initial u0 will be a Kan-
torovich potential for the pair (µn, ν) until ηn is larger than the minimal
transport distance for that pair, and hence could be re-used as the critic.
In our implementation of TTC, however, we train a new critic at each
step. This is for two reasons. First, since the minimal transport distance
is unknown to us, it would be difficult to know when we should begin
re-training u0. Second, since u0 is parametrized by a neural network, it
may not be precisely equal to the ideal Kantorovich potential. Motivated
by Theorem 4.3, however, we initialize the parameters of un at the pa-
rameters of the preceding critic un−1, which we found leads to improved
performance.

We note again that an approximation of the value of W1(µn, ν), which
determines our step size ηn, is available as a by-product of training a
critic, so this choice of adaptive step size requires no extra computation in
practice. More precisely, we use the negative of the minimal value of the
functional from WGAN-GP [GAA+

17], that is

W1(µn, ν) ≈ 1
M

M

∑
j=1

un(xj)− un(yj)− λ(|∇un(zj)| − 1)2
+, (4.37)

where the xj and yj are samples from µn and ν respectively, M is the
mini-batch size, zj is a random convex combination of xj and yj as in
[GAA+

17] and (a)+ = max(0, a). Depending on the mini-batch size M the
value of (4.37) can vary considerably across mini-batches, so we compute
an average over the final 100 mini-batches used to train the critic un. The
method for training TTC is summarized in Algorithm 2.
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Algorithm 2: TTC Training

Data: Samples from source µ and target ν, untrained critics (un)
N−1
n=0

with parameters (wn)
N−1
n=0 , gradient penalty coefficient λ,

number of critic iterations C, batch size M, Adam parameters
(ϵc, β1, β2).

Result: A distribution µn which can be sampled using µ,
(un)

N−1
n=0 , (ηn)

N−1
n=0 via (4.36).

for n ∈ {0, . . . , N − 1} do
for i ∈ {1, . . . , C} do

for j ∈ {1, . . . , M} do
Sample xj ∼ µ0, yj ∼ ν, tj ∼ U([0, 1]);
for k ∈ {0, . . . , n− 1} do

xj ← xj − ηk∇uk(xj);
end
zj ← (1− tj)xj + tjyj;
Lij ← un(yj)− un(xj) + λ(|∇un(zj)| − 1)2

+;
end

Li ← 1
M

M

∑
j=1

Lij ;

wn ← Adam(Li, ϵc, β1, β2) ;
end

ηn ← −θ
100

C

∑
i=C−99

Li;

end
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4.6 experiments

We apply TTC to two-dimensional toy problems, image generation, trans-
lation, and denoising. Regarding image generation, we test TTC against
WGAN-GP for a fixed generator and discriminator on three standard
datasets and show that TTC produces more realistic images, as measured
by lower FID. We then apply TTC to the translation of photographs to
Monet paintings using the datasets in [ZPIE17]. We finish with an applica-
tion of TTC to image denoising inspired by [LÖS18]. Code for all exper-
iments is available at https://github.com/tmilne5/Trust-the-Critics
and https://github.com/tmilne5/TTC_toy_examples.

4.6.1 TTC toy examples

As a first demonstration of TTC, we apply it to the task of transporting
simple probability distributions in R2. The initial distributions µ and ν we
test are displayed in the leftmost column of Figure 4.1, in orange and blue
respectively. We applied Algorithm 2 to these distributions with N = 60
critics, gradient penalty λ = 1000, number of critic iterations C = 1000,
and batch size M = 64. For our step size parameter θ, we used the value
of 1. This choice guarantees that some points in µ will overshoot their
targets under the optimal transport unless every point moves the same
distance. In practice, however, we found that performance is improved by
this choice of θ, indicating that this overshooting is not a serious problem.
Further, we found it effective to impose a minimum step size on TTC
of 0.05 for these experiments, as otherwise the step size can become too
small before some outliers are properly transported to the support of
ν. For the critic architecture we used a simple two layer neural network
with 128 hidden units and ReLU non-linearities. Note that the GitHub
link provided in the introduction to this section also includes the exact
arguments provided to the code necessary to generate these figures, as
well as animations depicting the evolution of the measures µn over the
steps of TTC for the examples in Figure 4.1 and more.

Figure 4.1 shows that TTC is able to effectively transport each source
distribution µ to each target ν. Note also that it has no issues with splitting
up connected components of the source data (see the first and third row).
This property, which is shared with the technique in [MTOL20], is a
key advantage over standard GAN approaches, where the continuity of
the generator implies that the generated distribution can have no more
connected components than the original noise distribution. TTC does
not have this topological constraint, as the map x 7→ ∇u0(x) can be
discontinuous.

https://github.com/tmilne5/Trust-the-Critics
https://github.com/tmilne5/TTC_toy_examples
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Figure 4.1: The results of applying TTC to simple two-dimensional problems.
Left Column: scatter plots of the initial “fake” distribution µ and
the “real” distribution ν for three examples. Middle Column: Scatter
plots obtained from modifying µ with 10 steps of TTC. Right Column:
Scatter plots obtained after 60 steps of TTC. The algorithm works
well for each example, as in each case the transformed version of µ is
almost indistinguishable from the distribution ν.
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4.6.2 Comparison to WGAN-GP

Here we compare TTC to WGAN-GP on the tasks of generating the
MNIST [LBBH98], FashionMNIST (abbreviated here as F-MNIST) [XRV17],
and CIFAR-10 [KH+

09] datasets. We select the InfoGAN architecture
[CDH+

16] for our generator and discriminator. We train each generative
technique for a fixed number of epochs (100 for MNIST/F-MNIST, and
200 for CIFAR-10). In order to have a fair starting point, when training
TTC we initialize the source distribution µ0 to be the output of the corre-
sponding untrained generator from WGAN-GP; thus, the initial FIDs for
both techniques are equal when given the same initialization. We also run
a similar experiment for TTC that uses the standard normal distribution
on Rd as the source µ0. The hyperparameters for TTC and WGAN-GP for
each experiment are summarized in Table 4.2. Where possible, the same
hyperparameters are used for both techniques. Important exceptions to
this are θ and ϵg (the generator learning rate) which are specific to TTC
and WGAN-GP, respectively, and strongly impact performance. Both of
these hyperparameters are optimized via a grid search for each dataset,
and the best performing value is used for all experiments. For all datasets
and algorithms we measure performance by calculating the FID using a
PyTorch implementation [Sei20] every n epochs (n = 10 for MNIST/F-
MNIST, and n = 20 for CIFAR-10). FIDs are computed by generating a
set of 10,000 images and comparing these to the standard test set from
each dataset. Both techniques are trained using five random initializations,
and the average values of the best FID over each training run are recorded
in Table 4.3. The FID values in Table 4.3 give support to the idea that
fixing misalignment between −∇u0 and the movement of generated data
improves performance. Some examples of generated images are given in
Section 4.9.2.

4.6.3 Image translation

By simply changing the source and target distributions we can use TTC for
image translation. We demonstrate this here using datasets from [ZPIE17].
Specifically, we used their Photograph dataset as µ0, rescaled to have
h = w = 128, and used their Monet dataset as ν, with each target image
taken as a random crop of a Monet painting with h = w = 128. Since the
InfoGAN discriminator we used in Section 4.6.2 is not appropriate for
images of this size, here we choose the SNDCGAN discriminator from
[KLZ+

19] (see also [MKKY18]).
Besides making N = 30 and M = 16 the hyperparameters for this

application are exactly the same as in Table 4.2. An example photograph
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Dataset TTC WGAN-GP

N C θ ϵg

MNIST 20 5000 0.9 0.001

F-MNIST 20 5000 0.9 0.001

CIFAR-10 40 5000 0.9 0.0005

Table 4.2: Experimental setup for comparing WGAN-GP to TTC. The symbols
ϵc, ϵg represent the learning rates of the critic and generator, respectively.
The values of the parameters in Algorithm 2 were taken to be λ =
1000, M = 50, ϵc = 0.0001, β1 = 0.5, β2 = 0.999 for all experiments and
both techniques. Note that twice as many critics are used for CIFAR-
10 experiments on TTC since twice as many epochs of training are
available.

Dataset WGAN-GP TTC 1 TTC 2

MNIST 20.9± 0.6 19.0± 1.5 18.0± 0.3

F-MNIST 26.9± 1.6 22.2± 0.7 22.1± 0.5

CIFAR-10 29.2± 0.7 28.7± 0.6 27.3± 0.6

Table 4.3: Best FIDs (lower is better) obtained over the course of training for
WGAN-GP and TTC. TTC 1 uses an untrained generator to create the
source µ0, while TTC 2 starts from a standard normal distribution on
Rd. The FIDs are reported as mean ± standard deviation, with statistics
computed over five training runs. TTC reliably produces better FID
values than WGAN-GP for all datasets; the improvement is magnified
when using the standard normal distribution on Rd as µ0.
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Figure 4.2: An example of TTC applied to translating landscape photos into
Monet paintings.

x0 and the result of applying (4.36) to it with n = 30 is given in Figure 4.2;
additional examples can be found in Section 4.9.3.

4.6.4 Image denoising

To further demonstrate the multipurpose flexibility of TTC, we apply it to
restore images that have been corrupted with Gaussian noise. Specifically,
we follow the experimental framework of [LÖS18], where ν consists of
random crops of the BSDS500 dataset [AMFM10], and µ0 is ν corrupted
by adding i.i.d. Gaussian noise with standard deviation σ̃. In this setting
TTC bears an interesting relation to [LÖS18]. In that paper a critic u0 is
obtained using the method from [GAA+

17] for the pair (µ0, ν), which is
then used as a learned regularizer in an inverse problem. This is applied
to image denoising in the following way; given a noisy observation x0, a
denoised version is obtained by solving the minimization problem

min
x∈Ω

1
2
|x− x0|2 + ηu0(x), (4.38)

For best results the parameter η is estimated from the noise statistics when
the noise model is known a priori. We note that TTC requires no such
model since η is chosen as θW1(µ, ν), and so is calculated directly from
the data. The next proposition shows that provided η is small enough the
solution to (4.38) is equivalent to the solution obtained from a single step
of TTC with step size η. As such, in this context TTC can be thought of as
an iterated form of the technique in [LÖS18], where the critic is updated
after each reconstruction step.
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Proposition 4.21. Let Ω be convex, and suppose that T0 and u0 are respectively
an optimal transport map and Kantorovich potential for W1(µ, ν). If η < ℓ0(T0),
then for µ almost all x0 there is a unique solution to (4.38) given by

x1 = x0 − η∇u0(x0). (4.39)

Proof. Since u0 ∈ 1-Lip(Ω), the minimal value of (4.38) is bounded below
by

min
x∈Rd

1
2
|x− x0|2 − η|x− x0|+ ηu0(x0) = ηu0(x0)−

1
2

η2. (4.40)

The equality above follows by minimizing the one-dimensional function
z 7→ 1

2 z2 − ηz over non-negative z, which has minimizer z = η. By as-
sumption, for µ almost all x0 we have |x0 − T0(x0)| ≥ η, and the segment
[x0, T0(x0)] is contained in a transport ray of u0. In addition, for µ almost
all x0 Lemma 4.12 gives us that |∇u0(x0)| = 1. Thus, by Lemma 4.9, we
get

1
2
|η∇u0(x0)|2 + ηu0(x0 − η∇u0(x0)) = ηu0(x0)−

1
2

η2. (4.41)

Noting that x0 − η∇u0(x0) ∈ Ω by convexity of Ω, we get that x0 −
η∇u0(x0) obtains the minimal value of (4.38). For uniqueness, observe
that any minimizer x∗ distinct from x0 − η∇u0(x0) must satisfy

u0(x∗) = u0(x0)− |x∗ − x0|, (4.42)

and thus x0 must exist at the intersection of at least two transport rays. The
set of x0 for which this can occur is negligible, completing the proof.

For a fair comparison of our results against the denoising technique
in [LÖS18] we use a discriminator from [LÖS18] for this application. For
TTC’s hyperparameters, we use N = 20, M = 16 and θ = 0.7, with all
other hyperparameters as given in Table 4.2; interestingly, we found in this
case that the performance is quite insensitive to variations in θ. Table 4.4
shows mean PSNR values over a set of 128x128 crops from a held out
test set from BSDS500 with 200 images. Figure 4.3 shows one denoised
example; additional examples are in Section 4.9.4. Though our PSNR
values are somewhat lower than the state of the art (e.g. [MSZC20]), we
feel that they provide a strong proof of concept given that we use unpaired
data, we have no noise model (which they assume in [MSZC20]), and that
our technique was not specifically designed for image denoising.
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Average PSNR (dB)

σ̃ Noisy Image Adv. Reg. [LÖS18] TTC

0.1 20.0± 0.03 27.1± 0.7 29.9± 2.2

0.15 16.5± 0.03 24.6± 0.7 27.9± 2.3

0.2 14.0± 0.03 22.9± 0.6 26.4± 2.4

Table 4.4: Results for denoising experiments. PSNR values are reported as mean
± standard deviation, where the statistics are computed over the test
set. In addition to having higher mean performance over the test set,
TTC gives an improved PSNR for every image in the test set.

Figure 4.3: A single restored image from BSDS500 from noise level σ̃ = 0.15.
From left to right: original image, noisy image (PSNR = 16.4), restored
image using [LÖS18] (PSNR = 24.5), restored image using TTC (PSNR
= 27.0).
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4.6.5 Discussion of limitations

In this section we will discuss the limitations of TTC. Disadvantages of
this algorithm are its memory and time complexity, which are O(N) and
O(N2), respectively. Nevertheless, standard critic architectures for WGAN-
GP are typically simpler than their corresponding generators, so TTC can
be faster than traditional WGAN-GP for low N. In fact, we were able to
generate high quality images in comparable time to WGAN-GP without
implementing ideas to reduce the time and memory complexity.

TTC has outperformed WGANs in our experiments. However, given the
results of [LKM+

18] showing that with enough hyperparameter optimiza-
tion and random restarts many generative models achieve comparable
performance to each other, it would be interesting to test whether the same
trend holds for TTC versus WGANs.

4.7 ttc-discriminative stopping

In spite of the empirical success of TTC, the algorithm does not have full
convergence guarantees. This stems from the possibility of the current
step size ηn = θW1(µn, ν) making some points overshoot their targets
under the optimal transport, which may cause W1(µn+1, ν) to be greater
than W1(µn, ν). Moreover, the distribution µn+1 that is obtained when this
overshooting occurs may no longer be absolutely continuous, as the map
I − η∇un is only invertible if it does not cause any point to move off the
end of a transport ray.

In this section we describe a modification to TTC with full convergence
guarantees, including a geometric rate of convergence for a specific choice
of step size. Specifically, we develop a pointwise test which, when validated
for a given data point, indicates that a given step will not cause a datapoint
to overshoot its target under the optimal transport. Points that fail this test
are simply not moved, justifying the name TTC-Discriminative Stopping
(TTC-DS) for this procedure.

The effectiveness of our pointwise test for estimating transport length
depends on an assumption of the source data µ being absolutely con-
tinuous with respect to Lebesgue measure, and the target data ν being
supported on a sub-manifold M ⊂ Rd of codimension at least 2. This is a
common setting in computer vision applications, where the target data is
often hypothesized to be constrained to a low dimensional sub-manifold of
the ambient space. The fact that the optimal transport map in this setting
sends a high dimensional space to a lower dimensional one means that
most transport rays collide with others when they intersect M, and thus
given x one can determine the distance to T0(x) merely by looking for the
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end of the transport ray x is in. As a consequence of this we prove that the
optimal transport map for the Wasserstein 1 distance is essentially unique,
generalizing a result of [HS20].

We do not test this approach in practice, as it relies strongly on being
able to compute an exact Wasserstein 1 Kantorovich potential in a way that
TTC does not. Instead, we include this algorithm here for its theoretical
interest as well as in case future work provides a reliable way to compute
exact Kantorovich potentials for the Wasserstein-1 distance.

4.7.1 The algorithm and convergence analysis

Let Ω ⊂ Rd be a convex compact set, and let µ, ν ∈ P(Ω). We assume
that µ≪ Ld, the d-dimensional Lebesgue measure, and that spt(ν) ⊂ M,
where M is a C1 submanifold of Rd with codimension at least 2. Suppose
that we have access to a Kantorovich potential u0 ∈ C(Ω). Recall the
functions α and β ((4.18), (4.19)), which measure the longest distance from
a point x to the lower and upper endpoints, respectively, of any transport
rays that x is in. Note that the assumption µ≪ Ld provides the existence
of a unique ray monotone optimal transport map T0 for the cost W1(µ, ν).

We now define a map which will form the basis for TTC-DS. This map
is related to the map f0 from Proposition 4.16; it is slightly more elaborate,
however, as it does not move any points x for which α(x) < η.

Definition 4.22. Let δ ∈ (0, 1) and η > 0 be parameters. Given a Kan-
torovich potential u0 : Ω→ R for W1(µ, ν), define f̃η : Ω→ Rn as a Borel
map satisfying, almost everywhere,

f̃η(x) =

{
x− δη∇u0(x) if α(x) ≥ η,

x if α(x) < η.
(4.43)

The parameter δ ∈ (0, 1) is included so as to avoid f̃η sending a point
x to the end of its transport ray. This is done so that when µ is restricted
to the set α ≥ η, the map f̃η descends the Kantorovich potential u0 with
a step size that is strictly less than the minimal transport distance. This
makes it possible to leverage Proposition 4.16 when proving statements
about ( f̃η)#µ. To not clutter the notation, we ignore the dependence of f̃η

on δ, which will be kept as a constant.
We now state our results on the convergence of µn to ν for the step

size selection method from TTC. In addition, we obtain convergence for a
distinct step size selection rule (4.45) with a geometric rate.

Theorem 4.23. Let Ω ⊂ Rd be a convex compact set, and let µ, ν ∈ P(Ω).
Assume that µ ≪ Ld, and that spt(ν) ⊂ M, where M is a C1 submanifold of
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Rd with codimension at least 2. Let u0 be a Kantorovich potential for W1(µ, ν).
For a sequence of non-negative step sizes (ηn)∞

n=1 to be determined, define

µn+1 = ( f̃ηn)#µn, (4.44)

where µ0 := µ. Then for each n ∈ {0, 1, . . .}
(i) µn ≪ Ld,

(ii) u0 is a Kantorovich potential for W1(µn, ν), and,
(iii) There is a µn almost everywhere unique optimal transport map Tn for

W1(µn, ν).

For the following choices of step size we obtain corresponding convergence results.

(a) With ηn given by
ηn = θW1(µn, ν),

where θ ∈ (0, 1) is a fixed constant, we have

lim
n→∞

W1(µn, ν) = 0.

(b) For ηn be given by

ηn =
1
2
∥I − Tn∥L∞(µn)

, (4.45)

Then W1(µn, ν)→ 0 with convergence rate

W1(µn, ν) ≤
(

2− δ

2

)n

∥I − T0∥L∞(µ). (4.46)

Remark 4.24. As we will see, the step size (4.45) will be computable using
u0 alone (see Proposition 4.25). Thus, no additional information is required
to use this step size.

The remainder of the section will be devoted to a proof of Theorem 4.23.
We note that, as with TTC, the fact that µn ≪ Ld implies that µn+1 is well
defined independently of the choice of Borel function f̃ηn satisfying (4.43).

4.7.2 Transport rays determine transport length

In this section we will demonstrate that under the assumptions on µ and
ν given in Theorem 4.23, α(x) provides a reliable estimate of the transport
length |x− T0(x)|. This has important implications for the definition of f̃η

which make its role more clear (Lemma 4.27). We will again make use of
the concept of the transport rays of u0, defined in Definition 4.8.

We define
A := {y ∈ spt(ν) | α(y)β(y) > 0}. (4.47)



4.7 ttc-discriminative stopping 116

It is clear from properties of transport rays that if y ∈ A, then y is contained
in a unique transport ray of u0 and ∇u0(y) exists. We note also that since
spt(ν) is closed, and α, β are upper semi-continuous (c.f. Lemma 4.18), the
set A is Borel.

The following proposition is key to our algorithm, and establishes that
α(x) essentially determines |x− T0(x)| provided ν(A) = 0.

Proposition 4.25. Suppose that µ ≪ Ld and that µ(spt(ν)) = 0. Suppose
further that the set A satisfies

ν(A) = 0. (4.48)

Let η > 0, and let T0 be an optimal transport map for W1(µ, ν). Then for µ

almost all x,
α(x) < η (4.49)

if and only if
|x− T0(x)| < η. (4.50)

Proof. As above, we assume without loss of generality that

{x ∈ Ω | u0(x)− u0(T0(x)) = |x− T0(x)|} = Ω (4.51)

Suppose |x − T0(x)| ≥ η. Then x and T0(x) are in a transport ray of u0,
and since |x− T0(x)| ≥ η, we get α(x) ≥ η. Note that this part of the proof
does not depend on A having zero measure.

To prove the converse implication, define E as the set

E = {x ∈ Ω | |x− T0(x)| < η, α(x) ≥ η}. (4.52)

E is clearly Borel, and we aim to show that µ(E) = 0. Since µ(T−1
0 (Ω \

spt(ν)) = 0, we obtain that E ∩ T−1
0 (Ω \ spt(ν)) is µ negligible. Further,

µ(spt(ν)) = 0, and there exists a Borel set D such that u0 is differentiable
on D and Ld(Ω \ D) = 0. Thus, to prove µ(E) = 0, we need only show

µ(E ∩ (Ω \ spt(ν)) ∩ T−1
0 (spt(ν)) ∩ D) = 0.

For all x in this set, x ̸= T0(x). As such, the segment [x, T0(x)] is contained
in a transport ray of u0; because ∇u0(x) exists, this is the unique transport
ray that x is in. Since α(x) ≥ η and |x− T0(x)| < η, we have α(T0(x)) > 0.
Further, since T0(x) ̸= x, β(T0(x)) > 0 as well. Thus,

E ∩ (Ω \M) ∩ T−1
0 (spt(ν)) ∩ D ⊂ T−1

0 (A) (4.53)
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which means that

µ(E) ≤ µ(T−1
0 (A)) = ν(A) = 0. (4.54)

Thus, for µ almost all x, |x− T0(x)| < η implies α(x) < η.

Now we show that the hypotheses of Proposition 4.25, in particular
(4.48), hold for the class of problems we described in Theorem 4.23.

Proposition 4.26. Suppose that µ≪ Ld and that spt(ν) ⊂ M, an embedded C1

submanifold of Rd with codimension at least 2. Then µ(spt(ν)) = 0 and (4.48)
holds.

Proof. It is clear that the assumption on the support of ν implies that
µ(spt(ν)) = 0. We will show ν(A) = µ(T−1

0 (A)) = 0 by showing that
T−1

0 (A) is contained in a set of Lebesgue measure 0. For j ∈N, define

Mj := spt(ν) ∩ Aj. (4.55)

recalling the set Aj from (4.20). It is clear that

A =
∞⋃

j=1

Mj,

and as a result if we show that µ(T−1
0 (Mj)) = 0 for all j we will be done.

To prove this we will show that T−1
0 (Mj) is contained in the image of a

Lipschitz map from a Euclidean space with dimension strictly smaller
than d.

To begin constructing this map, we first observe that via Proposition 4.15

the map y 7→ ∇u0(y) is Lipschitz continuous on Mj. Let {(Ui, φi)}∞
i=1 be

an atlas for M, where φi : Ui → Rm. Set d0 = diam(Ω) and for j ∈ N

define

Ṽij = φi(Ui ∩Mj), Vij = {(x, t) ∈ Rm ×R | x ∈ Ṽij, |t| ≤ d0}.

Let ψij : Vij → Rn be defined by

ψij(x, t) = φ−1
i (x) + t∇u0(φ−1

i (x)).

The map ψij is Lipschitz on Vij since φ−1
i is Lipschitz, ∇u0 is Lipschitz on

Mj, and |t| is bounded. By the Kirzbraun Theorem we may then extend
ψij to a Lipschitz map on Rm+1.
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We will now prove that

T−1
0 (Mj) ⊂

∞⋃
i=1

ψij(R
m+1). (4.56)

Let x ∈ T−1
0 (Mj). Then T0(x) ∈ Mj ⊂ M, so there exists a chart (Ui, φi)

such that T0(x) ∈ Ui ∩Mj. As such, there exists z ∈ Ṽij such that T0(x) =
φ−1

i (z). Moreover, since T0(x) ∈ Mj, we have that T0(x) is on the interior
of a unique transport ray of u0, and via (4.51) we obtain that x is on the
same ray. Since T0(x) is on the interior of this ray, u0 is differentiable at
T0(x) with derivative satisfying

∇u0(T0(x)) =
x− T0(x)
|x− T0(x)|

provided x ̸= T0(x). Thus, even if x = T0(x), there exists t with |t| ≤ d0

such that
x = T0(x) + t∇u(T0(x)) = ψij(z, t).

This shows that x ∈ ψij(R
m+1) for some i, and we therefore conclude

that (4.56) holds. Note that due to Lipschitzness of ψij and the fact that
m + 1 < d,

Ld(ψij(R
m+1)) = 0. (4.57)

This is a standard fact (c.f. Proposition 262D [Fre00]). This confirms that
µ(T−1

0 (A)) = 0, since

µ(T−1
0 (A)) ≤

∞

∑
j=1

µ(T−1
0 (Mj)),

≤
∞

∑
j=1

∞

∑
i=1

µ(ψij(R
m+1)),

= 0,

where the last line holds via (4.57) and because µ≪ Ld.

Using these results the motivation for f̃η becomes clearer.

Lemma 4.27. Suppose that µ and ν satisfy the hypotheses of Theorem 4.23. Let
T0 be an optimal transport map for W1(µ, ν). Then µ almost everywhere,

f̃η(x) =

{
x + δη T0(x)−x

|T0(x)−x| if |x− T0(x)| ≥ η,

x if |x− T0(x)| < η.
(4.58)
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Proof. By Proposition 4.26, ν(A) = 0 and µ(spt(ν)) = 0. Proposition 4.25,
together with Lemma 4.9 and Lemma 4.10, show (4.58).

4.7.3 Uniqueness of the optimal transport map

Using methods from the proof of Proposition 4.26, we are able to prove that
provided µ is absolutely continuous and ν is supported on a submanifold
of codimension at least 2, the optimal map for W1(µ, ν) is essentially
unique. Uniqueness results for optimal maps for the Wasserstein-1 distance
are somewhat rare; in general, the ray monotone transport is unique
(c.f. [AP03] or Theorem 3.18 in [San15]), but other optimal maps can be
obtained by rearranging the assignment of mass on each transport ray.
However, under our assumptions on the relative dimensions of µ and ν

such a rearrangement is impossible. This is because any optimal map T0 is
a constant when restricted to most transport rays. To our knowledge this
uniqueness result is new, and we note that it generalizes the uniqueness
result of [HS20] which assumes that ν is supported on a finite set of points.

Proposition 4.28. Let µ and ν satisfy µ≪ Ld and spt(ν) ⊂ M, a C1 submani-
fold of Rd with codimension at least 2. Then the optimal map T0 for W1(µ, ν) is
unique µ almost everywhere.

Proof. Suppose that T0 and T̃0 are optimal maps for W1(µ, ν). As always,
we will modify T0 and T̃0 on a µ negligible set so that

{x ∈ Ω | u0(x)− u0(T0(x)) = |x− T0(x)|}
= {x ∈ Ω | u0(x)− u0(T̃0(x)) = |x− T̃0(x)|},
= Ω.

We take E as the set given by

E := {x ∈ Ω | T0(x) ̸= T̃0(x)}.

Letting D ⊂ Ω be a Borel set such that u0 is differentiable on D and
Ld(Ω \ D) = 0, we aim to show that

µ(E ∩ T−1
0 (spt(ν)) ∩ T̃−1

0 (spt(ν)) ∩Mc ∩ D) = 0. (4.59)

Doing so will prove that µ(E) = 0 as well, since each of the sets we have
intersected E with here has full µ measure. We observe that if

x ∈ E ∩ T−1
0 (spt(ν)) ∩ T̃−1

0 (spt(ν)) ∩Mc ∩ D
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then x, T0(x), T̃0(x) are all distinct. The segments [x, T0(x)] and [x, T̃0(x)]
are therefore contained in transport rays of u0. Since x ∈ D, however, these
transport rays must be the same. Thus, one of T0(x) or T̃0(x) is contained
in A. Recalling the Lipschitz maps ψij from the proof of Proposition 4.26,
we therefore get

x ∈
∞⋃

i,j=1

ψij(R
m+1).

Thus,

E ∩ T−1
0 (spt(ν)) ∩ T̃−1

0 (spt(ν)) ∩Mc ∩ D ⊂
∞⋃

i,j=1

ψij(R
m+1).

Since the latter has µ measure 0, we obtain that µ(E) = 0, as desired.

4.7.4 An analysis of one step of TTC-DS

Let us define µ′ := ( f̃η)#µ, and note that by convexity of Ω, spt(µ′) ⊂ Ω.
The remainder of this section will be devoted to studying the properties
of µ′. To do so we will leverage results from Proposition 4.16. This will
be made possible by the following lemma; it is related to the restriction
property (Theorem 4.6 of [Vil09]), which says that optimality of maps and
potentials is preserved by restriction.

Lemma 4.29. Let µ, ν ∈ P(Ω), and suppose that T0 and u0 are an optimal map
and Kantorovich potential for W1(µ, ν), respectively. Let ρ̃ ∈ M(Ω) (the set
of Borel measures on Ω) be non-negative with ρ̃(Ω) ̸= 0, and satisfy ρ̃ ≪ µ.
Defining a = ρ̃(Ω) and

ρ :=
ρ̃

a
,

we have that T0 and u0 are an optimal map and Kantorovich potential for
W1(ρ, (T0)#ρ).

Remark 4.30. Note here that we do not make our usual modification to T0

so that u0(x)− u0(T0(x)) = |x− T0(x)| on Ω, as the result can be easily
proven without it.

Proof. We have shown already that if T0 and u0 are an optimal map and
Kantorovich potential, respectively, for W1(µ, ν), then

µ({x ∈ Ω | u0(x)− u0(T0(x)) ̸= |x− T0(x)|}) = 0.

Thus, by assumption on ρ,

ρ({x ∈ Ω | u0(x)− u0(T0(x)) ̸= |x− T0(x)|}) = 0. (4.60)
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We now compute,

W1(ρ, (T0)#ρ) ≤
∫

Ω
|x− T0(x)|dρ,

=
∫

Ω
u0(x)− u0(T0(x))dρ,

≤W1(ρ, (T0)#ρ).

In the second line we have used (4.60), and in the third we used the fact
that u0 is 1-Lipschitz. Thus, each inequality in the preceding computations
must be an equality, implying that T0 and u0 are an optimal map and
Kantorovich potential for W1(ρ, (T0)#ρ).

The following simple lemma will also be useful to us later.

Lemma 4.31. Suppose that µ, ν, ρ1, ρ2, ρ̃1, ρ̃2 are probability measures on Ω such
that

µ = aρ1 + (1− a)ρ2, ν = aρ̃1 + (1− a)ρ̃2

for some a ∈ [0, 1]. If u0 is a Kantorovich potential for W1(ρ1, ρ̃1) and W1(ρ2, ρ̃2),
then u0 is also a Kantorovich potential for W1(µ, ν).

Proof. We have

W1(µ, ν) = sup
u∈1-Lip(Ω)

∫
Ω

u(dµ− dν),

≤ a sup
u∈1-Lip(Ω)

∫
Ω

u(dρ1 − dρ̃1)

+ (1− a) sup
u∈1-Lip(Ω)

∫
Ω

u(dρ2 − dρ̃2),

= a
∫

Ω
u0(dρ1 − dρ̃1) + (1− a)

∫
Ω

u0(dρ2 − dρ̃2),

=
∫

Ω
u0(dµ− dν),

which verifies that u0 is a Kantorovich potential for W1(µ, ν).

We can now prove some properties of µ′ which are obtained from
Proposition 4.16 for TTC.

Proposition 4.32. If µ and ν satisfy the hypotheses of Theorem 4.23, the measure
µ′ = ( f̃η)#µ satisfies the following

1. u0 is a Kantorovich potential for W1(µ
′, ν),
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2. W1(µ
′, ν) satisfies

W1(µ
′, ν) = W1(µ, ν)− δηµ({|x− T0(x)| ≥ η}), (4.61)

and

3. µ′ ≪ Ld.

Proof. Observe that

µ = µ|α≥η + µ|α<η ,

and that as a result,
µ′ = ( f̃η)#µ|α≥η + µ|α<η (4.62)

Set a = µ({x ∈ Ω | α(x) ≥ η}). Note that if a = 0, we get µ′ = µ, and every
claim follows trivially except (4.61), which follows via Proposition 4.25. On
the other hand, if a = 1, we obtain via Proposition 4.25 that ℓ0(T0) > δη,
and we can apply Proposition 4.16 to complete the proof. We therefore
proceed assuming a ∈ (0, 1). In that case, we have

µ = aρ1 + (1− a)ρ2,

where

ρ1 :=
µ|α≥η

a
,

µ|α<η

1− a
. (4.63)

Note that this also implies, via linearity of the pushforward and (4.62),
that

µ′ = a( f̃η)#ρ1 + (1− a)ρ2.

Using Lemma 4.29, we obtain that T0 and u0 are an optimal transport map
and Kantorovich potential for both W1(ρ1, (T0)#ρ1) and W1(ρ2, (T0)#ρ2).
The former, together with Proposition 4.25, implies that the minimal
transport length for T0 on ρ1 is no less than η, and thus strictly larger
than δη. As such, we can apply Proposition 4.16 to obtain that u0 is a
Kantorovich potential for W1(( f̃η)#ρ1, (T0)#ρ1), that

W1(( f̃η)#ρ1, (T0)#ρ1) = W1(ρ1, (T0)#ρ1)− δη,

and that ( f̃η)#ρ1 ≪ Ld. Since

a( f̃η)#ρ1 = ( f̃η)#µ|α≥η ,

we immediately obtain via (4.62) that µ′ ≪ Ld. Further, since u0 is a
Kantorovich potential for W1(( f̃η)#ρ1, (T0)#ρ1) and W1(ρ2, (T0)#ρ2), we can
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use Lemma 4.31 to prove that u0 is a Kantorovich potential for W1(µ
′, ν).

As such,

W1(µ
′, ν) =

∫
Ω

u0(dµ′ − dν),

= a
∫

Ω
u0(d( f ′0)#ρ1 − d(T0)#ρ1) + (1− a)

∫
Ω

u0(dρ2 − d(T0)#ρ2),

= aW1(( f ′0)#ρ1, (T0)#ρ1) + (1− a)W1(ρ2, (T0)#ρ2),

= aW1(ρ1, (T0)#ρ1)− δηa + (1− a)W1(ρ2, (T0)#ρ2),

=
∫
{α≥η}

|x− T0(x)|dµ +
∫
{α<η}

|x− T0(x)|dµ− δηa,

= W1(µ, ν)− δηa.

Recalling the definition of a, as well as Proposition 4.25, we obtain (4.61).

4.7.5 Proof of Theorem 4.23

We can now use Proposition 4.32 to prove Theorem 4.23. The following
result establishes statements (i), (ii), and (iii) for the sequence (µn)∞

n=1.

Lemma 4.33. For all n, µn ≪ Ld. Further, u0 is a Kantorovich potential for
W1(µn, ν), and there is a µn almost everywhere unique optimal transport map Tn

for W1(µn, ν).

Proof. The first two claims follow via induction. The base case is true by
definition. Given the claims for µn, Proposition 4.32 confirms that u0 is a
Kantorovich potential for W1(µn+1, ν), and that µn+1 ≪ Ld.

Given that µn ≪ Ld for all n, Proposition 4.28 confirms the uniqueness
of the optimal transport map for W1(µn, ν).

The next lemma guarantees that, with probability 1, the target of a
datapoint x under the optimal transport map does not change after we
apply f̃ηn . This will be a useful property for proving convergence.

Lemma 4.34. For each n, let Tn be the µn almost everywhere unique optimal
transport map for W1(µn, ν). Then µn almost everywhere,

Tn+1( f̃ηn(x)) = Tn(x). (4.64)
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Proof. We will show that Tn+1 ◦ f̃ηn is an optimal transport map for
W1(µn, ν), which will imply (4.64) via Lemma 4.33. Clearly Tn+1 ◦ f̃ηn

transports µn onto ν. We estimate its cost as∫
Ω
|Tn+1( f̃ηn(x))− x|dµn(x) ≤

∫
Ω
|Tn+1( f̃ηn(x))− f̃ηn(x)|dµn(x)

+
∫

Ω
| f̃ηn(x)− x|dµn(x),

=
∫

Ω
|Tn+1(x)− x|dµn+1(x)

+ δηnµn({α ≥ ηn}),
= W1(µn+1, ν) + δηnµn({α ≥ ηn}),
= W1(µn, ν),

where the third line follows from the optimality of Tn+1, and the fourth
line follows from (4.61). Thus Tn+1 ◦ f̃ηn is optimal for W1(µn, ν), and so
via uniqueness of the optimal transport map, (4.64) holds.

The following lemma is also used in proving our convergence results.

Lemma 4.35. Let µn be the sequence of measures defined by (4.44), and for each
n let Tn be the µn almost everywhere unique optimal transport map for W1(µn, ν).
Then

||I − Tn+1||L∞(µn+1) ≤ max(ηn, ||I − Tn||L∞(µn) − δηn). (4.65)

Proof. First, observe that due to Lemma 4.34, µn almost everywhere we
have

| f̃ηn(x)− Tn+1( f̃ηn)(x)| =
{
|x− Tn(x)| if |x− Tn(x)| < ηn,

|x− Tn(x)| − δηn if |x− Tn(x)| ≥ ηn.

We therefore have, µn almost everywhere, that

| f̃ηn(x)− Tn+1( f̃ηn(x))| ≤ max(ηn, ||I − Tn||L∞(µn) − δηn). (4.66)

Now, for any c,

µn+1({x | |x− Tn+1(x)| > c}) = µn({x | | f̃ηn(x)− Tn+1( f̃ηn(x))| > c}).

This implies via (4.66) that

∥I − Tn+1∥L∞(µn+1)
≤ max(ηn, ||I − Tn||L∞(µn) − δηn), (4.67)

as claimed.
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We can now prove our convergence result for the step size rule from
TTC, i.e. ηn = θW1(µn, ν). This is statement (a) from Theorem 4.23.

Proposition 4.36. Let µn be the sequence of measures defined by (4.44), with ηn

given by
ηn = θW1(µn, ν),

where θ ∈ (0, 1) is a fixed constant. Then

lim
n→∞

W1(µn, ν) = 0.

Proof. Via (4.65), we get that for each n,

∥I − Tn+1∥L∞(µn+1)
≤ max(θW1(µn, ν), ||I − Tn||L∞(µn) − δθW1(µn, ν)).

Now,

θW1(µn, ν) = W1(µn, ν)− (1− θ)W1(µn, ν),

≤ ||I − Tn||L∞(µn) − (1− θ)W1(µn, ν).

We therefore have

∥I − Tn+1∥L∞(µn+1)
≤ ||I − Tn||L∞(µn) − cW1(µn, ν),

for c = min(1− θ, δθ) > 0. Iterating this inequality over n, we obtain that

c
n

∑
i=0

W1(µi, ν) ≤ ||I − T0||L∞(µ),

for all n. Thus,
∞

∑
i=0

W1(µi, ν) < ∞,

implying that limn→∞ W1(µn, ν) = 0, as claimed.

Finally, we can prove our convergence result for a step size based on
∥I − Tn∥L∞(µn)

(statement (b) from Theorem 4.23).

Proposition 4.37. For each n, let ηn be given by

ηn =
1
2
∥I − Tn∥L∞(µn)

.

Then W1(µn, ν)→ 0 with convergence rate

W1(µn, ν) ≤
(

2− δ

2

)n

∥I − T0∥L∞(µ).
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Proof. We return to (4.65) to obtain that

||I − Tn+1||L∞(µn+1) ≤ max(
1
2
∥I − Tn∥L∞(µn)

,
2− δ

2
||I − Tn||L∞(µn)),

=
2− δ

2
||I − Tn||L∞(µn). (4.68)

Using the bound W1(µn, ν) ≤ ∥I − Tn∥L∞(µn)
and iterating (4.68), we get

(4.46).

4.8 conclusion

In this chapter we have introduced TTC, a new algorithm for generative
modelling. This was motivated in part by our observation that the di-
rections in which the training of WGAN-GP moves generated data are
misaligned with the ideal directions given by the gradients of a trained
critic. TTC resolves this issue by dispensing with the generator altogether.
We then presented a convergence analysis for TTC which applies until
the algorithm produces a non-negligible set of high-quality data. As well,
we presented proof of concept experiments successfully applying our
algorithm to toy examples, image generation, translation, and denoising,
illustrating the multipurpose nature of TTC.

Furthermore, we provided an explicit formula for the updated density
of µ. A trade-off between sample quality and density estimation is often
discussed in the generative modelling literature [GDE17, TvdOB16]. Since
TTC generates high quality samples and has an iterative formula for the
density, it may help to bridge this gap.

To extend our convergence results for TTC, we introduced a modification
of it that we dubbed TTC-DS. This approach is characterized by a pointwise
test which determines when a gradient descent update on a Kantorovich
potential will cause that point to overshoot its target under the optimal
transport map. The pointwise test is valid under the assumption that the
target measure ν has an appropriately lower intrinsic dimension than the
source distribution µ, a common setting in computer vision tasks. In this
setting, we obtained convergence of TTC-DS when using the same step
size as TTC, as well as a geometric rate of convergence for a modified step
size.



4.8 conclusion 127

−1.00 −0.75 −0.50 −0.25 0.00 0.25 0.50 0.75 1.00
0

100

200

300

400

Training stage
Early
Late

(a) Cosines of angles between SGD up-
dates and optimal directions for Info-
GAN.

−1.00 −0.75 −0.50 −0.25 0.00 0.25 0.50 0.75 1.00
0

50

100

150

200

250

300

350

400 Training stage
Early
Late

(b) Cosines of angles between SGD up-
dates and optimal directions for DC-
GAN.

−1.00 −0.75 −0.50 −0.25 0.00 0.25 0.50 0.75 1.00
0

100

200

300

400

500
Training stage

Early
Late

(c) Cosines of angles between Adam up-
dates and optimal directions for Info-
GAN.
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(d) Cosines of angles between Adam up-
dates and optimal directions for DC-
GAN.

Figure 4.4: Histograms of the cosines of the angles computed between either SGD
or Adam updates of generated samples and the optimal movement
direction given by −∇u0(Gw(z)). The SGD values corresponds to
the statistics in Table 4.1, while the Adam values correspond to the
statistics in Table 4.5.
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Stage in training InfoGAN DCGAN

Early 0.307± 0.0532 0.284± 0.030
(410.4± 9.0) (414.3± 26.8)

Mid 0.148± 0.083 0.081± 0.082
(22.9± 0.5) (40.8± 7.1)

Late 0.107± 0.075 0.079± 0.084
(21.8± 0.4) (31.1± 1.8)

Table 4.5: Misalignment cosine measurements. All results are reported in the
form mean ± standard deviation. The top lines show the statistics of
the cosines of the angles between (4.3) and −∇u0(Gw(z)), computed
over the training of five separate initializations of each model, each
with 256 randomly sampled noise inputs z. The statistics appearing in
parentheses are for FID values computed over the five training runs.
The values were computed at three different stages in training, the
same as in Table 4.1

4.9 appendix : additional experimental results

4.9.1 Misalignment experiments

In Section 4.3 we reported on measurements of the misalignment between
the directions in which generated samples are updated by SGD steps on
the generator and the optimal directions given by −∇u0(Gw(z)). Here,
we show additional measurements taken during the same experiments,
but where the directions of SGD updates are replaced by the directions
of Adam updates (Adam was used to train the network). Since Adam is
a variation on SGD that takes previous steps into account at every stage,
one might expect it to yield larger misalignment. For fixed noise inputs
z, we computed the difference between generated samples Gw(z) before
and after taking one step of an Adam optimizer. We then computed the
cosines of the angles between the resulting vectors and the corresponding
optimal directions −∇u0(Gw(z)). The Adam optimizer used parameters
β1 = 0.5 and β2 = 0.999. The statistics of the misalignment values obtained
are shown in Table 4.5. Comparing to the results in Table 4.1, we see
significantly more misalignment at an early stage in training, but similar
values in mid and late stages.

Figure 4.4 displays histograms of the misalignment cosine values, the
statistics of which appear in Table 4.1 and Table 4.5. To avoid cluttering, we
only show the results at early and late stages in training. The histograms
clearly show that the movement of generated samples is consistently
misaligned with the optimal direction, there being no cosine values above
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0.75. The misalignment is less pronounced at early stages of training,
especially when using SGD. Adam and SGD give similar misalignment
cosine values at late stages of training, with a small but significant portion
of these values being negative, which indicates detrimental movement
of generated samples in a direction along which the value of the critic
increases.

4.9.2 Generated images for MNIST, Fashion MNIST, and CIFAR-10

Figure 4.5, Figure 4.6, and Figure 4.7 include examples of images generated
using the trained models from the experiments in Section 4.6.2. Recall
that TTC 1 uses a corresponding untrained generator to create the source
distribution µ0, while TTC 2 uses the standard normal distribution on Rd

as µ0. Despite having lower FIDs, the images produced by TTC 1 and TTC
2 do not obviously appear to have improved quality. This is perhaps
not surprising, since FID measures the statistics of high-dimensional
distributions and thus the modest reductions in FID we have obtained
may not be visible to the naked eye for a single minibatch.

Figure 4.5: Generated examples for MNIST for a particular training run of each
technique. From top to bottom: WGAN-GP (FID 20.8), TTC 1 (FID
18.5), and TTC 2 (FID 18.2).

4.9.3 Additional image translation examples

Figure 4.8 contains additional image translation examples, generated using
the same sequence of critics and step sizes that were used to generate
Figure 4.2.
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Figure 4.6: Generated examples for F-MNIST for a particular training run of each
technique. From top to bottom: WGAN-GP (FID 25.7), TTC 1 (22.4),
and TTC 2 (22.2).

Figure 4.7: Generated examples for CIFAR10 for a particular training run of each
technique. From top to bottom: WGAN-GP (FID 28.9), TTC 1 (FID
27.8), and TTC 2 (FID 26.5).
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Figure 4.8: Additional examples of translating landscape photos into Monet paint-
ings using TTC. As the fourth example shows, the quality of the trans-
lation worsens for source images which are far from Monet painting
samples; since our step size is determined by the average transport
distance, it is possible that it is not suitable for outliers with large
initial transport distances.
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Figure 4.9: Restored images from BSDS500 with noise level σ̃ = 0.15 using the
same sequence of trained critics as described in Section 4.6.4. From left
to right: original image, noisy image, restored image using [LÖS18],
restored image using TTC. For PSNR values, see Table 4.6

4.9.4 Additional image denoising examples

Figure 4.9 includes additional noisy images from BSDS500, restored using
the same sequence of critics and step sizes that were used to produce
Figure 4.3. The corresponding PSNR values for each restored image are
given in Table 4.6. Based on these PSNR values, the advantage of TTC
over [LÖS18] seems to increase when large parts of the image are roughly
constant. Indeed, TTC has the largest improvement for the image of
the cardinal, which has large constant portions. On the other hand, the
improvement is smaller for the image of the grassy underbrush, which
has many fine details. As a possible explanation for this trend, we note
that on this dataset we have observed that the magnitude of the noise,
summed over the entire image, is bigger than the estimated Wasserstein-1
distance, indicating that under the optimal transport some noisy images
are mapped to the wrong targets. For such images, one would expect that
the improvement in PSNR after restoration would be lower.
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PSNR (dB)

Example Noisy Image Adv. Reg. [LÖS18] TTC

Yellow Bird 16.5 24.8 29.2

Underbrush 16.4 23.6 24.8

Cardinal 16.5 25.3 33.0

Table 4.6: PSNR values for the images in Figure 4.9. See the text in Section 4.9.4
for additional analysis.



5
A N O P T I M A L T R A N S P O RT
A N A L O G U E O F T H E R U D I N
O S H E R FAT E M I M O D E L

5.1 introduction

In this chapter we will develop an extension of the TTC algorithm (Chap-
ter 4) which is well posed for all iterations and for which we have conver-
gence to ν. The relationship between the two algorithms is that they agree
provided the step size is smaller than the minimal transport length. This
extension arose from our study of a completely different problem however,
which is that of image restoration with learned regularizers [LÖS18].

A classical approach to image restoration is the variational method of
[ROF92], hereby abbreviated as ROF, for which there is a beautiful theory
(e.g. [Mey01]) characterising the solution. Part of the results of this chapter
concern establishing an analogous theory for a modification of the learned
denoising method of [LÖS18]. Briefly, while the procedure in [LÖS18] can
be described as a step of a forward Euler discretization of a gradient flow
on W1(·, ν), ours is a backward Euler discretization of the same flow. Our
approach can also be written as a variational image restoration problem,
except with a different learned regularizer.

We then move on to iterative versions of our procedure in two different
directions. First, we obtain our extension of TTC by applying “iterative
regularization”. In the other direction, by analogy with the non-linear
Plancherel equality of [TNV04], we obtain a multiscale decomposition
of W2

2 (µ, ν) as a sum of non-negative terms. This is accompanied by an
interesting decomposition of transport maps into “features” and ”details”,
which provides a precise upper bound on the scale of the transport at each
stage.

134
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5.1.1 Variational denoising: ROF, learned regularizers, and TTC

We first recall the variational denoising method of [ROF92]. Given a noisy
image f ∈ L2(R2), it proposes to obtain a cleaned version u by solving

min
u∈L2(R2)

1
2
∥u− f ∥2

L2(R2) + η∥u∥TV . (5.1)

The first term, 1
2∥u− f ∥2

L2(R2), represents the fidelity of u to the data f ,
while the second, ∥u∥TV , is given by

∥u∥TV = sup{
∫

R2
∇ · ξudx | ξ ∈ C∞

0 (R2; R2), ∥ξ∥L∞(R2) ≤ 1}

and measures the regularity of u. Finally the size of η reflects the relative
importance of fidelity and regularity terms. In studying this problem, it is
helpful to also define the dual norm to ∥·∥TV , i.e. for v ∈ L2(R2) set ∥v∥∗
as

∥v∥∗ = sup{
∫

R2
vudx | ∥u∥TV ≤ 1}. (5.2)

The following theorem, drawn from [Mey01], characterises the solution of
(5.1) as a projection of 0 onto a ball in the ∗-norm centred at f .

Theorem 5.1. For all η > 0, (5.1) has a unique solution uη , which can be
expressed as the solution to

min
∥u− f ∥∗≤η

∥u∥2
L(R2). (5.3)

Consequently, if ∥ f ∥∗ ≤ η, uη = 0. On the other hand, if ∥ f ∥∗ > η, then∥∥ f − uη

∥∥
∗ = η and ∫

R2
uη( f − uη)dx = η∥u∥TV

Related to [ROF92] is the variational denoising method of [LÖS18],
which we have described in Section 4.6.4. The important novelty of [LÖS18]
is that rather than relying on the TV-norm to impose regularity, a learned
regularizer is used instead. The motivation for this is that one may be able
to obtain a more effective regularizer — and experiments show that this is
in fact the case — by learning it from datasets of noisy and clean images
directly rather than using a hand-crafted one. The particular learned
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regularizer used in [LÖS18] is a Kantorovich potential u0 for W1(µ, ν),
which by definition solves the problem

sup
u∈1-Lip(Ω)

∫
Ω

u(x)dµ(x)−
∫

Ω
u(y)dν(y).

The solution u0 is thus incentivized to take large values on the noisy data
µ and small values on the real data ν, justifying its role in restoring a noisy
image1 x0 ∈ Rd by solving

min
x∈Ω

1
2
|x− x0|2 + ηu0(x). (5.4)

This variational problem is related to TTC; indeed, we proved in Propo-
sition 4.21 that if η is less than the minimal transport length from µ to ν,
the gradient descent x0 − η∇u0(x0) is µ-almost everywhere the unique
solution to (5.4).

Given this connection and our desire to extend the convergence results
of TTC, we were motivated to determine what happens to the measure µ

if we modify it pointwise by solving (5.4); this determines the evolution
under this restoration of the entire set of images that µ governs. As we
mentioned in Chapter 1, we will show (in Lemma 5.7) that the measure
thus obtained is the unique solution to

inf
ρ∈P(Ω)

1
2

W2
2 (ρ, µ) + η⟨u0, ρ⟩. (5.5)

Since u0 is a sub-gradient of the convex functional µ 7→ W1(µ, ν), this
problem can be viewed as a forward Euler discretization of gradient flow
of the same functional on the space W2(Ω) of probability distributions
metrized by the Wasserstein 2 distance. The backward Euler discretization
of the same flow is

inf
ρ∈P(Ω)

1
2

W2
2 (µ, ρ) + ηW1(ρ, ν). (WROF)

As we will see, the properties of this problem are in correspondence
with ROF, and as a consequence we call it Wassertein ROF (or WROF for
short). We focus on (WROF), as opposed to (5.5), because it has better
properties than the forward Euler discretization. In addition, it retains
the connection to TTC; under the same assumption that η is less than
the minimal transport length, we will show that the solutions to (WROF),
(5.5), and (I − η∇u0)#µ coincide. Finally, there is a continuous function φ0

1 Images are taken as vectors in Rd here, unlike (5.1), where they are elements of L2(R2).
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such that the solution ρη to (WROF) is obtained by modifying µ pointwise
by the solution map for

inf
x∈Ω

1
2
|x− x0|2 − φ0(x). (5.6)

In this sense, the solution to (WROF) is obtained via restoration with
a learned regularizer −φ0. In addition, φ0 can be taken as a so called
c-concave function for the cost c(x, y) = 1

2 |x− y|2, which implies that (5.6)
is a convex optimization problem; in this light, (5.6) bears a similarity to
the convex learned regularizers of [MDS+20].

5.1.2 Characterising the solution of (WROF)

One of the main results of this chapter is a theorem which characterises
the solution of (WROF); it is analogous to the theorems from [Mey01]
characterising solutions to ROF, except for learned regularizers. A key role
will be played by the hybrid cost c2,η : Ω×Ω→ R, defined as

c2,η(x, y) =

{
1
2 |x− y|2 |x− y| ≤ η,

η|x− y| − η2

2 |x− y| ≥ η.
(5.7)

This can be viewed as a variation on the standard cost c2(x, y) = 1
2 |x− y|2,

except with a certain economy of scale; in particular, the cost of transport
at distances larger than η is discounted.

Analogously to Theorem 5.1, our theorem specifies the solution to
(WROF) as a projection. In particular, the measure ν is projected with
respect to a divergence Dη onto a set of measures Bη(µ). We will be more
precise about Dη and Bη(µ) later; we describe them only in general terms
here.

The set Bη(µ) is characterised by the existence of an optimal transport
plan for the cost c2,η which is bounded in displacement by η, and as such
includes µ. In this sense, measures in Bη(µ) are indistinguishable from µ

up to scale η.
The divergence Dη(ρ, ν) is non-negative, and is 0 only when ρ = ν

provided µ is absolutely continuous. Further, we will show that Dη(ρ, ν)

has the economic interpretation involving a “buy local” policy which we
mentioned in Chapter 1.

Our theorem is as follows; note the similarities between it and Theo-
rem 5.1.
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Theorem 5.2. Let Ω be compact with non-negligible interior and Lebesgue
negligible boundary, and suppose µ≪ Ld. For all η > 0, (WROF) has a unique
solution ρη , which can be expressed as the solution to

min
ρ∈Bη(µ)

Dη(ρ, ν)

Consequently, if ν ∈ Bη(µ), ρη = ν. On the other hand, if ν ̸∈ Bη(µ), then there
exists φ0 ∈ ∂

( 1
2W2

2 (·, µ)
)
(ρη) such that Lip(φ0) = η, and∫

Ω
φ0(x)(dν(x)− dρη(x)) = ηW1(ρη , ν). (5.8)

In Section 5.3 we will provide an explanation for the strong similarities
between Theorem 5.2 and Theorem 5.1 by proving that they are both
examples of a general class of convex optimization problems. For this class
of optimization problems we will produce a general theorem specifying
the solution as a projection, from which Theorem 5.1 and Theorem 5.2 will
follow as corollaries.

In most of our analysis of (WROF) we think of the Wasserstein 1 term
as a measure of regularity and the Wasserstein 2 term as a fidelity term.
One can take the opposite point of view and consider W2

2 (ρ, µ) as the
regularization and W1(ρ, ν) as the fidelity. This will be significant when
we consider the analogue of [TNV04], and further results analysing ρη in
this light are presented in Section 5.5.2.

5.1.3 Iterative regularization

Having presented the main result of the analysis of (WROF), we now
introduce our first iterative procedure. In this approach we study iter-
ations of the problem (WROF), where at each stage µ is replaced with
the previous solution ρη . When µ is a distribution of noisy images and ν

is a distribution of clean ones, this represents the iterative denoising of
µ. Given the analogy to repeated applications of ROF (see [AXR+

15] or
Section 7.1 of [SGG+

09]), for generic µ and ν we describe this procedure
with the term “iterative regularization”. The following proposition is our
main result in this direction; given the connection between (WROF) and
TTC, this theorem provides an extension of the convergence results from
Chapter 4.
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Proposition 5.3. Let Ω be convex and compact with non-negligible interior. Take
µ, ν≪ Ld, and suppose that (ηn)∞

n=0 is a sequence of positive step sizes with

∞

∑
n=0

ηn = +∞. (5.9)

Given µ0 := µ, for each n ≥ 0 define

µn+1 := arg min
ρ∈P(Ω)

1
2

W2
2 (ρ, µn) + ηnW1(ρ, ν). (5.10)

Then
lim
n→∞

W1(µn, ν) = 0. (5.11)

A large part of the proof of this result is to show that if µ and ν are ab-
solutely continuous then the solution to (WROF) is absolutely continuous
as well. In connection with Theorem 5.2, this guarantees that the argmin
in (5.10) is unique for each n, establishing that the sequence µn is well
defined.

5.1.4 A non-linear Plancherel formula for W2
2 (µ, ν) and multiscale transport

The connection between (WROF) and [ROF92], in particular the multiscale
image decomposition from [TNV04], motivates the iteration (WROF) in
the other direction. Specifically, at each iteration n we leave µ as is and
replace ν with the previous iterate, νn. In correspondence to the analogous
approach from [TNV04], we describe this process as “adding detail”.
In particular, by solving (WROF) with a large value of η we obtain a
modification of ν which is a “sketch” of µ, in that the two measures are
indistinguishable up to transport at scale η (see Theorem 5.2). By repeating
this process with a smaller value of η we refine this sketch, obtaining at
each stage finer details of µ.

If ν ≪ Ld, an optimal transport version of soft thresholding gives a
more precise description of how the solution ρη to (5.2) is obtained via
a modification of ν. Specifically, there is a transport map S̃0 sending ν

to µ which is optimal for the cost c2,η . By applying a soft thresholding
to this transport map on the displacement |y− S̃0(y)| with threshold η,
we obtain ρη . Notably, this leaves all mass in ν which moves less than
distance η under S̃0 untouched; in this sense the transport between ν to µ

is decomposed into “features” and “details”, with the latter unmodified in
ρη . This provides a global optimal transport version of the simple result
that the solution

min
t∈R

1
2
(t− t0)

2 + η|t|
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is given by the soft thresholding operator

sη(t0) = sign(t0)(|t0| − η)+. (5.12)

Finally, we obtain a decomposition of W2
2 (µ, ν) which encodes the various

scales of transport from ν to µ; this is in correspondence with the non-linear
Plancherel formula for the multiscale decomposition from [TNV04].

The results we have described for this multiscale algorithm are summa-
rized in the following theorem.

Theorem 5.4. Let Ω ⊂ Rd be compact and convex with a non-negligible interior.
Take µ, ν ∈ P(Ω) with µ, ν ≪ Ld. Suppose η0 is given. For each n ≥ 0, set
ηn+1 = ηn/2 and define

νn+1 := arg min
ρ∈P(Ω)

1
2

W2
2 (ρ, µ) + ηnW1(ρ, νn), (5.13)

where ν0 := ν. We have

(i) There exists for each n an optimal transport map S̃n from νn to µ, optimal
for the cost c2,ηn . The measure νn+1 is obtained as νn+1 = (Sn)#νn, where

Sn(y) := y + sηn(|S̃n(y)− y|) S̃n(y)− y
|S̃n(y)− y|

,

and sηn is the soft thresholding map from (5.12).
(ii) Each of the maps Sn is optimal for W1(νn, νn+1).

(iii) For each n the optimal plan γn for W2(µ, νn) satisfies

spt(γn) ⊂ {|x− y| ≤ ηn−1}. (5.14)

Consequently, the sequence νn converges to µ with rate

1
2

W2
2 (µ, νn) ≤ 2−2n+1η2

0 , (5.15)

and,
(iv) We have the energy equality

1
2

W2
2 (ν, µ) =

∞

∑
n=0

Dηn(νn, νn+1) + ηnW1(νn, νn+1). (5.16)

We now describe the organization of the chapter. In Section 5.2 we eluci-
date the connection between (WROF), TTC, and the restoration via learned
regularizer technique of [LÖS18]. We present in Section 5.3 a general class
of optimization problems which includes both ROF and (WROF), our the-
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orem characterising their solution maps as projections, and applications of
this to obtain Theorem 5.1 and Theorem 5.2. In Section 5.4 we prove that
the solution to (WROF) is absolutely continuous if µ and ν are, which will
be useful for our iterative procedures. These are described in Section 5.5.1
and Section 5.5.2. We end in Section 5.6 with a discussion of related work,
and a proposal for a numerical method to test these ideas in practice.

5.2 relating ttc and (WROF)

In this section we will study the links between (WROF), TTC, and the
denoising technique of [LÖS18]. We will show in Section 5.2.1 that the
approach of [LÖS18] can be viewed as a forward Euler discretization of
the gradient flow on W1(·, ν) in the metric space W2(Ω), the space of
probability measures on Ω metrized by the Wasserstein-2 distance. In
contrast, (WROF) can be viewed as a backward Euler discretization of
the same flow on the same metric space. Moreover, we will establish in
Section 5.2.2 that all three of these techniques produce identical measures
under the key assumption from Chapter 4 that the minimal transport
length is larger than η.

5.2.1 Forward and backward Euler on W2(Ω)

We first establish that (5.4) has a unique solution for almost all x0. This is
a standard result, relating to the equivalence of the proximal operator to
gradient descent on the Moreau envelope.

Lemma 5.5. Let Ω be compact with boundary of Lebesgue measure zero. Let
u0 : Ω→ R be lower semi-continuous. Then for almost all x ∈ Ω, the problem

min
y∈Ω

1
2
|x− y|2 + ηu0(y) (5.17)

has a unique solution.

Proof. Since Ω is compact and u0 is lower semi-continuous, the problem
(5.17) has a solution for all x ∈ Ω and the value of the minimum is
necessarily finite. Denote by c2 : Ω×Ω→ R the cost c2(x, y) = 1

2 |x− y|2.
Since Ω is compact, the c2 transform of −ηu0, defined by

(−ηu0)
c2(x) = min

y∈Ω

1
2
|x− y|2 + ηu0(y), (5.18)

is Lipschitz (see, for example, Box 1.8 of [San15]), and thus is differentiable
almost everywhere on Ω. Select x0 ∈ Ω such that x0 ∈ Ω \ ∂Ω with
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(−ηu0)c2 differentiable at x0; because ∂Ω is Lebesgue negligible, the set of
x0 satisfying this has full Lebesgue measure.

For x0 selected in this way, there exists y0 ∈ Ω such that

(−ηu0)
c2(x0) =

1
2
|x0 − y0|2 + ηu0(y0). (5.19)

By definition, for all x ∈ Ω,

(−ηu0)
c2(x) ≤ 1

2
|x− y0|2 + ηu0(y0), (5.20)

with equality at x = x0. Rearranging, we obtain that the function x 7→
1
2 |x − y0|2 − (−ηu0)c2(x) is minimized at x0. Since x0 ∈ Ω \ ∂Ω, and
(−ηu0)c2 is differentiable at x0, we therefore have

y0 = x0 −∇(−ηu0)
c2(x0). (5.21)

This expresses the minimizer y0 of (5.17) for x = x0 in terms of x0; the
minimizer is therefore unique.

Remark 5.6. For a general cost function c : Ω×Ω→ R, and ϕ ∈ C(Ω), the
function ϕc : Ω→ R defined by

ϕc(x) = inf
y∈Ω

c(x, y)− ϕ(y)

is called the c-transform of ϕ. If ϕ is such that there exists a function ψ

with ϕ = ψc, then one says that ϕ is c-concave, written ϕ ∈ c-conc(Ω).
Throughout this chapter we will make use of the well known fact that
ϕ ≤ ϕcc, with equality if and only if ϕ is c-concave (see, e.g., Proposition
1.34 [San15]).

Lemma 5.5 shows that whenever µ≪ Ld and u0 is lower semi-continuous,
(5.17) has a unique solution µ almost everywhere, given by (I−∇(−ηu0)c2)(x0).
We can then investigate what happens to the measure µ if we push it for-
ward under this solution map.

There is a slight measurability issue here; since (−ηu0)c2 is merely
Lipschitz, ∇(−ηu0)c2 may not be a Borel map. Nevertheless, it is Lebesgue
measurable, and so there is a Borel measurable map T which coincides
with I − ∇(−ηu0)c2 except on a set of Lebesgue measure zero. Since
µ≪ Ld, T(x) is µ almost everywhere a solution map for (5.17).

The following lemma provides a description of T#µ.
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Lemma 5.7. In addition to the assumptions of Lemma 5.5, let µ ∈ P(Ω) satisfy
µ≪ Ld. Let T be a Borel solution map for (5.17). The measure T#µ is the unique
solution to the optimization problem

inf
ρ∈P(Ω)

1
2

W2
2 (ρ, µ) + η⟨u0, ρ⟩. (5.22)

Proof. First we note that the map

ρ 7→ 1
2

W2
2 (ρ, µ) + η⟨u0, ρ⟩ (5.23)

is strictly convex by Theorem 7.19 from [San15], due to µ being absolutely
continuous. Thus, if a solution ρ to (5.22) exists it is unique by strict
convexity. A measure ρη is a minimizer of (5.22) if and only if

0 ∈ ∂

(
1
2

W2
2 (·, µ) + ⟨ηu0, ·⟩

)
(ρη)

Since ρ 7→ ⟨u0, ρ⟩ is linear, this is equivalent to

−ηu0 ∈ ∂

(
1
2

W2
2 (·, µ)

)
(ρη).

By Proposition 7.17 of [San15], which characterises the subdifferential of
the convex function ρ 7→ 1

2W2
2 (ρ, µ), we conclude that ρη is a minimizer of

(5.22) if and only if∫
Ω
(−ηu0)

c2 dµ +
∫

Ω
(−ηu0)dρη =

1
2

W2
2 (µ, ρη). (5.24)

We will now show that T#µ satisfies this equation. Noting that

(−ηu0)
c2(x)− ηu0(y) ≤

1
2
|x− y|2 ∀x, y ∈ Ω,

we integrate against any γ ∈ Π(µ, T#µ) to obtain∫
Ω
(−ηu0)

c2(x)dµ(x) +
∫

Ω
−ηu0(y)dT#µ(y) ≤

∫
Ω

1
2
|x− y|2dγ(x, y),

and thus∫
Ω
(−ηu0)

c2(x)dµ(x) +
∫

Ω
−ηu0(y)dT#µ(y) ≤ 1

2
W2

2 (µ, T#µ). (5.25)



5.2 relating ttc and (WROF) 144

On the other hand,∫
Ω
(−ηu0)

c2(x)dµ(x) +
∫

Ω
(−ηu0)(y)dT#µ(y)

=
∫

Ω

(
1
2
|x− T(x)|2 + ηu0(T(x))

)
dµ(x)−

∫
Ω

ηu0(T(x))dµ(x),

=
∫

Ω

1
2
|x− T(x)|2dµ(x).

≥ 1
2

W2
2 (µ, T#µ). (5.26)

Note that we have used in the second line the fact that T is µ almost
everywhere the solution map for (5.17). Equations (5.25) and (5.26) thus
establish that (5.24) holds for T#µ, proving that T#µ is the unique minimizer
of (5.22).

Remark 5.8. We note that Lemma 5.7 describes the distribution one obtains
by applying the denoising technique from [LÖS18] pointwise to an abso-
lutely continuous distribution µ. Indeed, that procedure coincides with
solving (5.17) given x when u0 is a Kantorovich potential for W1(µ, ν).

With Lemma 5.7 proven, we can now relate (WROF) to [LÖS18]. Using
Proposition 7.17, [San15], again, we know that a Kantorovich potential u0

for W1(µ, ν) is a sub-gradient for the convex functional W1(·, ν) at µ. In
this case, the problem in (5.22) can be seen as an analogue of sub-gradient
descent on the functional ρ 7→ W1(ρ, ν) on the metric space W2(Ω). This
comes from the fact that if ψ : Rd → R is differentiable, the unique
minimizer of the problem

min
y∈Rd

1
2
|x− y|2 + ⟨η∇ψ(x), y⟩

is x − η∇ψ(x). Replacing the regular Euclidean metric on Rd with the
Wasserstein 2 metric on P(Ω), and the gradient of ψ with the sub-gradient
u0 of W1(·, ν), it is clear that solving (5.22) is akin to sub-gradient descent
on W1(·, ν), with step size η.

We can leverage this connection to obtain (WROF). Indeed, the map x−
η∇ f (x) is nothing other than the forward Euler method for approximating
the flow of the gradient vector field −∇ f . A better behaved algorithm
in terms of approximating the gradient flow on f is the backward Euler
method. This proceeds by solving the equation

min
y

1
2
|x− y|2 + η f (y).
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Applying this analogy to (5.22), the backward-Euler version of (5.22) is
nothing other than (WROF).

5.2.2 Optimality conditions for (WROF)

Using some standard results from convex analysis we will determine
here a set of sufficient conditions for ρη to be a solution to (WROF). An
immediate application of these conditions will be to show that under the
assumption that η is less than the minimal transport length for the ray
monotone Wasserstein 1 transport from µ to ν, the solution to (WROF)
and the measure obtained via gradient descent with step size η on a
Wasserstein-1 Kantorovich potential (i.e. TTC) coincide. Since the latter
coincides with the measure obtained via the technique of [LÖS18] in this
case (Proposition 4.21), this proves the equivalence of all three approaches.

Lemma 5.9. Let Ω ⊂ Rd be compact, and let µ, ν ∈ P(Ω) be probability
measures. Take η > 0. If ρη ∈ P(Ω) is a measure such that there exists φ0 ∈
C(Ω) satisfying

1. φ0/η ∈ 1-Lip(Ω), with∫
Ω

φ0dν−
∫

Ω
φ0dρη = ηW1(ρη , ν) (5.27)

and

2. Defining φc2
0 as given in Remark 5.6, where recall c2(x, y) = 1

2 |x − y|2,
we have ∫

Ω
φc2

0 dµ +
∫

Ω
φ0dρη =

1
2

W2
2 (µ, ρη), (5.28)

then ρη is a solution to (WROF). If µ≪ Ld, it is the unique solution.

Proof. By Proposition 7.17 from [San15], assumptions (5.27) and (5.28)
imply that

−φ0 ∈ ∂ (ηW1(·, ν)) (ρη), φ0 ∈ ∂

(
1
2

W2
2 (·, µ)

)
(ρη).
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As such,

0 = φ0 − φ0,

∈ ∂

(
1
2

W2
2 (·, µ)

)
(ρη) + ∂ (ηW1(·, ν)) (ρη),

⊂ ∂

(
1
2

W2
2 (·, µ) + ηW1(·, ν)

)
(ρη).

which proves that ρη is a minimizer. Uniqueness of the minimizer follows
since ρ 7→ 1

2W2
2 (ρ, µ) is strictly convex if µ≪ Ld.

We now apply these optimality conditions to prove our result relating
the solution of (WROF) to (I − η∇u0)#µ.

Proposition 5.10. Suppose that Ω ⊂ Rd is compact and convex, and that
µ, ν ∈ P(Ω). Suppose that µ≪ Ld, and that η > 0 satisfies

ℓ0(T0) > η

(see 4.2), where T0 is the unique ray monotone optimal transport map for W1(µ, ν).
Take u0 ∈ 1-Lip(Ω) a Kantorovich potential for W1(µ, ν), and let T be a Borel
map that coincides with I − η∇u0 except on a Lebesgue negligible set. Then
ρη = T#µ is the unique minimizer of (WROF).

Proof. We check the conditions of Lemma 5.9 for ρη and φ0 := −ηu0; note
that convexity of Ω, together with ℓ0(T0) > η, implies that ρη ∈ P(Ω). We
have shown already in Proposition 4.16 that u0 is a Kantorovich potential
for W1(ρη , ν). As such, φ0 = −ηu0 satisfies φ0/η ∈ 1-Lip(Ω) and (5.27).
To check (5.28), we compute φc2

0 (x); by Proposition 4.21, we have that µ

almost everywhere, the minimum in the definition of φc2
0 is obtained at

x− η∇u0(x). Thus, for µ almost all x,

φc2
0 (x) =

1
2

η2 + η(u0(x)− η) = ηu0(x)− 1
2

η2.

As such,∫
Ω

φc2
0 (x)dµ(x) +

∫
Ω

φ0(y)dρη(y) (5.29)

=
∫

Ω
(ηu0(x)− 1

2
η2)dµ(x)−

∫
Ω

ηu0(x− η∇u0(x))dµ(x),

=
∫

Ω
(ηu0(x)− 1

2
η2)dµ(x)−

∫
Ω
(ηu0(x)− η2)dµ(x),

=
1
2

η2. (5.30)
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Noting that the pair (φc2
0 , φ0) satisfies φc2

0 (x) + φ0(y) ≤ 1
2 |x − y|2 for all

x, y ∈ Ω, we therefore obtain via duality that

1
2

η2 ≤ 1
2

W2
2 (µ, ρη).

On the other hand, the cost of the admissible map T is∫
Ω

1
2
|x− T(x)|2dµ(x) =

1
2

η2,

and thus 1
2W2

2 (µ, ρη) = 1
2 η2. Together with (5.30), this implies (5.28).

Lemma 5.9 then implies that ρη is the unique solution of (WROF).

The link between (WROF) and Chapter 4 having been established, we
now analyse solutions of (WROF).

5.3 an analysis of the solution of (WROF)

In this section we will prove a general theorem about the minimization of
a certain class of convex functions, establishing that the solution map is
equivalent to a projection. Both ROF (see (5.1)) and (WROF) are examples
of this class of problems, so we can apply this general theorem to recover
Theorem 5.1 and our Theorem 5.2. This puts ROF and (WROF) within a
common framework, which will be a fruitful analogy in the sequel.

5.3.1 A class of minimization problems with solutions given by projections

Let X be a separated locally convex topological vector space2, and take X∗

as its continuous dual; in general we will denote by x and x∗ points in X
and X∗ respectively. Let F : X → R be a proper lower semi-continuous
convex functional. Recall that the Legendre dual of such a function is
given by F∗ : X∗ → R∪ {+∞},

F∗(x∗) := sup
x∈X
⟨x, x∗⟩ − F(x).

When studying the subdifferential of F∗ we will restrict the dual of X∗ to
X ⊂ X∗∗, i.e.

∂F∗(x∗) := {x ∈ X | ∀y∗ ∈ X∗, F∗(y∗) ≥ F∗(x∗) + ⟨x, y∗ − x∗⟩}.

2 We will not need this amount of generality for our applications, but we phrase our theorem
in this setting to demonstrate that nothing more is needed.
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We will focus on F which are in fact continuous, and such that F∗ is a
strictly convex function. Take K ⊂ X as a closed, convex, non-empty set
satisfying K = −K. For y∗0 ∈ X∗, consider the optimization problem

min
x∗∈X∗

F∗(x∗) + 1∗K(x∗ − y∗0). (5.31)

To motivate the analysis of such problems, we will now demonstrate that
both ROF and (WROF) are examples.

Example 5.11 (The denoising model of [ROF92] ). Take X = L2(R2), and
F : L2(R2)→ R as

F(u) =
1
2
∥u∥2

L2(R2) + ⟨ f , u⟩.

This functional is obviously continuous and convex. It is a simple exercise
to show that its dual is

F∗(u) =
1
2
∥u− f ∥2

L2(R2),

which is strictly convex. Take the set K as

K := {v ∈ L2(R2) | ∥v∥∗ ≤ η}.

It is clear that K is convex, K = −K, and K is closed. It is also not difficult
to show that

1∗K(u) := sup
v∈K

∫
R2

vudx = η∥u∥TV

Thus, we see that ROF (i.e. (5.1)) is an example of (5.31), with y∗0 = 0.

Example 5.12 (WROF). Take Ω ⊂ Rd compact, and let X = C(Ω) with
the topology induced by the sup norm. Then X∗ = M(Ω), the set of
finite signed measures on Ω. Let µ ∈ P(Ω) with µ ≪ Ld, and take
F : C(Ω)→ R as the functional

F(φ) := −
∫

Ω
φc2 dµ.

It is shown in the proof of Proposition 7.17 of [San15] that F defined in
this way is convex and continuous, and that F∗ satisfies, for ρ ∈ M(Ω),

F∗(ρ) =

{
1
2W2

2 (ρ, µ) ρ ∈ P(Ω),

+∞ else .

Further, Proposition 7.19 of [San15] proves that F∗ is strictly convex when
µ≪ Ld.
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Now take K = η-Lip(Ω), the set of functions on Ω which have Lipschitz
constant η. This is convex and closed in C(Ω), and satisfies K = −K. In
addition, for ν, ρ ∈ P(Ω), we have

1∗K(ρ− ν) = sup
φ∈η-Lip(Ω)

⟨φ, ρ− ν⟩,

= ηW1(ρ, ν).

Thus, it is clear that (WROF) is of the form (5.31).

To continue our analysis of (5.31), let

dom(F∗) = {x∗ ∈ X∗ | F∗(x∗) < +∞},

and define the divergence D : dom(F∗)× dom(F∗)→ R∪ {+∞} by

D(y∗, x∗) := F∗(y∗)− F∗(x∗)− sup
x∈∂F∗(x∗)∩K

⟨x, y∗ − x∗⟩. (5.32)

D is related to a Bregman divergence of the functional F∗. Indeed, for
ψ : Rd → R strictly convex and differentiable the Bregman divergence Dψ

is defined by

Dψ(y, x) = ψ(y)− ψ(x)− ⟨∇ψ(x), y− x⟩.

The following lemma makes it clear that D shares some of the same
properties as a Bregman divergence.

Lemma 5.13. For all y∗, x∗ ∈ dom(F∗), the functional D satisfies

D(y∗, x∗) ≥ 0.

Moreover, if F∗ is strictly convex, then D(y∗, x∗) = 0 if and only if ∂F∗(x∗) ∩
K ̸= ∅ and y∗ = x∗.

Proof. Since the supremum of the empty set is −∞, the claim D(y∗, x∗) ≥ 0
clearly holds if ∂F∗(x∗) ∩ K = ∅. On the other hand, if ∂F∗(x∗) ∩ K ̸= ∅
the definition of the subdifferential of F∗ confirms that D(y∗, x∗) ≥ 0.
Clearly, if ∂F∗(x∗) ∩ K ̸= ∅ and y∗ = x∗ we have D(y∗, x∗) = 0. On the
other hand, let F∗ be strictly convex. If D(y∗, x∗) = 0, then take ϵ > 0 and
xϵ ∈ ∂F∗(x∗) ∩ K such that

sup
x∈∂F∗(x∗)∩K

⟨x, y∗ − x∗⟩ − ϵ ≤ ⟨xϵ, y∗ − x∗⟩.
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Since D(y∗, x∗) = 0, we therefore obtain

F∗(y∗) ≤ F∗(x∗) + ⟨xϵ, y∗ − x∗⟩+ ϵ.

Hence, for t ∈ [0, 1],

F∗((1− t)x∗ + ty∗) ≤ (1− t)F∗(x∗) + tF∗(y∗),

≤ (1− t)F∗(x∗) + tF∗(x∗)

+ ⟨xϵ, (1− t)x∗ + ty∗ − x∗⟩+ tϵ,

≤ F∗((1− t)x∗ + ty∗) + tϵ.

Since ϵ is arbitrary, we obtain that F∗ is affine on the segment [x∗, y∗], a
contradiction to strict convexity unless x∗ = y∗.

Example 5.14. Let us determine what D is in the context of (5.1). Recall
that F∗(u) = 1

2∥u− f ∥2
L2(R2). Then ∂F∗(u) is a singleton, given by {u− f }.

So D(v, u) = +∞ unless ∥u− f ∥∗ ≤ η. In that case,

D(v, u) =
1
2
∥v− f ∥2

L2(R2) −
1
2
∥u− f ∥2

L2(R2) − ⟨u− f , v− u⟩,

=
1
2
∥u− v∥2

L2(R2).

For a non-empty convex set K ⊂ X satisfying K = −K, define the
semi-norm ∥·∥K : X → R∪ {+∞} given by

∥x∥K = inf{t > 0 | x
t
∈ K}.

We can now state the main result of this section, which provides conditions
under which the solution to (5.31), if it exists, can be expressed as a
projection in the divergence D onto the set of x∗ such that ∂F∗(x∗)∩K ̸= ∅.

Theorem 5.15. Suppose that X is a separated locally convex topological vector
space, with X∗ as its dual. Assume F : X → R is continuous and convex. Suppose
that its dual F∗ is strictly convex, and that y∗0 ∈ dom(F∗). Let K ⊂ X be a closed,
convex, non-empty set satisfying K = −K. Suppose that the problem

sup
x∈K
⟨x, y∗0⟩ − F(x), (5.33)

has a solution x0. Then the values of (5.31), (5.33), and

F∗(y∗0)−min{D(y∗0 , x∗) | ∂F∗(x∗) ∩ K ̸= ∅} (5.34)

coincide. Moreover, the following are equivalent:



5.3 an analysis of the solution of (WROF) 151

(a) x∗0 is the unique solution to (5.31).
(b) x0 solves (5.33), and x∗0 ∈ ∂F(x0)

Further, the unique solution x∗0 to (5.31) is also a solution to the minimization
problem in (5.34). We therefore obtain the following dichotomy:

(i) If ∂F∗(y∗0) ∩ K ̸= ∅, then x∗0 = y∗0 .
(ii) Otherwise, x∗0 ̸= y∗0 , x0 ∈ ∂F∗(x∗0) ∩ K satisfies ∥x0∥K = 1, and

⟨x0, y∗0 − x∗0⟩ = 1∗K(x∗0 − y∗0). (5.35)

Remark 5.16. Let the solution map to (5.31) as a function of y∗0 be denoted P.
Then the dichotomy presented in Theorem 5.15 confirms that P(P(y∗0)) =
P(y∗0); in other words, P is a projection. This is a desirable feature of
variational problems for image restoration, as it shows that images which
have already been restored are left untouched.

Before we prove Theorem 5.15 we show how it can be used to recover
Theorem 5.1.

Proof of Theorem 5.1. Recalling Example 5.11 and Example 5.14, we have
that (5.1) is of the form (5.31) for y∗0 = 0, and

F(u) =
1
2
∥u∥2

L2(R2) + ⟨ f , u⟩, F∗(u) =
1
2
∥u− f ∥2

L2(R2)

K := {v ∈ L2(R2) | ∥v∥∗ ≤ η}.

D(v, u) =

{
1
2∥u− v∥2

L2(R2) ∥u− f ∥∗ ≤ η,

+∞ ∥u− f ∥∗ > η

The problem (5.33) therefore takes the form

min
∥v∥∗≤η

1
2
∥v + f ∥2

L2(R2).

This problem has a solution vη since K is convex, non-empty and closed,
and the function v 7→ ∥v + f ∥2

L2(R2) is continuous, convex, and coercive on
L2(R2). We may therefore apply Theorem 5.15 to declare that the solution
to (5.1) is given by

uη = f + vη .

Given our calculation for D in Example 5.14, we obtain that uη is a solution
of the problem in (5.34), which is

min
∥u− f ∥∗≤η

∥u∥2
L2(R2).
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Thus, if ∥ f ∥∗ ≤ η, it is clear that uη = 0. On the other hand, ∥ f ∥∗ > η if
and only if ∂F∗(0) ∩ K = ∅. Using Theorem 5.15, we obtain that vη ∈ K
satisfies

∥∥vη

∥∥
K = 1, and∫

R2
uη( f − uη)dx = ⟨vη ,−uη⟩ = η

∥∥uη

∥∥
TV .

Finally, we compute ∥v∥K = ∥v∥∗/η. As such,
∥∥vη

∥∥
K = 1 is equivalent to∥∥vη

∥∥
∗ = η, and the proof is complete.

Proof of Theorem 5.15. Let x0 be a solution to (5.33). Then, equivalently, x0

solves
min
x∈X

F(x)− ⟨x, y∗0⟩+ 1K(x).

Noting that x 7→ F(x)−⟨x, y∗0⟩ and 1K(x) are both proper convex functions,
and that the former is finite and continuous, we can apply part (iii) of
Theorem 2.8.7 from [Zal02] to conclude that

∂ (F− ⟨·, y∗0⟩+ 1K) = ∂F− {y∗0}+ ∂1K. (5.36)

It is a standard fact that F∗ being strictly convex implies that ∂F(x0)

contains at most one element. Further, since F is convex, proper, and
continuous, Theorem 2.4.9 from [Zal02] shows that ∂F(x) is non-empty for
all x ∈ X, and thus ∂F(x) contains a unique element for all x ∈ X. Since
x0 is a solution of (5.33), the unique element x∗0 ∈ ∂F(x0) satisfies

0 ∈ x∗0 − y∗0 + ∂1K(x0).

Since K = −K, we have ∂1K(−x0) = −∂1K(x0). Thus,

x∗0 − y∗0 ∈ ∂1K(−x0). (5.37)

Next we invoke Theorem 2.4.4 from [Zal02], which says that if H : X →
R ∪ {+∞} is proper, convex, and lower semi-continuous, then for all x
such that H(x) < +∞,

x∗ ∈ ∂H(x)⇔ x ∈ ∂H(x∗)⇔ H(x) + H∗(x∗) = ⟨x, x∗⟩. (5.38)

We apply this to H = 1K, which is proper because K is non-empty, convex
because K is convex, and lower semi-continuous because K is closed. Thus,

−x0 ∈ ∂1∗K(x∗0 − y∗0).
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It is an elementary fact that (∂H(· − y∗)) (x∗) = ∂H(x∗ − y∗). Recalling
that x∗0 ∈ ∂F(x0) and using (5.38) again, we get

0 ∈ ∂F∗(x∗0) + ∂1∗K(x∗0 − y∗0) ⊂ ∂ (F∗ + 1∗K(· − y∗0)) (x∗0),

which confirms that x∗0 is a minimizer of (5.31). By the assumed strict
convexity of F∗, x∗0 is the unique minimizer. We have shown that if x0

solves (5.33), then x∗0 ∈ ∂F(x0) solves (5.31). Conversely, if x∗0 solves (5.33)
then by uniqueness of solutions it satisfies x∗0 ∈ ∂F(x0). This proves the
equivalence of (a) and (b).

Regarding the values of (5.31) and (5.33), note that by definition of the
Legendre dual, for all x∗ ∈ X∗ and x ∈ K,

F∗(x∗) + 1∗K(x∗ − y∗0) ≥ ⟨x, x∗⟩ − F(x) + ⟨−x, x∗ − y∗0⟩,
= ⟨x, y∗0⟩ − F(x).

Hence,
inf

x∗∈X∗
F∗(x∗) + 1∗K(x∗ − y∗0) ≥ sup

x∈K
⟨x, y∗0⟩ − F(x).

On the other hand, for x0 optimal in (5.33) and x∗0 ∈ ∂F(x0) optimal in
(5.31), (5.38) implies

F∗(x∗0) + 1∗K(x∗0 − y∗0) = ⟨x0, x∗0⟩ − F(x0) + ⟨−x0, x∗0 − y∗0⟩,
= ⟨x0, y∗0⟩ − F(x0).

This establishes that the values of (5.31) and (5.33) are the same.
Next, we turn to (5.34). Invoking (5.38) again, and recalling that ∂F(x)

contains a unique element for all x ∈ X, we obtained that for each x ∈ K,
there exists x∗ ∈ ∂F(x) such that ∂F∗(x∗) ∩ K ̸= ∅. As such,

⟨x, y∗0⟩ − F(x) = ⟨x, y∗0 − x∗⟩+ F∗(x∗),

= F∗(y∗0)− (F∗(y∗0)− F∗(x∗)− ⟨x, y∗0 − x∗⟩) ,

≤ F∗(y∗0)− (F∗(y∗0)− F∗(x∗)− sup
z∈∂F∗(x∗)∩K

⟨z, y∗0 − x∗⟩.

Thus,
sup
x∈K
⟨x, y∗0⟩ − F(x) ≤ F(y∗0)− inf

x∗∈X∗
D(y∗0 , x∗). (5.39)

On the other hand, for x∗ ∈ X∗ with ∂F∗(x∗) ∩ K ̸= ∅, let ϵ > 0 and take
x ∈ ∂F∗(x∗) ∩ K satisfying

sup
z∈∂F∗(x∗)∩K

⟨z, y∗0 − x∗⟩ − ϵ ≤ ⟨x, y∗0 − x∗⟩.
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Then

F(y∗0)− D(y∗0 , x∗) ≤ F(y∗0)− (F∗(y∗0)− F∗(x∗)− ⟨x, y∗0 − x∗⟩ − ϵ),

= ⟨x, y∗0⟩ − F(x) + ϵ.

Hence,
sup
x∈K
⟨x, y∗0⟩ − F(x) + ϵ ≥ F(y∗0)− inf

x∗∈X∗
D(y∗0 , x∗).

Since ϵ is arbitrary, we obtain equality of the values of (5.33) and (5.34).
Finally, if x0 solves (5.33), then we know that x∗0 ∈ ∂F(x0) solves (5.31). We
also have

sup
x∈K
⟨x, y∗0⟩ − F(x) = ⟨x0, y∗0⟩ − F(x0),

≤ F∗(y∗0)− D(y∗0 , x∗0),

≤ F∗(y∗0)− inf
x∗∈X

D(y∗0 , x∗),

= sup
x∈K
⟨x, y∗0⟩ − F(x).

Equality of the first expression and the last mean that each inequality is
an equality; thus x∗0 solves

inf
x∗∈X

D(y∗0 , x∗),

as claimed.
We now address the dichotomy. If ∂F∗(y∗0)∩K ̸= ∅, then by Lemma 5.13

the only minimizer of (5.34) is y∗0 . So suppose ∂F∗(y∗0) ∩ K = ∅. Then it
is clear that x∗0 ̸= y∗0 , since D(y∗0 , x∗0) < +∞, and hence ∂F∗(x∗0) ∩ K ̸= ∅.
By (5.37), we get that there exists x0 ∈ ∂F∗(x∗0) ∩ K (a solution to (5.33))
satisfying

⟨−x0, x∗0 − y∗0⟩ = 1∗K(x∗0 − y∗0),

which is (5.35). Since x0 ∈ K, we have ∥x0∥K ≤ 1. On the other hand, if
∥x0∥K < 1, then there is no possibility of (5.35) holding.

5.3.2 Preliminaries for proving Theorem 5.2

Here we will demonstrate that the hypotheses of Theorem 5.15 hold for
(WROF). In addition, we will describe that the divergence D.

Recall that in the context of (WROF) we had K = η-Lip(Ω), and F :
C(Ω)→ R given by

F(φ) = −
∫

Ω
φc2 dµ.
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We mentioned in Example 5.12 that F defined in this way is convex and
continuous, and that F∗ is strictly convex provided µ ≪ Ld. Further,
K := η-Lip(Ω) is closed, convex, and non-empty, and satisfies K = −K.
The only remaining hypothesis of Theorem 5.15 to verify is that (5.33) has
a solution. In this setting (5.33) takes the form

sup
φ∈η-Lip(Ω)

∫
Ω

φc2 dµ +
∫

Ω
φdν. (5.40)

The existence of a solution could be proved by standard arguments, but
we will do so by re-writing (5.40) as an unconstrained problem in terms in
terms of the cost c2,η (see (5.7) for the definition), which will be useful to
us later.

For µ, ρ ∈ P(Ω), let Ic2,η (µ, ρ) be the transport cost, i.e.

Ic2,η (µ, ρ) := inf
γ∈Π(µ,ρ)

∫
Ω×Ω

c2,η(x, y)dγ(x, y).

Since c2(x, y) ≥ c2,η(x, y), it is obvious that 1
2W2

2 (µ, ρ) ≥ Ic2,η (µ, ρ). We
now prove some facts about the hybrid cost c2,η .

Lemma 5.17. If Ω is convex and φ ∈ η-Lip(Ω), then

φc2,η (x) = φc2(x) ∀x ∈ Ω (5.41)

where, recall,
φc2,η (x) := inf

y∈Ω
c2,η(x, y)− φ(y).

Proof. Let Bη(x) be the closed Euclidean ball of radius η centred at x. We
claim that φ ∈ η-Lip(Ω) implies that for all x ∈ Ω,

φc2(x) = inf
y∈Ω∩Bη(x)

c2(x, y)− φ(y). (5.42)

Indeed, for y ∈ Ω \ Bη(x), let z be the projection of y onto Bη(x) in the
Euclidean norm; note that z ∈ Ω by convexity of Ω. Since c2 is convex and
differentiable in its second variable, we have

c2(x, y) ≥ c2(x, z) + ⟨z− x, y− z⟩ = c2(x, z) + η|z− y|,

so

c2(x, y)− φ(y) ≥ c2(x, z) + η|z− y| − φ(y) ≥ c2(x, z)− φ(z).
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This proves (5.42). Next, we claim that, for x ∈ Ω, the infimum in

φc2,η (x) = inf
y∈Ω

c2,η(x, y)− φ(y),

can also be restricted to Bη(x) ∩Ω. Indeed, if y ∈ Ω \ Bη(x), let z be its
projection onto Bη(x). Then

c2,η(x, y)− φ(y) = c2,η(x, z) + η|y− z| − φ(y) ≥ c2,η(x, z)− φ(z),

which proves the claim. Since c2,η(x, y) = c2(x, y) when |x− y| ≤ η, we
get

φc2,η (x) = inf
y∈Ω

c2,η(x, y)− φ(y),

= inf
y∈Ω∩Bη(x)

c2,η(x, y)− φ(y),

= inf
y∈Ω∩Bη(x)

c2(x, y)− φ(y),

= φc2(x), (5.43)

the last line holding via (5.42).

An immediate consequence of the preceding lemma is that we can
re-write (5.40) as an unconstrained problem in terms of the cost c2,η .

Lemma 5.18. When Ω is convex, the problems (5.40) and

sup
φ∈C(Ω)

∫
Ω

φc2,η dµ +
∫

Ω
φdν (5.44)

are equivalent; they have the same value, a solution to (5.40) is a solution to
(5.44), and a c2,η-concave solution to (5.44) is a solution to (5.40).

Proof. Let φ ∈ C(Ω) be a candidate for maximizing (5.44). Without loss
of generality we may take φ c2,η-concave, and since c2,η(x, y) = h(|x− y|)
for h ∈ η-Lip(R+), we obtain φ ∈ η-Lip(Ω) as well. So (5.44) can be
re-written as

sup
φ∈η-Lip(Ω)

∫
Ω

φc2,η dµ +
∫

Ω
φdν

We have already shown in Lemma 5.17 that when Ω is convex and φ ∈
η-Lip(Ω), φc2,η = φc2 . This establishes the equivalence of the problems.

The existence of a solution to (5.40) now follows from the existence of a
Kantorovich potential for the transport problem Ic2,η (µ, ν).
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Lemma 5.19. Let Ω ⊂ Rn be compact and convex. For µ, ν ∈ P(Ω), problem
(5.40) has a solution.

Proof. Since the cost c2,η is uniformly continuous and bounded on Ω×Ω,
we may use Theorem 1.39 of [San15] to conclude that there exists a c2,η-
concave function φ0 such that

Ic2,η (µ, ν) = sup
φ∈C(Ω)

∫
Ω

φc2,η dµ +
∫

Ω
φdν,

=
∫

Ω
φ

c2,η
0 dµ +

∫
Ω

φ0dν.

By Lemma 5.18, φ0 is a solution of (5.40).

The hypotheses of Theorem 5.15 being validated, we may apply it to
(WROF), and we will do so in Section 5.3.3. As a preliminary step, however,
it will be helpful to specify the subdifferential of F, since the minimizer of
(WROF) will be given by ∂F(φ0) if φ0 solves (5.40). It will also be useful to
study the divergence D in this context, specifically where it is finite. This
is the content of the following two subsections.

The subdifferential of F

Lemma 5.20. For φ ∈ C(Ω), ∂F(φ) is non-empty, and

∂F(φ) = {ρ ∈ P(Ω) |
∫

Ω
φc2 dµ +

∫
Ω

φdρ =
1
2

W2
2 (ρ, µ)}. (5.45)

Further, if ∂Ω has Lebesgue measure 0, µ ≪ Ld, and T : Ω → Ω is any Borel
map almost everywhere equal to I −∇φc2 , then

∂F(φ) = {T#µ}.

Proof. Since F is convex, proper, and continuous everywhere, Theorem
2.4.9 from [Zal02] shows that ∂F(φ) is non-empty for all φ. Since F is a
convex, proper, and continuous function, we invoke (5.38) to state that

ρ ∈ ∂F(φ)⇔ φ ∈ ∂F∗(ρ) = ∂

(
1
2

W2
2 (·, µ)

)
(ρ).

Via Proposition 7.17 from [San15], we obtain (5.45).
Suppose in addition ∂Ω has Lebesgue measure 0 and µ ≪ Ld. Then

ρ ∈ ∂F(φ) means that φc2 is a Kantorovich potential for W2(µ, ρ). The
characterisation of the optimal transport map for the cost c2(x, y) = 1

2 |x−
y|2 in Theorem 1.17 of [San15] then confirms that ρ = T#µ, for any T
almost everywhere equal to I −∇φc2 .
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The divergence D in the context of (WROF)

We will show here that the set of measures ρ such that D(ν, ρ) < +∞ is
precisely the set of measures that are reachable from µ under an optimal
plan for the cost c2,η such that no point moves more than distance η. We
will also provide an economic interpretation of D on this set.

First, set Bη(µ) as the set of all measures ρ for which there exists an
optimal plan γ0 for the cost c2,η with displacement bounded by η,

Bη(µ) = {ρ ∈ P(Ω) | ∃γ0 optimal for Ic2,η (µ, ρ),

and spt(γ0) ⊂ {|x− y| ≤ η}}.

We consider Bη(µ) because the following lemma shows that it is exactly
the set of ρ ∈ P(Ω) such that ∂F∗(ρ) ∩ K ̸= ∅, and thus D(ν, ρ) < +∞. In
particular it is the set of measures ρ such that W2

2 (ρ, µ) has an η-Lipschitz
Kantorovich potential. We also provide a third characterisation of Bη(µ)

as the set of all measures which are close enough to µ that there are no
savings to be had using the discounted cost c2,η .

Lemma 5.21. Let Ω be compact and convex. Then the following are equivalent

(i) ρ ∈ Bη(µ),
(ii) ∂

( 1
2W2

2 (·, µ)
)
(ρ) ∩ η-Lip(Ω) ̸= ∅, and,

(iii) 1
2W2

2 (µ, ρ) = Ic2,η (µ, ρ).

Proof. Let ρ ∈ Bη(µ). Let φ be a c2,η-concave function such that

Ic2,η (µ, ρ) =
∫

Ω
φc2,η dµ +

∫
Ω

φdρ.

Since φ is c2,η-concave we obtain that φ ∈ η-Lip(Ω). For γ0 the optimal
plan transporting µ to ρ from the definition of Bη(µ), we have

1
2

W2
2 (µ, ρ) ≤ 1

2

∫
Ω×Ω
|x− y|2dγ0,

=
∫

Ω×Ω
c2,η(x, y)dγ0,

=
∫

Ω
φc2,η dµ +

∫
Ω

φdρ,

≤
∫

Ω
φc2 dµ +

∫
Ω

φdρ,

≤ 1
2

W2
2 (µ, ρ).
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In the second to last line we have used the fact that c2,η(x, y) ≤ c2(x, y)
for all x, y. Equality of the first and last terms mean we have equality
throughout, and thus φ ∈ ∂

( 1
2W2

2 (·, µ)
)
(ρ) ∩ η-Lip(Ω).

On the other hand, if ρ ∈ P(Ω) is such that there exists φ satisfying

φ ∈ ∂

(
1
2

W2
2 (·, µ)

)
(ρ) ∩ η-Lip(Ω),

then, using Lemma 5.17,

1
2

W2
2 (µ, ρ) =

∫
Ω

φc2 dµ +
∫

Ω
φdρ,

=
∫

Ω
φc2,η dµ +

∫
Ω

φdρ,

≤ Ic2,η (µ, ρ).

Since 1
2W2

2 (µ, ρ) ≥ Ic2,η (µ, ρ) in general, we have 1
2W2

2 (µ, ρ) = Ic2,η (µ, ρ).
Finally, suppose 1

2W2
2 (µ, ρ) = Ic2,η (µ, ρ). Since Ω is compact, there exists

an optimal plan γ0 ∈ Π(µ, ρ) for the cost 1
2W2

2 (µ, ρ). We compute

1
2

W2
2 (µ, ρ) =

∫
Ω×Ω

c2(x, y)dγ0(x, y),

≥
∫

Ω×Ω
c2,η(x, y)dγ0(x, y), (5.46)

≥ Ic2,η (µ, ρ),

=
1
2

W2
2 (µ, ρ).

Equality of the first and last term means we have equality throughout.
This indicates that γ0 is optimal for Ic2,η (µ, ρ), and

γ0({(x, y) ∈ Ω | |x− y| > η}) = 0,

otherwise the inequality in (5.46) would be strict. This implies ρ ∈ Bη(µ).

To make the dependency of the divergence D on the scale η more
explicit, let us denote it as Dη . For µ ∈ P(Ω) a fixed reference measure,
Dη is given by

Dη(ρ, ν) =
1
2

W2
2 (ν, µ)− 1

2
W2

2 (ρ, µ)

− sup{⟨φ, ν− ρ⟩ | φ ∈ ∂

(
1
2

W2
2 (·, µ)

)
(ρ) ∩ η-Lip(Ω)} (5.47)
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We now detail the economic interpretation of (5.47) that we mentioned
in Chapter 1. Assuming that goods are purchased from a manufacturer
with distribution ρ and sold to consumers with distribution ν, we claim
that Dη(ν, ρ) represents the total loss of value in a supply chain when the
transport cost has an economy of scale and consumers adopt a “buy local”
policy.

Suppose that a manufacturer produces a product with distribution µ,
and that demand for that product is ν. If anyone can move goods from x
to y for a transport cost of c2,η(x, y), it is well known3 that the maximum
profit attainable for shipping µ to ρ is Ic2,η (µ, ρ), and that a potential

φ ∈ ∂
(
Ic2,η (·, µ)

)
(ρ)

represents an optimal sale price as a function of location. We suppose
that instead of shipping directly to consumers, the manufacturer sells
to a retailer, who purchases product with distribution ρ and sells with
distribution ν, both at price φ. Exclusive of markup, the profits obtained
by the retailer are therefore

⟨φ, ν− ρ⟩.

Given µ and ρ, there may be several optimal prices φ, and since all of them
result in the same benefit for the manufacturer, they allow the retailer to
choose one that maximizes their profit. To avoid being taken advantage
of, however, the manufacturer specifies that φ ∈ η-Lip(Ω); otherwise the
retailer may be able to exploit an arbitrage against the global shipping cost
c2,η . The profits of the retailer are then

sup{⟨φ, ν− ρ⟩ | φ ∈ ∂
(
Ic2,η (·, µ)

)
(ρ) ∩ η-Lip(Ω)}.

We now suppose that the consumers impose a “buy local” policy, in the
sense that they will not tolerate goods being shipped more than distance
η to retailers. The retailer must modify ρ to compensate for this, and by
definition the only admissible distributions are those in Bη(µ). If ρ ∈ Bη(µ)

however, Lemma 5.17 and Lemma 5.21 show that

φ ∈ ∂
(
Ic2,η (·, µ)

)
(ρ) ∩ η-Lip(Ω)⇔ φ ∈ ∂

(
1
2

W2
2 (·, µ)

)
(ρ) ∩ η-Lip(Ω).

3 See, for example, [Vil09], page 65)
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Since Ic2,η (µ, ρ) = 1
2W2

2 (µ, ρ) for ρ ∈ Bη(µ), the total profits for both
manufacturer and retailer are

1
2

W2
2 (µ, ρ) + sup{⟨φ, ν− ρ⟩ | φ ∈ ∂

(
1
2

W2
2 (·, µ)

)
(ρ) ∩ η-Lip(Ω)}.

Subtracting this from the baseline 1
2W2

2 (µ, ν), we see that Dη(ρ, ν) is indeed
the total loss of value when product is purchased by retailers at distribution
ρ and sold at distribution ν under a buy local policy for consumers and
when transportation over scale η is discounted.

5.3.3 Proving Theorem 5.2

With Bη(µ) and Dη defined, we can finally apply Theorem 5.15 to char-
acterise ρη , the unique minimizer of (WROF), as a projection of ν onto
Bη(µ) with respect to the divergence Dη . This proves Theorem 5.2 from
Section 5.1.

Proposition 5.22. Let Ω be compact with non-negligible interior and boundary
of Lebesgue measure zero, and suppose µ ≪ Ld. Then the values of (WROF),
(5.40), and

1
2

W2
2 (ν, µ)− min

ρ∈Bη(µ)
Dη(ν, ρ) (5.48)

are equal. Further, the following are equivalent:

(a) ρη solves (WROF),
(b) φ0 solves (5.40), and ρη = (T0)#µ, for T0 = I −∇φc2

0 almost everywhere.

The solution ρη to (WROF) also solves the minimization problem in (5.48). As
such, we have the following dichotomy.

(i) If ν ∈ Bη(µ), then ρη = ν.
(ii) If ν ̸∈ Bη(µ), then ρη ̸= ν. Further, there exists φ0 ∈ ∂

( 1
2W2

2 (·, µ)
)
(ρη)

such that Lip(φ0) = η, and

⟨φ0, ν− ρη⟩ = ηW1(ρη , ν). (5.49)

Remark 5.23. Recalling the proof of Lemma 5.5, we observe that I−∇φc2
0 is

the solution map to (5.6). Thus, Proposition 5.22 confirms that the solution
to (WROF) is obtained by solving a restoration problem of the type used in
[LÖS18] pointwise, except with a different learned regularizer. In this light
we view Theorem 5.2 as a version of Theorem 5.1 for learned regularizers.

Proof. We have already described how F(φ) = −
∫

Ω φc2 dµ and K =

η-Lip(Ω) satisfy the hypotheses of Theorem 5.15; in particular, µ ≪ Ld
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and Ld(∂Ω) = 0 guarantee strict convexity of F∗. Further, Lemma 5.19

guarantees the existences of a solution to (5.40). The equalities of the
values of (WROF), (5.40), and (5.48), as well as the equivalence of (a) and
(b), then follow immediately from Theorem 5.15 and Lemma 5.20.

Since we have shown that ρ ∈ Bη(µ) is equivalent to ∂F∗(ρ) ∩ K ̸= ∅ in
Lemma 5.21, we see that the conditions of the dichotomy in this proposition
and Theorem 5.15 correspond. The only statement in Proposition 5.22 that
is not immediately obvious is that Lip(φ0) = η, but this comes from
determining that ∥φ0∥K = Lip(φ0)/η, completing the proof.

Under the additional assumption that ν ≪ Ld, the characterisation
of ρη given in Proposition 5.22 can be augmented. This is provided in
Proposition 5.39, where we obtain ρη by applying a soft thresholding to a
transport map from ν to µ.

5.4 absolute continuity of ρη

Proposition 5.22 provides a geometric understanding of the solution ρη to
(WROF). We now wish to iteratively solve (WROF), replacing either µ or
ν with the previous iterate.

Note the important role of absolute continuity of µ in proving Propo-
sition 5.22; it provides the strict convexity of F∗. Thus, if we want to
iteratively solve (WROF) by replacing µ with the previous iterate, we
should aim to find conditions under which ρη is absolutely continuous.
Though this is not necessary if we instead replace ν with the previous
iterate, we will find that we can make stronger statements about ρη if ν is
absolutely continuous as well.

Absolute continuity of µ alone is insufficient for guaranteeing absolute
continuity of ρη , however. This is shown in the following example.

Example 5.24. Consider Ω = [−1, 1]. Let µ = 1
2L[−1,1] be the uniform

distribution over [−1, 1], and take ν = δ0. We claim that for η ∈ (0, 1] the
unique solution to (WROF) is

ρη =
1
2
L[−1+η,1−η] + ηδ0.

It is not difficult, but somewhat tedious, to prove this by showing that the
pair (ρη , φ0), with

φ0(x) : −η|x|,

satisfies the hypothesis of Lemma 5.9.

The following proposition provides conditions under which ρη is guar-
anteed to be absolutely continuous.
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Proposition 5.25. Suppose that Ω ⊂ Rd is compact and convex, with a non-
empty interior. If µ and ν are absolutely continuous with respect to Lebesgue
measure, then ρη , the unique solution to (WROF), is absolutely continuous as
well.

Remark 5.26. Since the boundaries of convex sets are Lebesgue negligible,
the hypotheses of Proposition 5.25 subsume those of Proposition 5.22.

The rest of this section is devoted to proving Proposition 5.25, and the
plan is as follows. First, in Section 5.4.1 we use the alternate expression for
the dual (5.40) furnished by (5.44) to obtain a better understanding of how
ρη relates to µ and ν. Namely, there is a transport plan γ0 transporting
µ to ν and optimal for the cost c2,η defined in (5.7), and ρη is obtained
by completing all transport in this plan that moves less than distance η,
as well as progressing all transport that moves more than distance η as
much as possible while retaining ρη ∈ Bη(µ). We use this understanding
to decompose ρη into a sum of two measures, and by proving that each
of these is absolutely continuous, we will obtain that ρη is absolutely
continuous as well.

5.4.1 Consequences of Lemma 5.18 for a minimizer of (WROF)

Recall Lemma 5.18, which says that (5.40) and (5.44) are equivalent. Ob-
serve that (5.44) is a standard Kantorovich potential problem, and thus via
Theorem 1.39 of [San15] we get an additional expression for the value of
(WROF), namely

Ic2,η (µ, ν) = inf{
∫

Ω×Ω
c2,η(x, y)dγ | γ ∈ Π(µ, ν)}. (5.50)

By Theorem 1.4 of [San15], an optimal plan γ0 exists when Ω is compact.
Fix from this point onward a solution φ0 of (5.40) which is c2,η-concave;
such a φ0 exists by Lemma 5.18. The following result characterises ∇φc2

0 ,
and thus the solution of (WROF) (Proposition 5.22), in terms of this plan.

Lemma 5.27. Let Ω be compact and convex with non-negligible interior. Let
γ0 be optimal in (5.50). If (x, y) ∈ spt(γ0), with x in the interior of Ω and a
differentiable point of φc2

0 , then

∇φc2
0 (x) =

{
x− y |x− y| ≤ η,

η
x−y
|x−y| |x− y| ≥ η.

Thus, there is at most one y ∈ Bη(x) such that (x, y) ∈ spt(γ0) and in that case
x−∇φc2

0 (x) = y.
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Proof. If φ0 solves (5.40), then Lemma 5.18 shows that φ0 also solves (5.44),
and Lemma 5.17 shows that

φc2 = φc2,η .

Since φ0 is optimal potential in (5.44) we have

φc2
0 (x) + φ0(y) ≤ c2,η(x, y)

with equality on the support of γ0. Thus, if (x, y) ∈ spt(γ0), the minimum
of

inf
z

c2,η(z, y)− φc2
0 (z)

is obtained at x. If x is interior to Ω and a differentiable point of φc2
0 , then

0 = ∇xc2,η(x, y)−∇φc2
0 (x).

Computing the derivative of c2,η , we obtain the claim.

This lemma makes the map x 7→ x−∇φc2
0 (x) quite clear; if there exists

y such that |x − y| ≤ η and (x, y) ∈ spt(γ0), this map completes the
transport from x to y. On the other hand, if |x− y| > η, x−∇φ0(x) takes
a step of size η in the direction of y. Note that this behaviour accords with
Example 5.24.

5.4.2 A decomposition of ρη

Fix γ0 as an optimal plan in (5.50). Define the Borel measures

µc = (πx)#γ0|{|x−y|≤η}, µd = (πx)#γ0|{|x−y|>η}.

Let T0 be the map from Proposition 5.22 which transports µ to ρη and
is almost everywhere equal to I −∇φc2

0 , for φ0 a fixed solution to (5.40).
Noting that T0 is optimal for the transport between µ and ρη for the cost
c2, define

ρc
η = (T0)#µc, ρd

η = (T0)#µd.

It is clear that µ = µc + µd, and from this we obtain ρη = ρc
η + ρd

η . We will
prove that ρη ≪ Ld by showing the same for ρc

η and ρd
η .

It is easier to prove that ρc
η ≪ Ld, and that is the content of the following

lemma. We will actually prove the stronger result that ρc
η(E) ≤ ν(E) for all

Borel E. This inequality should be expected given the discussion following
Lemma 5.27, which says that the map I −∇φc2

0 completes all transport in
γ0 that moves less than distance η. Since the mass that moves less than
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distance η under γ0 is precisely µc, and γ0 transports µ to ν, that ρc
η ≤ ν is

not surprising.

Lemma 5.28. If µ≪ Ld, then for all E ⊂ Ω Borel we have

ρc
η(E) ≤ ν(E). (5.51)

As such, if ν≪ Ld, we have ρc
η ≪ Ld as well.

Proof. Observe that if

γ0|{|x−y|≤η} = (I, T0)#µc, (5.52)

then we are done, since then for E ⊂ Ω Borel,

ρc
η(E) = (πy)#(I, T0)#µc(E),

= (πy)#γ0|{|x−y|≤η}(E),

= γ0(Ω× E ∩ {|x− y| ≤ η}),
≤ γ0(Ω× E),

= ν(E).

So, we focus on proving (5.52). Note first that if γ0|{|x−y}≤η is the zero
measure, then (5.52) automatically holds. We therefore proceed assuming
that

γ0|{|x−y|≤η}(Ω×Ω) > 0.

Note that since γ0|{|x−y|≤η}(Ω×Ω) = µc(Ω), this implies that both these
measures have the same non-zero mass.

Recall the fixed potential φ0, optimal in (5.40). Since φ0 is Lipschitz,
it is differentiable almost everywhere. Thus, since Ld(∂Ω) = 0, there
exists a Borel measurable set D ⊂ Ωo (the interior of Ω) such that φc2

0
is differentiable on D, T0(x) = x −∇φc2

0 (x) on D, and Ld(Dc) = 0. We
therefore have, for E1, E2 ⊂ Ω Borel,

γ0|{|x−y|≤η}(E1 × E2) = γ0(E1 × E2 ∩ {|x− y| ≤ η}),
= γ0(E1 × E2 ∩ {|x− y| ≤ η} ∩ spt(γ0) ∩ D×Ω).

Here, the second equality holds since µ≪ Ld. Next, we claim that

{|x− y| ≤ η} ∩ spt(γ0) ∩ D×Ω ⊂ ΓT0(D),
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the latter being the graph of the map T0 over D. Indeed, if (x, y) is in
the set on the left hand side, then according to Lemma 5.27 we get y =

x−∇φc2
0 (x) = T0(x), which proves the claim. We observe, however, that

(E1 × E2) ∩ ΓT0(D) = (E1 ∩ T−1
0 (E2)×Ω) ∩ ΓT0(D).

As such,

γ0|{|x−y|≤η}(E1 × E2) = γ0(E1 × E2 ∩ {|x− y| ≤ η} ∩ spt(γ0) ∩ D×Ω),

= γ0(E1 ∩ T−1
0 (E2)×Ω ∩ {|x− y| ≤ η}),

= γ0|{|x−y|≤η}(E1 ∩ T−1
0 (E2)×Ω),

= µc(E1 ∩ T−1
0 (E2)),

= (I, T0)#µc(E1 × E2).

Thus, γ0|{|x−y|≤η} and (I, T0)#µc agree on all measurable rectangles E1× E2.
Since µc(Ω) = γ0|{|x−y|≤η}(Ω × Ω), we can multiply γ0|{|x−y|≤η} and
(I, T0)#µc by the same constant to obtain probability measures. These
probability measures agree on all measurable rectangles, and hence by
Theorem 3.3 of [Bil08] they are equal. This implies (5.52), completing the
proof.

5.4.3 Proving ρd
η ≪ Ld.

The general idea of the argument is to take E ⊂ Ω Borel with measure 0
and write

ρd
η(E) = (πx)#γ0||x−y|>η(T

−1
0 (E)),

= γ0(T−1
0 (E)×Ω ∩ {|x− y| > η} ∩ spt(γ0)).

We will show that the last set is contained in a set of the form A×Ω for
A Borel with measure 0, which will guarantee that ρd

η(E) = 0.
We will start with some simple observations about the set of (x, y) inside

the support of γ with |x− y| > η. It may be helpful to recall the definition
of the transport rays of a 1-Lipschitz function, given in Definition 4.8.

Lemma 5.29. Let φ0 be our fixed c2,η-concave solution to (5.44). If (x, y) ∈
spt(γ0) ∩D×Ω with4 |x− y| > η, then x−∇φc2

0 (x) and y are in a transport
ray of−φ0/η. The increasing direction of this transport ray is parallel to∇φc2

0 (x),
and it is the unique transport ray containing x−∇φc2

0 (x).

4 Recall, D ⊂ Ωo is a Borel set where φc2
0 is differentiable, and Dc is Lebesgue negligible
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Proof. Since (x, y) ∈ spt(γ0), Kantorovich duality gives us that

φc2
0 (x) + φ0(y) = c2,η(x, y).

By the equality φc2
0 = φ

c2,η
0 ,

φc2
0 (x) = inf

z∈Ω
c2,η(x, z)− φ0(z).

Hence, we know that this infimum is obtained at y. Note that since |x−
y| > η, by traversing the segment [x, y] starting at y we obtain a rate
of decrease of η per unit distance for c2,η(x, ·). Since −φ0 is η-Lipschitz,
we must therefore have that the infimum is also obtained at every point
z ∈ [x, y] with |x− z| ≥ η, including x−∇φc2

0 (x). This is only possible if
−φ0 increases at maximal rate along this segment. In other words, the non-
trivial segment [x−∇φc2

0 (x), y] = [x + η
y−x
|y−x| , y] is included in a transport

ray of −φ0/η. The increasing direction of this ray is clearly parallel to
x− y, which is parallel to ∇φc2

0 (x) via Lemma 5.27

To see that the transport ray containing x−∇φc2
0 (x) is unique, suppose

x −∇φc2
0 (x) is contained in two transport rays of −φ0/η. As we have

shown, one of these has decreasing direction parallel to −∇φc2
0 (x), and

since |x − y| > η, non-zero length in this direction. Noting that two
transport rays can only collide at a point which is the upper (or lower)
endpoint of both rays (see Lemma 4.11), we get that if x−∇φc2

0 (x) is in a
second ray, it must be at the upper endpoint of that ray. Let the decreasing
direction of the other ray be given by the unit vector v. We compute

d
dt
|t=0c2,η(x, x−∇φc2

0 (x) + tv)− φ0(x−∇φc2
0 (x) + tv)

= η⟨v,−
∇φc2

0 (x)
|∇φc2

0 (x)|
⟩ − η,

= η(⟨v,
y− x
|y− x| ⟩ − 1),

< 0,

the final inequality coming from the fact that v ̸= y−x
|y−x| , and both have

unit norm. As such, t 7→ c2,η(x, x−∇φc2
0 (x) + tv)− φ0(x−∇φc2

0 (x) + tv)
is strictly decreasing for t ∈ (0, ϵ) for some ϵ, contradicting the fact that
the infimum of c2,η(x, y)− φ0(y) is obtained at x−∇φc2

0 (x).

Next we prove that if there exists y such that (x, y) ∈ spt(γ0), |x− y| > η,
and x ∈ D then x is in a transport ray of φc2

0 /η. An illustration depicting
the arrangement of x, y, and the transport rays of φc2

0 /η and −φ0/η is
given in Figure 5.1.
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x

y−∇φ0(y)

−φ0/η increasing

x−∇φc2
0 (x)

y

φc2
0 /η increasing

Figure 5.1: When (x, y) ∈ spt(γ0) and |x− y| > η, the segment [x, y] intersects
transport rays of φc2

0 /η and −φ0/η. When φc2
0 is differentiable at x,

the increasing directions of these rays are parallel to ∇φc2
0 (x). This is

the content of Lemma 5.29 and Lemma 5.30, which help with proving
that ρd

η is absolutely continuous. Incidentally, when φ0 is differentiable
at y, −∇φ0(y) is also parallel to the increasing direction of these rays.

Lemma 5.30. Let φ0 be our fixed c2,η-concave solution to (5.44). If (x, y) ∈
∩ spt(γ0) ∩ D×Ω with |x− y| > η, then x is in a transport ray of φc2

0 /η. The
increasing direction of this transport ray is parallel to ∇φc2

0 (x).

Proof. Again, Kantorovich duality implies that for (x, y) ∈ spt(γ0),

φc2
0 (x) + φ0(y) = c2,η(x, y).

Since φ0 is a c2,η-concave function, we have

φ0(y) = inf
z∈Ω

c2,η(y, z)− φc2
0 (z),

and thus we have that the infimum is obtained at z = x. Since |x− y| > η,
an identical argument to that used in the proof of the preceding lemma
proves that the segment [x, y + η

x−y
|x−y| ] is in a transport ray of φc2

0 /η. It is
clear that the increasing direction of this ray is parallel to ∇φc2

0 (x).

Finally, given that both x and x−∇φc2
0 (x) are in transport rays, we can

prove that the upper endpoints of the transport rays of −φ0/η correspond
to upper endpoints of the transport rays of φc2

0 /η.

Lemma 5.31. Let φ0 be our fixed c2,η-concave solution to (5.44), and suppose
(x, y) ∈ spt(γ0) ∩D×Ω with |x− y| > η. If x−∇φc2

0 (x) is at the upper end
point of its transport ray of −φ0/η then x is at the upper end point of a transport
ray of φc2

0 /η.

Proof. For (x, y) ∈ spt(γ0) ∩ D×Ω with |x− y| > η we know that x is in
a transport ray of φc2

0 /η from Lemma 5.30. Suppose it is not the upper
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endpoint. Then there exists w on the same transport ray obtaining a strictly
larger value of φc2

0 . As such

φ0(y) = c2,η(x, y)− φc2
0 (x),

= c2,η(x, y)− φc2
0 (w) + η|w− x|,

= c2,η(w, y)− φc2
0 (w).

Here the last line holds because the transport ray that x is in is parallel to
the segment [x, y]. Since φc2

0 = φ
c2,η
0 ,

φc2
0 (w) = inf

z∈Ω
c2,η(w, z)− φ0(z),

and we know that the infimum is obtained at y. Since |w− y| > η + |w− x|,
we obtain that all points on the segment [w + η

y−w
|y−w| , y] are on a transport

ray of −φ0/η. The point x−∇φc2
0 (x) is in the interior of this ray, and thus

is not the upper endpoint.

We can now prove that ρd
η is absolutely continuous with respect to

Lebesgue measure. The general argument is the following. Take E Borel
negligible, x ∈ T−1

0 (E), and suppose that there exists y such that (x, y) ∈
spt(γ0) with |x − y| > η. Then, ignoring x at the start of transport rays
of φc2

0 /η (which is a Borel negligible set anyway), we can show that x =

z−∇φ0(z) for z ∈ E. Since x is not at the start of its transport ray, z cannot
be at the start of its transport ray. Away from the endpoints of transport
rays the map z 7→ z − ∇φ0(z) is well Lipschitz (see Proposition 4.15),
allowing us to conclude that our set of x is Lebesgue negligible.

Proposition 5.32. The measure ρd
η is absolutely continuous with respect to

Lebesgue measure.

Proof. Let E ⊂ Ω be Borel negligible. Then

ρd
η(E) = (πx)#γ0||x−y|>η(T

−1
0 (E)),

= γ0((T−1
0 (E) ∩ E c ∩ D)×Ω ∩ {|x− y| > η} ∩ spt(γ0)), (5.53)

where E c is the complement of the set of ray endpoints of φc2
0 /η, and D is

as before. Both sets are Borel and have full Lebesgue measure (see footnote
2), justifying the equality (5.53). If (x, y) is in the set appearing in (5.53),
then by Lemma 5.29 x−∇φc2

0 (x) is in a unique transport ray of −φ0/η,
and by Lemma 5.31 x−∇φc2

0 (x) is not at the upper endpoint of that ray.
Since |x− y| > η, x−∇φc2

0 (x) is also not at the lower endpoint of that ray.
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By Lemma 4.9, −φ0/η is differentiable at x−∇φc2
0 (x), and Lemma 5.29

implies that

x = x−∇φc2
0 (x)−∇φ0(x−∇φc2

0 (x)) = T0(x)−∇φ0(T0(x)).

Thus, if (x, y) is in the set appearing in (5.53), then x = z − ∇φ0(z)
for some z ∈ E and in the interior of a transport ray of −φ0/η. As in
Proposition 4.15, for each j ∈ {1, 2, . . .} set Aj as the set of points z that
are on a transport ray of −φ0/η and more than distance 1/j from either
endpoint, and recall that −∇φ0 is a Lipschitz function on Aj. We therefore
obtain that if (x, y) is in the set appearing in (5.53), then

x ∈
∞⋃

j=1

(I −∇φ0)(E ∩ Aj).

Since E is Borel negligible, and ∇φ0 is a Lipschitz map on Aj, we obtain
that the set (I −∇φ0)(E ∩ Aj) is Lebesgue measurable for all j and has
measure 0. By regularity of Lebesgue measure, there exists for each j a
Borel set Uj containing (I −∇φc2

0 )(E ∩ Aj) with zero Lebesgue measure.
As such,

ρd
η(E) ≤ γ0(

∞⋃
j=1

Uj ×Ω),

≤
∞

∑
j=1

γ0(Uj ×Ω),

=
∞

∑
j=1

µ(Uj),

= 0,

because µ≪ Ld.

We have therefore proven Proposition 5.25 by proving that ρd
η and ρc

η

are absolutely continuous (Lemma 5.28 and Proposition 5.32).

5.5 iterative procedures involving (WROF)

The absolute continuity result we have proven in Proposition 5.25 allows
us to iteratively solve (WROF) in either direction. At first, in Section 5.5.1,
we will do this by replacing µ by the solution to the previous iteration,
keeping ν fixed, a process we call iterative regularization. This will produce
a sequence of measures (µn)∞

n=1 which converge to ν. Given the connection
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between (WROF) and Chapter 4, elucidated in Section 5.2, this provides
convergence results for an extension of TTC. Later, in Section 5.5.2 we
will construct an alternative sequence of measures (νn)∞

n=1 that bears a
connection to the multiscale scheme of [TNV04]. These measures will
be obtained by fixing µ and replacing ν in (WROF) by the solution to
the previous problem. Because the sequence of measures thus obtained
matches µ at higher and higher resolutions, we describe this process as
adding finer and finer detail.

5.5.1 Iterative regularization

The main result in this section is a proof of Proposition 5.3. We recall the
setting; We take µ, ν≪ Ld, and (ηn)∞

n=0 a sequence of positive step sizes
with sum converging to +∞. We set µ0 := µ, and for n ≥ 0 define

µn+1 := arg min
ρ∈P(Ω)

1
2

W2
2 (ρ, µn) + ηnW1(ρ, ν).

We note that (µn)∞
n=1 is well defined given Lemma 5.19, Proposition 5.22,

and Proposition 5.25. The first two results establish the existence of a
unique solution to the minimization problem in (5.10) when µ≪ Ld, and
the latter guarantees that this solution will be absolutely continuous as
well.

Before we analyse the convergence of the sequence (µn)∞
n=1, we establish

a simple estimate on W1(µn, ν).

Lemma 5.33. Let Ω be convex and compact with non-negligible interior. Take
µ≪ Ld, and let ρη solve (WROF). For γ0 an optimal transport plan for the cost
c2,η from µ to ν, define

µ̃c = (πx)#γ0|{|x−y|<η}, µ̃d = (πx)#γ0|{|x−y|≥η}

Then
W1(ρη , ν) ≤ µ̃d(Ω)diam(Ω) (5.54)

Remark 5.34. Note that µ̃c is well defined independently of our choice of
optimal γ0, which is one reason why we use a strict inequality in the defi-
nition of µ̃c. Indeed, with a small variation to the proof of Lemma 5.28 one
can show that every γ0 optimal for (5.50) coincides with (I, I −∇φc2

0 )#µ

on the set |x − y| < η. Consequently, µ̃d = µ − µ̃c is also well defined
independently of γ0.
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Proof. For T0 an optimal map for the pair (µ, ρη) and the cost c2(x, y) =
1
2 |x− y|2, let

ρ̃c
η = (T0)#µ̃c, ρ̃d

η = (T0)#µ̃d

Note that if ρ̃d
η(Ω) = 0, we obtain via Lemma 5.28 that ν = ρ̃c

η = ρη , and
thus (5.54) holds. We therefore proceed assuming that ρ̃d

η(Ω) ̸= 0. We have

W1(ρη , ν) = sup
u∈1-Lip(Ω)

⟨u, ρη − ν⟩,

= sup
u∈1-Lip(Ω)

⟨u, ρ̃c
η + ρ̃d

η − ν⟩,

= sup
u∈1-Lip(Ω)

⟨u, ρ̃d
η − (ν− ρ̃c

η)⟩

In Lemma 5.28 we showed that µ≪ Ld implies that ρc
η(E) ≤ ν(E) for all

Borel E. Since ρ̃c
η(E) ≤ ρc

η(E), we get that ν− ρ̃c
η is a non-negative measure.

Moreover,
ρ̃d

η(Ω) = (ν− ρ̃c
η)(Ω).

As such

W1(ρη , ν) = ρ̃d
η(Ω) sup

u∈1-Lip(Ω)

⟨u,
ρ̃d

η

ρ̃d
η(Ω)

−
ν− ρ̃c

η

(ν− ρ̃c
η)(Ω)

⟩,

= ρ̃d
η(Ω)W1

(
ρ̃d

η

ρ̃d
η(Ω)

,
ν− ρ̃c

η

(ν− ρ̃c
η)(Ω)

)
,

≤ ρ̃d
η(Ω)diam(Ω),

= µ̃d(Ω)diam(Ω),

as claimed.

We can now prove our convergence result for (µn)∞
n=1, which relies on

Lemma 5.33.

Proof of Proposition 5.3. We first establish that W1(µn, ν) is a monotonically
decreasing sequence. Indeed, by definition of µn,

W1(µn, ν) ≤W1(µn−1, ν)− 1
2ηn−1

W2
2 (µn, µn−1) ≤W1(µn−1, ν).

Iterating the first inequality, we also obtain that

W1(µn, ν) ≤W1(µ, ν)−
n−1

∑
i=0

1
2ηi

W2
2 (µi+1, µi).
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Thus,
∞

∑
i=0

1
2ηi

W2
2 (µi+1, µi) < ∞. (5.55)

For each i, let γi be an optimal plan for the transport from µi to ν under
the cost c2,ηi , and define

µ̃d
i := (πx)#(γi||x−y|≥ηi

).

As above, µ̃d
i is well defined independently of the choice of γi. Note that

1
2ηi

W2
2 (µi, µi+1) ≥

1
2ηi

η2
i µ̃d

i (Ω) =
1
2

ηiµ̃
d
i (Ω).

As such, (5.55) implies
∞

∑
i=1

ηiµ̃
d
i (Ω) < ∞. (5.56)

By (5.9), we obtain that lim infi µ̃d
i (Ω) = 0. Lemma 5.33 implies that

W1(µi+1, ν) ≤ µ̃d
i (Ω)diam(Ω).

Since lim infi µ̃d
i (Ω) = 0, we therefore obtain

lim inf
i

W1(µi, ν) = 0, (5.57)

as well. But W1(µi, ν) is a monotonically decreasing sequence, and so (5.57)
implies (5.11).

Remark 5.35. In connection with Proposition 5.10, by proving that µn → ν

we have obtained convergence for a method which is an extension of TTC.
We provided a convergence proof for a different extension (TTC-DS) in
Section 4.7. Since the hypotheses for the techniques in Section 4.7 and
Section 5.5.1 are mutually exclusive (i.e. ν≪ Ld versus ν being supported
on a sub-manifold of Rd of codimension at least two), these procedures
are complementary to one another.

5.5.2 A non-linear Plancherel formula for W2
2 (µ, ν) and multiscale transport

In this section we describe an iterative algorithm that goes in the opposite
direction of the approach Section 5.5.1, in that rather than replacing µ

with the solution from the last iteration, we replace ν. This approach is
inspired by the multi-scale image representation from [TNV04], which



5.5 iterative procedures involving (WROF) 174

leverages [ROF92] to decompose an image f into a hierarchical represen-
tation (un)∞

n=1 of features at different scales by setting

un+1 := arg min
u∈L2(R2)

∥u− vn∥2
L2(R2) + ηn+1∥u∥TV , vn = f −

n

∑
i=1

ui, (5.58)

where v0 := f and ηn = 2−n+1η1. The following theorem, from [MNR19],5

establishes that (un)∞
n=1 is indeed a decomposition of f and provides an

interesting formula for ∥ f ∥2
L2(R2) which can be thought of as a non-linear

Plancherel equality.

Theorem 5.36. For f ∈ L2(R2), the sequence (un)∞
n=1 defined by (5.58) satisfies

f =
∞

∑
n=1

un, (5.59)

where the convergence holds in the strong sense in L2(R2). Further,

∥ f ∥2
L2(R2) =

∞

∑
n=1

ηn∥un∥TV + ∥un∥2
L2(R2). (5.60)

More insight on the scale of the decomposition (un)∞
n=1 can be obtained

by Theorem 5.1, which states that∥∥∥∥∥ f −
k

∑
n=1

un

∥∥∥∥∥
∗
≤ η1

2k . (5.61)

Thus f and the partial sum ∑k
n=1 un agree up to a term of scale at most

2−kη1 in the norm ∥·∥∗, which according to [Mey01]6 puts an ℓ∞ bound
on the wavelet coefficients of f −∑k

n=1 un.
The contribution of this section will be to prove Theorem 5.4, which

provides analogous versions of (5.59), (5.60), and (5.61) in (5.15), (5.16),
and (5.14), respectively. Interestingly, [Mey01] also includes results indi-
cating that soft thresholding of the wavelet coefficients of f results in an
approximate solution to ROF, an intriguing connection given the role of
soft thresholding in Theorem 5.4.

Note that the measures νn specified in Theorem 5.4 are built up from
a composition of Wasserstein 1 optimal maps applied to ν and which
converge to µ. In this sense we are replacing the summation of the de-

5 [TNV04] included this result for the cases f ∈ BV(R2) or f in an intermediate space
between BV(R2) and L2(R2). A proof requiring only f ∈ L2(R2) was obtained in [MNR19]

6 Lemma 10, Section 1.14
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composition in (5.59) with composition, as was done for a multiscale
decomposition of diffeomorphisms in [MNR19].

To prove Theorem 5.4, we start by augmenting the results of Proposi-
tion 5.22 on ρη , the solution to (WROF), under the additional assumption
that ν ≪ Ld. This is done in Lemma 5.37, Lemma 5.38, and Proposi-
tion 5.39, the last of which establishes that ρη is obtained by soft thresh-
olding a transport map from ν to µ.

Lemma 5.37. Assume ν≪ Ld, and let S0 be the ν almost everywhere unique ray
monotone optimal transport map for W1(ν, ρη). Let φ0 be a c2,η-concave solution
to (5.44). Then ν almost everywhere ∇φ0(y) and ∇φ0(S0(y)) exist. Further if
S0(y) ̸= y, they satisfy

∇φ0(y) = ∇φ0(S0(y)) = η
y− S0(y)
|y− S0(y)|

. (5.62)

Proof. The potential φ0 is c2,η-concave, and thus φ0 ∈ η-Lip(Ω). Since
ν≪ Ld, φ0 is therefore differentiable ν almost everywhere. Further,

ν({y | ∇φ0(S0(y)) exists}) = ν(S−1
0 ({z | ∇φ0(z) exists}),

= ρη({z | ∇φ0(z) exists}),
= 1,

since ρη ≪ Ld (Proposition 5.25). So ∇φ0(S0(y)) exists ν almost every-
where as well. Using Lemma 5.18 and Proposition 5.22, we have,

Ic2,η (µ, ν) =
∫

Ω
φc2

0 dµ +
∫

Ω
φ0dν,

=
∫

Ω
φc2

0 dµ +
∫

Ω
φ0dρη +

∫
Ω

φ0dν−
∫

Ω
φ0dρη ,

≤ 1
2

W2
2 (µ, ρη) + ηW1(ρη , ν),

= Ic2,η (µ, ν).

In the third line we have used the fact that φ0 ∈ η-Lip(Ω) since φ0 is
c2,η-concave. Since we have equality throughout, we obtain that φ0 is a
Kantorovich potential for 1

2W2
2 (ρη , µ) and φ0/η is a Kantorovich potential

for W1(ν, ρη). Since S0 is an optimal transport map for W1(ν, ρη) we obtain
that for ν almost all y ∈ Ω,

η|S0(y)− y| = φ0(y)− φ0(S0(y)).



5.5 iterative procedures involving (WROF) 176

Thus, if S0(y) ̸= y, we obtain that [y, S0(y)] is in a transport ray of φ0/η.
Via Lemma 4.9 or Lemma 4.10 we obtain (5.62) whenever φ0 is differen-
tiable at both y and S0(y).

Now we can prove the existence of an optimal transport map S̃0 from ν

to µ under the cost c2,η .

Lemma 5.38. Let ν, S0 and φ0 be as in Lemma 5.37. If T0 is a Borel map almost
everywhere equal to I −∇φ0, then S̃0 := T0 ◦ S0 satisfies (S̃0)#ν = µ and∫

Ω
c2,η(S̃0(y), y)dν = Ic2,η (µ, ν). (5.63)

Proof. Since φ0 is a Kantorovich potential for 1
2W2

2 (ρη , µ) and ρη ≪ Ld, we
have by Theorem 1.17 of [San15] that T0 is an optimal transport map for
1
2W2

2 (ρη , µ). Thus, (S̃0)#ν = µ. We now want to prove that for ν almost all
y,

c2,η(S̃0(y), y) = c2,η(S̃0(y), S0(y)) + η|y− S0(y)|.

This is clear if S0(y) = y. If S0(y) ̸= y, then this equality is an immediate
consequence of Lemma 5.37. We therefore compute∫

Ω
c2,η(S̃0(y), y)dν(y) =

∫
Ω

c2,η(S̃0(y), S0(y))dν(y)

+ η
∫

Ω
|y− S0(y)|dν(y),

=
∫

Ω
c2(T0(z), z)dρη(z) + ηW1(ρη , ν),

=
1
2

W2
2 (µ, ρη) + ηW1(ρη , ν),

= Ic2,η (µ, ν),

which verifies that S̃0 is optimal.

Define sη : R→ R as the soft thresholding operator, i.e.

sη(t) = sign(t)(|t| − η)+.

The following result demonstrates that ρη is obtained by applying this
soft thresholding operator to the optimal transport map S̃0 we have just
obtained.
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Proposition 5.39. Let S̃0 be the optimal transport map from ν to µ for the cost
c2,η obtained in Lemma 5.38, and let S0 be the ν almost everywhere unique ray
monotone transport map from ν to ρη . Then ν almost everywhere,

S0(y) = y + sη(|S̃0(y)− y|) S̃0(y)− y
|S̃0(y)− y|

,

where sη(|S̃0(y)− y|) S̃0(y)−y
|S̃0(y)−y| = 0 if S̃0(y) = y.

Proof. Take φ0 and T0 as in Lemma 5.38, and set

E := S−1
0 ({z | T0(z) = z−∇φ0(z)}).

Then E has full ν measure. If y ∈ E and S0(y) = y, then S̃0(y) = T0(y).
Since φ0 ∈ η-Lip(Ω), we obtain that

y + sη(|S̃0(y)− y|) S̃0(y)− y
|S̃0(y)− y|

= y = S0(y).

If y ∈ E and S0(y) ̸= y, then by Lemma 5.37, |S̃0(y)− y| > η ν almost
surely. Thus,

y + sη(|S̃0(y)− y|) S̃0(y)− y
|S̃0(y)− y|

= y + (|S̃0(y)− y| − η))
S0(y)− y
|S0(y)− y| ,

= y + |S0(y)− y| S0(y)− y
|S0(y)− y| ,

= S0(y).

Remark 5.40. Proposition 5.39 establishes the claim we made in Section 5.1
regarding how ρη is obtained by a decomposition of a transport map into
features and details. Indeed, S̃0 is that transport map, optimal for moving
ν to µ under the cost c2,η . The solution ρη to (WROF) is obtained as (S0)#ν,
where S0 is derived from S̃0 according to the following procedure:

(i) If |S̃0(y) − y| ≤ η, we classify that transport as a detail and do
nothing, i.e. S0(y) = y.

(ii) If |S̃0(y)− y| > η, we classify this transport as a feature, and partially
complete it until the remaining transport is classified as a detail.

With a solution to (WROF) now specified as a modification of ν, we can
prove Theorem 5.4.

Proof of Theorem 5.4. The assumption µ≪ Ld, together with Lemma 5.19

and Proposition 5.22 guarantee for all n that the argmin in (5.13) exists
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and is unique. Further, ν ≪ Ld and Proposition 5.25 imply νn ≪ Ld for
all n. Parts (i) and (ii) of Theorem 5.4 are then obtained as corollaries of
Lemma 5.38 and Proposition 5.39. As for the proof of (iii), by Proposi-
tion 5.22 we obtain that νn ∈ Bηn−1(µ). We therefore obtain that there is a
plan γn ∈ Π(νn, µ) optimal for the cost c2,η such that

spt(γn) ⊂ {(x, y) ∈ Ω×Ω | |x− y| ≤ ηn−1}.

Lemma 5.21 implies that γn is also optimal for W2(νn, µ), and since νn ≪
Ld, this optimal plan is unique. Thus (5.14) holds. The inequality (5.15) is
now clear, since

1
2

W2
2 (νn, µ) ≤ 1

2
η2

n−1 = 2−2n+1η2
0 .

To obtain the energy equality (5.16), we observe that

1
2

W2
2 (µ, ν) =

1
2

W2
2 (µ, ν1) +

1
2

W2
2 (µ, ν0)−

1
2

W2
2 (µ, ν1)− η0W1(ν1, ν0)

+ η0W1(ν1, ν0),

=
1
2

W2
2 (µ, ν1) + Dη0(ν0, ν1) + η0W1(ν1, ν0).

where in the second line we have used the equality of (WROF) and (5.48),
proven in Proposition 5.22. Iterating this equality, we obtain

1
2

W2
2 (µ, ν) =

1
2

W2
2 (µ, νk) +

k−1

∑
n=0

Dηn(νn, νn+1) + ηnW1(νn, νn+1).

Letting k go to infinity and using (5.15), we get (5.16).

Remark 5.41. The formula (5.16) is our analogue of (5.60). We note that for
each n the term Dηn(νn, νn+1) gives insight into the scale of the transport
from µ to νn relative to ηn. Indeed, it is not hard to show that Proposi-
tion 5.22, together with (5.50), implies∫

Ω×Ω

1
2
(|x− y| − ηn)

2
+dγ̃n ≥ Dηn(νn, νn+1),

≥
∫

Ω×Ω

1
2
(|x− y| − ηn)

2
+dγn,

where γ̃n is optimal for transporting µ to νn under the hybrid cost c2,ηn .
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5.6 discussion and related work

We have provided a detailed analysis of solutions to (WROF), as well as
two iterative algorithms, one that accomplishes an “iterative regularization”
of µ towards ν and another that provides a multiscale transport of ν

to µ with increasing resolution. In this section we will provide further
discussion of our results and connections to existing work.

There is a connection between (WROF) and the JKO scheme [JKO98],
which is related to gradient flows in W2(Ω); these are analysed in more
detail in [AGS05] and [San17]. The idea of the JKO scheme is to produce a
sequence of measures ρn by iteratively solving an equation of the type

ρn := arg min
ρ∈P(Ω)

1
2η

W2
2 (ρn−1, ρ) + F(ρ), (5.64)

where F is a functional; for F(ρ) = W1(ρ, ν), this is precisely (WROF).
For general F, by allowing η to go to zero and examining the optimality
conditions of (5.64), one can obtain convergence of an interpolation of the
iterates ρn to a curve of measures ρ(t). This curve satisfies a PDE which
can be viewed as a gradient flow on F in the metric space W2(Ω). We
expect to be able to obtain such a flow using our iterative regularization
approach in Section 5.5.1. Note that by analogy to ROF such a flow would
be in correspondence with the TV flow in [AXR+

15].
Other problems of a form similar to (WROF) have been considered

in the literature. A notable example is [BFS12], which finds a smoothed
version of a probability measure µ while retaining edges by solving

min
ρ∈P(Ω)

1
2η

W2
2 (µ, ρ) + F(ρ), F(ρ) :=

{
∥ρ∥TV ρ = ρ(x)dx,

+∞ else.

A related problem is that of [LLSV14], which keeps F as the total variation
norm of a probability density but replaces the fidelity term 1

2η W2
2 (µ, ρ)

with the Kantorovich-Rubinstein norm, a quantity that is closely related to
the Wasserstein 1 distance, but is able to handle measures with different
mass. To our knowledge the specific problem given in (WROF) has not
been treated before in the literature. Given that previous works have used
the TV norm of a probability density function as a regularity term, we
briefly compare this to our approach of using W1(ρ, ν), in particular case
of ν = Ld(Ω)−1dx. One might imagine that for this choice of ν, W1(ρ, ν)

might serve a similar role to the TV norm, since it is the minimal amount
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of work required to smooth out ρ to the constant function. This is not the
case, however. Take Ω = [0, 1]2, with ρ = ρk(x)dx given by

ρk(x1, x2) = 2(1 + sign(sin(2πkx1))).

As k→ ∞, W1(ρk, ν)→ 0, and yet ∥ρk∥TV → +∞. So the two regularizers
play very different roles.

Lastly, we may be able to obtain numerical results for either of the
algorithms outlined in Section 5.5.1 or Section 5.5.2 using the dual prob-
lem (5.40) to (WROF) and the methods from Chapter 4. Indeed, Propo-
sition 5.22 says that the solution ρη to (WROF) can be obtained as (I −
∇φc2

0 )#µ, where φ0 solves (5.40). By analogy to [GAA+
17], it is natural

to obtain such a φ0 by parametrizing φ with a neural network φw with
weights w and solving the gradient penalty problem

sup
w

∫
Ω

φc2
w (x)dµ(x) +

∫
Ω

φw(y)dν(y)− λ

2

∫
Ω
(|∇φw| − η)2

+dσ(x),

for large λ. Optimizing the weights w requires the computation of the
c2-transform

φc2
w (x) = inf

y

1
2
|x− y|2 − φw(y).

An efficient numerical method to do so has been introduced in [JL20],
however in high dimensions this remains a challenge. We leave this for
future work.
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